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Abstract

Tableau calculi for higher-order logic decompose a problem without clausifying it,
at the cost of one global dependency: a free variable is rigid, so a value closing one
branch commits every branch. This thesis presents Shot, a prover organised around
that dependency. Every branch-level rule of its calculus over Church’s simple type
theory is binding-free, recording the condition under which a branch would close
rather than choosing a value. Boolean extensionality is reached by renaming an
opaque propositional argument onto the branch and instantiating it over the two
truth values, the functional principles by expanding equalities at functional type,
and the search rests on instance-based methods: general bindings, instance-based
quantifier expansion, finite expansion of quantifiers over purely propositional types,
and ordered demodulation under a term order stable under substitution. Closing
the tableau is then a constraint satisfaction problem over the closure evidence of all
open branches, solved by one process, while the branch expansion feeding it runs
on a pool of BEAM workers over shared hash-consed terms. An untuned ablation
over the TPTP higher-order corpus and a study on a structured problem set locate
two limits: global closure produces about half of all refutations and does not receive
the parallelism, so it is at present too weak for the architecture built around it, and
the calculus decides most of the problems whose validity needs only conversion and
Boolean extensionality and few of those where a functional principle is required,
which locates a missing rule rather than a general weakness.

Keywords: Automated Theorem Proving ⋅ Higher-Order Logic ⋅ Semantic Tableaux ⋅
Parallel Proof Search
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CHAPTER 1

Introduction

1.1 Higher-Order Proof Search
Classical higher-order logic, in the form of Church’s simple theory of types [Chu40]
under Henkin’s general model semantics [Hen50, And02], gains substantial expres-
siveness over first-order logic from a small extension of the syntax. Quantification
over predicates and functions makes induction schemes, set-theoretic constructions,
program semantics and the shallow embeddings of non-classical logics statable as
single formulae rather than as first-order axiom schemes. The additional difficulty
this creates for proof search has three independent sources.

The first is unification. Deciding whether two simply typed terms have a common
instance is undecidable already at second order [Gol81], and Huet’s pre-unification
procedure [Hue75] replaces the decision with an enumeration that may be infinite
and infinitely branching. Every calculus for higher-order logic therefore invokes an
unbounded subprocedure from its most frequent operation, and every implemen-
tation has to bound that subprocedure somewhere and recover completeness by
deepening. Decidable fragments exist (patterns [Mil91] most notably) and are worth
detecting, but they do not cover the problems that motivate the logic.

The second is quantifier instantiation at predicate types. A witness for a variable
of type ̄𝜏𝑛→𝑜 is a formula, and no finite set of instances suffices in general. Andrews’
primitive substitution [And89] enumerates approximations to such witnesses by
their outermost logical symbol, which is a large branching factor added on top of an
already unbounded one.

The third is extensionality. Henkin completeness demands rules for Boolean
and functional extensionality, and what a calculus may assume about them is itself
stratified into a hierarchy of model classes [BBK04]. Formulae occur as arguments,
equality at function types is not decided by structure, and the ordinary first-order
division of a problem into terms and formulae stops holding. Calculi differ in how
much of this they build in. The principles can be supplied as axioms over the input, or
as inference rules directed by the goal, which is the treatment developed for higher-
order resolution in [BK98, Ben99a] and carried to equality and paramodulation in
[Ben99b], with the alternatives compared in [Ben02].

The systems that address these difficulties are surveyed by Benzmüller and
Miller [BM14] and are classified here by their calculus. TPS searches for expansion
proofs by mating search [And81, Mil87, ABB00]. LEO-II uses extensional higher-
order resolution, in which the extensionality principles are supplied as inference
rules and unification constraints are carried as literals rather than solved on the
spot [BK98, BPTF08, BSPT15]; Leo-III extends that line to extensional higher-order
paramodulation [SB21]. Satallax and its reimplementation Lash use a ground tableau
calculus with a SAT solver as the propositional decision procedure [Bro12, BK22].
Zipperposition and the higher-order modes of Vampire and E use superposition

1



2 Chapter 1. Introduction

extended to 𝜆-terms [BBT+21, VBB+21]. The competition record favours the last
of these. In the THF division of CASC-J13, held at IJCAR 2026, the entrants were
Vampire, Zipperposition, E, Leo-III and LEO-II; Vampire solved 354 of 400 problems
and Zipperposition 347, and no tableau-based system entered [Sut26].

1.2 Analytic Tableaux in Higher-Order Proving
A thesis that builds a higher-order tableau prover has to address that record, so
the case against the method is stated first and without qualification. Satallax led
higher-order proving through the 2010s and was then overtaken by superposition, by
a wide margin and on the same benchmark set [VBB+21]. The reasons are structural
rather than incidental. A saturation-based prover maintains a global clause set and
a redundancy criterion, so every derived clause may simplify and subsume every
other one; a tableau maintains a tree of branches, for which no comparable notion
of one branch rendering another redundant is available. Free-variable tableaux are
destructive, in that a closing substitution rewrites the whole tableau, so the standard
proof procedure backtracks over instantiations and repeats work [Fit96, Häh01].
Equational reasoning, which superposition was designed around, has to be retrofitted.
None of this is disputed here.

Four properties nevertheless argue for the method at higher order. The first of
them is conceded by the superposition literature itself.

The input structure is preserved. Clausification is a lossy translation, and at higher
order it is lossy in ways that first-order experience does not predict. Formulae
occur inside terms, Boolean-typed arguments have to be lifted out, and an axiomatic
encoding of the Boolean type degrades saturation performance measurably; the
response has been to interleave clausification with the derivation instead of running
it as a preprocessing step [NBTV21]. Vukmirović et al. put the comparison plainly:
“One of the strengths of tableau provers is that they do not clausify the input problem”,
and “delaying the clausification through the use of calculus rules that act on formulas
achieves the same effect in superposition” [VBB+21]. A tableau calculus obtains that
property by construction. Its rules act in place on the connective at the root of a
formula, so a subformula to which no rule has been applied is unchanged from the
input. For a prover whose secondary aim is presentation, this property is relevant
twice over.

The proof object is legible. A closed tableau is a tree whose nodes carry formu-
lae in the vocabulary of the problem, and whose closure is witnessed by a pair of
complementary literals and one substitution. It can be read without knowledge of
the calculus, displayed as a tree, and verified by hand for small problems. Expan-
sion proofs and matings offer a comparable representation [Mil87]. A refutation
obtained by superposition after clausification, skolemisation, Boolean hoisting and
simplification relates far less directly to the input formulae.

Rules compose additively. Higher-order tableau calculi have been extended by the
addition of rules. Kohlhase’s ℋ𝒯ℰ added extensionality rules to a Smullyan-style
base [Koh95, Smu68]; Konrad’s Hot reworked that calculus for implementation
[Kon98]; Backes and Brown added a choice operator, with completeness relative to
Henkin models preserved [BB11]. Each addition is a case in a rule dispatch and a case
in the corresponding soundness argument. The same is true of the additions made
here: primitive substitution, ordered demodulation and the definition-unfolding
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and BDD preprocessing of Chapter 3 are separate rules with separate costs, each
independently switchable, so that the ablation study of Chapter 8 can turn one off
without disturbing the rest.

Failure is informative. A saturated branch that does not close is a candidate
description of a model, which makes the method bidirectional: a failed proof at-
tempt yields the material for a countermodel search. Satallax exploits this [Bro12],
and external model finders accept the same material [BN10]. The model agent of
Chapter 7 is based on it, and the third verdict this prover can return, that a branch is
saturated but not decidably open, follows from treating the countermodel reading as
a soundness obligation.

Against those four properties is one that is usually listed as a defect and is treated
here as the central design constraint. The free variables introduced by 𝛾-expansion
are rigid : a variable denotes the same term on every branch it occurs on, and a closed
tableau requires a single substitution closing all open branches simultaneously.
Branch expansion is local, closure is global. In the standard proof procedure this
global dependency is what forces backtracking, and it is why parallelising a tableau
naively is unsound: two branches that each close under incompatible bindings have
not closed the tableau.

The first-order literature already contains the reformulation that removes the
backtracking. Giese’s incremental closure keeps, for each branch, the set of sub-
stitutions that would close it, and searches for a common solution incrementally
rather than committing to one instantiation and undoing it later [Gie01]. Read as an
architecture rather than as a search strategy, this decomposes the tableau into many
independent local computations and one shared constraint problem. The present
work transfers that decomposition to higher order, where the local computations are
more expensive, the constraints are pre-unifiers rather than unifiers [Hue75], and
the enumeration underlying each constraint is unbounded. The deferral itself has
a higher-order precedent on the resolution side, where unification constraints are
carried as literals inside a clause and discharged only when a refutation depends on
them [BK98, BPTF08]. The step taken here is to collect the deferred constraints of
all open branches and solve them as one problem in a single process.

The claim made here is therefore not that tableaux outperform superposition on
higher-order problems; the CASC record indicates otherwise and this thesis presents
no evidence to the contrary. However, the tableau method admits a decomposition
into independent local work and a single global constraint, which saturation-based
calculi do not, since a clause set is shared by construction and mutual simplification
makes every inference depend on every other [Bon00]. That decomposition has
been exploited concurrently at first order and has not been exploited at higher order
on a runtime designed for such computations. Whether doing so is profitable is an
empirical question, addressed in Chapter 8.

1.3 Rigidity, Locality and Parallel Search
Parallel deduction has an established classification. Bonacina classifies strategies by
granularity, by whether one process directs the others or the processes are peers,
and by whether the parallelism subdivides a single search or runs several searches
at once [Bon00]. In those terms the architecture of Chapter 6 is coarse-grained,
peer-based, and a distributed search: branches are the unit of parallel work, no
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process directs another, and the search performed by a population of workers differs
from the sequential search it derives from rather than reordering it.

Prior work that parallelises the tableau itself is represented by Goéland, which
spawns a lightweight process per branch, communicates closing substitutions over
channels, and reconciles them centrally [CRD+22]. Goéland is first-order, and the
process-per-branch mapping it uses is the one design this thesis considered and
did not adopt, for the reasons given in Section 1.5. A second line distributes the
reasoning over a population of agents rather than parallelising the tableau, and it is
the direct predecessor of the architecture built here.

1.4 Agent-Based and Cooperative Proof Search
Agent-based proof search begins with Ω-Ants, where concurrent agents compute
possible arguments for the inference rules applicable to the current partial proof
and post them to a blackboard from which a proof planner selects [BS98, Sor01]. Its
mature form, OANTS, arranges the agents in two layers over blackboards, admits
external reasoning systems as agents alongside the internal ones, and is resource-
adaptive: computation is reallocated between the agents according to what each
has been observed to contribute, and agents that cannot contribute to the current
goal are deactivated [BSJK08]. Konrad’s Hot carries the blackboard into higher-
order proving, running an extensional higher-order tableau calculus on a concurrent
blackboard architecture [Kon98]; its concurrency serves the blackboard rather than
branch expansion.

A second strand couples reasoners of different kinds. LEO-II is built as a cooper-
ative prover: it performs extensional higher-order resolution itself and passes the
essentially first-order part of a problem to an external first-order system, whose
answer it integrates [BPTF08, BSPT15]. Whether such a pairing is worth its over-
head, and what has to hold of the translation between the two logics for it to be, is
examined directly in [BSJK05]; [WB16] asks the same question of agent populations
in general. LeoPARD supplies the term data structures and the agent infrastructure
on which the later systems of this line are implemented [WSB15]. The model agent
of Chapter 7 belongs to this strand: it consults an external system about a single
branch, and what differs is the direction of the question, satisfiability of a saturated
branch rather than refutation of a subgoal.

Leo-III inherits from both strands. Its agent framework has a scheduler that
collects the read and write sets of the tasks its agents propose and selects a maximal
non-conflicting set of them by an approximation algorithm for combinatorial auctions
[SWB16]. The framework has two modes, and the fine-grained one, in which each
inference rule is an agent, was reported as “not competitive and still experimental”;
the configuration Leo-III competes in runs a sequential loop inside a single agent,
with parallelism confined to unification, redundancy checks and calls to external
provers [BSW17, SB21]. That experience bears on the design question from one
side: when every inference has to be arbitrated by a scheduler, the arbitration is the
cost. The architecture of Chapter 6 arbitrates only closure, and leaves expansion
unarbitrated.

Two things separate the design developed here from these systems. The first
is the direction of control. No scheduler is advised by agents: workers expand
branches and publish closure evidence; a single contradiction agent consumes that
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evidence and solves the global constraint; further agents subscribe to the same
stream and may publish hints that a worker may ignore. An agent is added by
subscribing and removed by not starting it, so each agent can be disabled without
modifying the components that remain. The second is the level at which computation
is allocated. OANTS allocates it between agents explicitly, on evidence of what each
has contributed [BSJK08]. Here no component allocates it at all: preemption is
counted in reductions by the runtime, and the worker pool is of fixed size, so what
an agent receives is decided by the scheduler of the virtual machine rather than by
the prover.

1.5 The BEAM as Platform for Concurrency
The choice of Elixir on the BEAM follows from the structure of the computation
described above. The unit of parallel work is the branch, and the number of branches
grows at every 𝛽-expansion, which suggests mapping each branch to its own process.
That is not the design used here. Branches are created faster than they are closed,
each retains its full formula set for as long as it lives, and each would publish closure
evidence to a single contradiction agent whose mailbox and cartesian product both
grow with the number of live branches. Memory consumption would then track
the size of the tableau rather than the size of the pool, and the schedulers would be
occupied by processes that are for the most part not running.

Branches are therefore values rather than processes. A branch is a data structure
held in a public ETS table, and a fixed pool of long-lived worker processes takes
branches from that table, applies a bounded number of rules to each, and returns them.
The pool defaults to one worker per online scheduler, so the degree of parallelism
follows the hardware while the number of branches in flight follows the problem.
The runtime is used here for a work-stealing pool over shared structures that many
processes read and write at once, rather than for a process per unit of work.

Four properties of the runtime are relevant [Arm03]. Scheduling is preemptive
and reduction-counted, so a worker that has entered a long pre-unification enumera-
tion cannot starve the workers that would have closed the tableau sooner; the bound
on that enumeration is still needed for completeness, but it is no longer needed to
keep the system responsive. Each process has its own heap, so garbage collection is
per-process and collecting one worker does not suspend the others. Schedulers are
per core, and the same program runs on one core and on many without a change in
the code, so worker_pool_size sweeps a single implementation rather than compar-
ing two in Chapter 8. ETS provides tables with per-slot read and write concurrency,
which is what allows the branch queue, the traces, the provenance records and the
published hints to be shared between workers without a coordinating process on the
frequently executed path.

Message passing between isolated processes also enforces the calculus’s central
discipline through the primitives of the language rather than by convention. A
worker cannot mutate another worker’s state, since it holds no reference to it; the
only shared mutable objects in a session are the ETS tables owned by a single process,
and all global search state resides in them. Wherever the code accesses a shared
table instead of sending a message, the local/global partition of Chapter 6 is apparent
at the call site.

Supervision has a further consequence. A pre-unification stream that exhausts
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memory, or a rule application that raises on a malformed term, terminates one worker
rather than the session; its supervisor restarts it and the remaining workers continue.
The branch that worker held is not returned to the queue, since checkout removes
it from the shared table, so the cost of a worker crash is one abandoned branch.
Failure isolation therefore bounds the damage a single malformed term can do, and
the defensive checks a single-process prover performs inline are replaced by process
termination.

The disadvantages are stated with the same directness. The BEAM is not a fast
substrate for the inner loops of a theorem prover. Term traversal, unification and
order comparisons are allocation-intensive symbolic operations, and an OCaml or
C implementation of the same algorithms performs more of them per second than
an Elixir one; Satallax, Lash and Zipperposition are single-threaded systems with
substantially better constant factors than are attainable here [Bro12, BK22, BBT+21].
Hash-consing of terms and ETS-resident caches reduce that difference, and the
speedup from parallelism must compensate for the remainder. No part of this thesis
assumes that it does.

It does not. On the structured set of higher-order problems of [BB05], the prover
is about three times slower at the median than the fastest reference system on each
problem it proves, and two orders of magnitude slower at the tail. A worker pool of
one process per online scheduler multiplies inference by a factor of three over a single
worker within the same budget and leaves the number of problems solved unchanged,
because the parallelism reaches branch expansion rather than the global closure
search that produces most of the refutations. Both measurements are reported in
Chapter 8.

Two secondary considerations support the choice without being decisive for it.
Elixir retains the developers who adopt it, ranking third among the most admired
languages in the 2025 Stack Overflow developer survey behind Rust and Gleam
[SO25], which is relevant for a research prototype intended to be read and extended
by others. Its notebook environment, Livebook, is the medium of this thesis and is
the subject of the next section.

1.6 Executable Presentation
Teaching and presentation are secondary aims of the Shot system, and they influ-
enced the calculus only where no other property had to be given up. The prover’s
formatters print types and terms in the conventional annotated style rather than in
the uncurried notation of Chapter 2, derivations are rendered as trees, and every rule
carries a name a reader can look up. Since the tableau method was already the most
readable of the candidate calculi, no substantial conflict between the two aims arose.

The thesis itself serves as the proof of concept for that aim. It is written as a
set of Livebook notebooks [Liv25] following the principles of literate programming
[Knu84]: the chapters are the source of truth, the LaTeX build reads them, and the
executable cells run the prover being described. A rule classification, an enumeration
of pre-unifiers, an orientation decision and a rendered proof object are computed
when the chapter’s cells are executed rather than asserted in prose. Three registers
are kept typographically distinct throughout, as set out in Chapter 2, so that a claim
about the mathematics and a claim about the implementation are never confused
for one another. The notebooks and this typeset rendering are archived under a
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single identifier, https://doi.org/10.5281/zenodo.22045933. A reader who follows
a claim to the cell that settles it obtains the code and the stored outputs that produced
the figures reported here. The identifier resolves to this version of the notebooks;
later versions are separate entries in the same record.

1.7 Contributions
The thesis makes the following contributions.

• A higher-order free-variable tableau calculus over Church’s simple type theory
with primitive equality, extensional rules, primitive substitution, and equa-
tional reasoning by ordered demodulation, together with the preprocessing
that precedes it (Chapter 3).

• A binding-free formulation of every branch-level rule. No rule commits to a
value for a free variable; each records a closure condition as evidence. The
consequences are traced through the equality rules, which admit only rewrites
with an empty matcher, and through the term order, which must be stable
under a substitution that has not yet been computed (Chapter 3, Chapter 5).

• A treatment of global closure as a constraint satisfaction problem over the
closure evidence of all open branches, solved once by a dedicated process,
giving a higher-order counterpart to incremental closure [Gie01] and removing
backtracking over instantiations from the search (Chapter 6).

• A concurrent actor architecture realising that partition on the BEAM: a su-
pervision tree per proof session, a fixed pool of worker processes stealing
branches from a shared queue, shared state confined to tables owned by a
single process, and closure evidence distributed by broadcast (Chapter 6). The
measurements qualify the design: coverage is bounded by the rate at which
global closure is attempted rather than by the rate at which branches are
expanded, so enlarging the worker pool does not solve more problems at the
budget measured (Chapter 8).

• Three peer agents built as consumers of that broadcast, for cross-branch in-
stantiation hints, for satisfiability probing of saturated branches, and for global
closure, each independently switchable; and reconstruction of an ordinary
tableau proof from the derivation traces recorded by the concurrent search
(Chapter 7).

• An orientation order for higher-order terms in 𝜂-long 𝛽-normal form, with the
stability and typing properties the deferred-substitution discipline requires
(Chapter 5).

• A set of concurrent data structures with explicit memory sharing, on which the
pool design depends. Terms are hash-consed into a global pool, constructed
once and thereafter referred to by identifier, so that a branch is cheap to write
to a shared table and cheap for another worker to take from it; intermediate
terms are built in process-local scratchpads and committed to the global pool
only when a result survives, so that failed enumerations are discarded without

https://doi.org/10.5281/zenodo.22045933
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adding to it. The session’s search state is held in public ETS tables with read
and write concurrency, addressed by branch prefix so that closure, tombstoning
and hint lookup are single operations (Chapter 2, Chapter 6).

• The Shot ecosystem: four independently usable Hex packages, shot_ds (v1.3.1)
for terms, types and the semantics of Church’s simple type theory, shot_un
(v0.2.1) for pre-unification, shot_to (v0.2.0) for the term order, and shot_tx

(v0.1.0) for the calculus, the architecture and proof objects. Each carries its
own documentation and test suite, and the first three are usable without the
prover.

• An open-source implementation presented as executable notebooks in which
the described behaviour is run rather than paraphrased.

• An ablation study over the agents, the calculus rules and the search control,
with parameter sweeps and a scaling measurement over the worker pool,
across the TPTP higher-order corpus (Chapter 8). Global closure through the
contradiction agent accounts for about half of all refutations; iterative deepen-
ing, demodulation, finite 𝑜-quantification and atom decomposition contribute
measurably; the suggestion agent, primitive substitution, instance-based 𝛾-
expansion and the size of the worker pool do not, at the budget measured.

• A qualitative evaluation on the structured set of [BB05] against five reference
systems, characterising the coverage by the model class in which each problem
is valid: 57 of the 70 problems valid without a functional principle are proved
on every run, against five of the 35 that require one (Chapter 8, worked example
by example in Appendix A).

1.8 Scope and Non-Goals
The system is a research prototype and is not tuned for competition. No claim is made
that it is faster than, or solves more problems than, any of the systems named above,
and the evaluation is designed to measure the contribution of its own components
rather than to place it in a ranking.

Soundness of the calculus is argued rule by rule, and the obligations are collected
in Section 3.11 of Chapter 3. Completeness is not established. That section states as
a conjecture what a complete extension of the calculus would look like and names
the rule the calculus lacks: the functional extensionality principles are reachable
only from a formula that is already an equation, so the calculus as given is expected
to be incomplete. The bounded pre-unification of Chapter 4 is recovered by iterative
deepening, the interaction of demodulation with the extensionality rules is not
analysed, and the semantic layering of [BBK04] is used to state what is assumed
rather than to prove what is achieved.

The choice operator is not part of the calculus, so the fragment covered is
narrower than that of [BB11]. Concurrency is confined to a single BEAM node; the
runtime’s distribution facilities are not used and multi-node scaling is left to future
work. Integration with an interactive prover as a hammer-style backend is out of
scope.

The logic reasoned about is monomorphic. Input is read in the TPTP typed higher-
order dialects [Sut17, SB10], and rank-1 polymorphic TH1 problems [KSR16] are
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monomorphised during parsing, so a polymorphic symbol is presented to the calculus
as a family of monomorphic ones. Problems whose proofs require an instance not
produced by the monomorphisation are therefore not provable, and no reasoning
about type variables takes place inside the calculus.

1.9 Outline
Notation and semantics are fixed in Chapter 2, which develops Church’s simple
theory of types with an uncurried, 𝜂-long 𝛽-normal presentation and Henkin general
models, and defines the type-level vocabulary the later chapters depend on. The
notational conventions follow those of Niederhauser and Middeldorp [NM26].

The calculus is given in Chapter 3: the tableau objects and their global and local
states, the propositional and quantifier rules, primitive substitution, the extension-
ality rules for Boolean and functional equality, ordered demodulation, closure and
discharge, literal processing, BDD-based preprocessing, the search bounds and the
rule priorities that order the whole.

Two term-level chapters follow. Huet-style pre-unification, its three cases and
the decidable fragments worth detecting are covered in Chapter 4. The orientation
order used to gate rewriting, its parameters and the properties demanded of it by the
deferred-substitution discipline are covered in Chapter 5.

The architecture is the subject of Chapter 6: the rigid variable problem and the
local/global partition it forces, the supervision tree, the separation of pure branch
logic from stateful shell, the evidence stream, global closure as constraint satisfaction,
the message flow and iterative deepening. Its extensions, the two optional peer
agents and proof reconstruction, are the subject of Chapter 7.

Measurements are reported in Chapter 8: the benchmark method and the scoring
conventions, the baseline configuration, ablations of the agents, of the calculus
rules and of the search control, scaling with the worker pool, the behaviour of the
closure search under the two pool sizes, a second study on a structured problem set
with the coverage it gives by model class, and threats to validity. Worked examples
are collected in Appendix A, and Chapter 9 summarises, states the limitations that
survive the evaluation, and sets out future work.

The principal findings, for a reader of this chapter alone: global closure through
the contradiction agent is what the prover rests on, and removing it costs about
half the refutations; the concurrent search multiplies inference without multiplying
closure, so the worker pool reduces latency without extending coverage; and the
calculus decides most of the problems whose validity needs only conversion and
Boolean extensionality and few of those needing a functional principle, which locates
the missing rule rather than a general weakness.





CHAPTER 2

Preliminaries

2.1 Notation
We abbreviate a sequence 𝑎1, … , 𝑎𝑛 by ̄𝑎𝑛 where 𝑛 ≥ 0, write () for the empty sequence,
and write ̄𝑎, 𝑏̄ for concatenation. We drop the length subscript and write ̄𝑎 when it is
irrelevant or clear from context, and write | ̄𝑎| for the length of ̄𝑎. ̄𝑛 is the sequence
1, … , 𝑛 and { ̄𝑎} is the set {𝑎1, … , 𝑎𝑛}. The reverse of a sequence ̄𝑎𝑛 is denoted ⃖⃖𝑎𝑛. We
denote the sequence 𝑎𝑖, … , 𝑎𝑗 by ̄𝑎𝑖..𝑗 which we identify with () when 𝑖 ≥ 𝑗.

Under 𝜆 ̄𝜏𝑛, index 𝑛 + 1 − 𝑖 denotes 𝜏𝑖, so a head applied to its own binders takes ⃖⃖𝑛.

Relations and functions on sequences are interpreted pointwise, so ̄𝑎𝑛 𝑅 𝑏̄𝑛 stands
for 𝑎1 𝑅 𝑏1, … , 𝑎𝑛 𝑅 𝑏𝑛 and 𝑓 ( ̄𝑎𝑛) for 𝑓 (𝑎1), … , 𝑓 (𝑎𝑛).

Note that parsing uses TPTP syntax [Sut17], in the typed higher-order dialects
TH0 [SB10] and TH1 [KSR16], which differs from the notation established in this
chapter. The higher-order TPTP dialects use currying and an explicit application
symbol @ where we will use conventional application notation (𝑓 (𝑥, 𝑦) instead of
𝑓 @𝑥 @𝑦). Everything developed here is a more direct representation of the prover’s
internal data structures. The same goes for the formatting API of the prover, which
uses more conventional type annotation (you may see 𝑓𝜄→𝜄→𝜄 instead of 𝑓 ∶ (𝜄, 𝜄)→𝜄
in the interactive outputs). This is a deliberate choice as this thesis is a system
description more than it is developing a logic or calculus. The prover’s output has a
different aim, which is for teaching or visualisation of classical higher-order logic.

Three registers run through every chapter and are kept typographically dis-
tinct. Definition and Proposition blocks are the mathematics: implementation-
independent, and the only material a soundness or completeness argument may
appeal to. Ordinary prose motivates and explains, and carries no logical weight.
Ruled paragraphs are implementation notes, recording what the Shot packages do,
which module does it and which parameter governs it; a note may narrow a definition
without the definition changing. Executable cells and quoted code belong to the
third register as well: where the code is the precise statement, it is run rather than
paraphrased.

Sigils (~f, ~g, ~t, ~e) enable quick parsing of TPTP notation into our internal data
structures.

2.2 Types
Simple Type Theory (STT), in the formulation of Church [Chu40], is a language
of terms and defines the semantics of the transformation of higher-order terms.
It defines computation on a single reduction principle, 𝛽-reduction. An efficient
implementation of STT is hence most relevant for the performance of a prover for
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higher-order logic. Its type layer is fixed in this section and its term layer in the
sections that follow.

Definition 2.1 (Base Type, Type). Let 𝒮 = {𝜄, 𝑜} be the set of sorts and let 𝒜 be a
countably infinite set of type variables (𝛼). The set of base types (𝜍) is ℬ = 𝒮 ⊎ 𝒜.
The set of types 𝒯 (𝜏 , 𝜐, 𝜌), is defined inductively: if ̄𝜏𝑛 ∈ 𝒯 with 𝑛 ≥ 0 and 𝜍 ∈ ℬ,
then ̄𝜏𝑛→𝜍 ∈ 𝒯. We identify ()→𝜍 with 𝜍.

Proposition 2.2 (Canonical Decomposition). Every 𝜏 ∈ 𝒯 is of the form ̄𝜏𝑛→𝜍 for a
unique 𝑛 ≥ 0, a unique sequence ̄𝜏𝑛 and a unique 𝜍 ∈ ℬ.

Proof. The type grammar has a single production, whose goal component is required
to lie in ℬ, so a type is an argument sequence paired with a base type and 𝑛 is the
length of that sequence. Distinct pairs are distinct types, and the identification of ()→𝜍
with 𝜍 places each base type at 𝑛 = 0 rather than giving it a second decomposition. □

Definition 2.3 (Arity, Goal). For 𝜏 = ̄𝜐𝑛→𝜍 we call 𝑛 the arity ar(𝜏 ) of 𝜏 and 𝜍 its goal
gl(𝜏 ).

Definition 2.4 (𝑜-Type, Pure 𝑜-Type). A type 𝜏 is an 𝑜-type if gl(𝜏 ) = 𝑜, so that a term
of type 𝜏 is a formula once it is fully applied. The set 𝒪 ⊆ 𝒯 of pure 𝑜-types is the
least set with 𝑜 ∈ 𝒪 and ̄𝜏𝑛→𝑜 ∈ 𝒪 whenever every 𝜏𝑖 ∈ 𝒪.

Proposition 2.5 (𝑜-Types and Pure 𝑜-Types). Every pure 𝑜-type is an 𝑜-type, and the
inclusion is strict: 𝜄→𝑜 is an 𝑜-type and is not pure.

Proof. Induction on membership in 𝒪: both clauses produce a type whose goal is 𝑜.
For strictness, gl(𝜄→𝑜) = 𝑜, so 𝜄→𝑜 is an 𝑜-type, and it lies in 𝒪 only if 𝜄 does, whereas
every element of 𝒪 has goal 𝑜 and gl(𝜄) = 𝜄. □

The two notions do different work later and are not interchangeable. The weaker
one selects the quantifiers a primitive substitution may be scheduled for (Section 3.4),
where all that is required is that instantiating the variable eventually yields something
of type 𝑜; the argument types are unconstrained. The pure one selects the types whose
domain is finite and enumerable (Section 3.3), which is what allows quantification
over them to expand linearly and what bounds the case analysis of the Boolean
extensionality rules.

Definition 2.6 (Type Substitution). A type substitution 𝜗 is a map from a finite subset
of 𝒜 to 𝒯. Its application 𝜏 [𝜗] is defined by recursion on 𝜏:

𝜍[𝜗] = {
𝜃(𝜍) 𝜍 ∈ dom(𝜗)
𝜍 otherwise

( ̄𝜏𝑛→𝜍)[𝜗] = ̄𝜏𝑛[𝜗], ̄𝜐→𝜍′ where 𝜍[𝜗] = ̄𝜐→𝜍′ and 𝑛 ≥ 1

We write [ ̄𝛼𝑛 ↦ ̄𝜌𝑛] for the substitution mapping 𝛼𝑖 to 𝜌𝑖.

Proposition 2.7 (Instantiation and Arity). ar(𝜏 [𝜗]) ≥ ar(𝜏 ), with equality if and only
if gl(𝜏 )[𝜗] ∈ ℬ.
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1 defmodule Ch2.Type do

2 @enforce_keys [:goal]

3 defstruct [:goal, args: []]

4 @type type_id() :: concrete_id() | variable_id()

5

6 @type concrete_id() :: atom()

7 @type variable_id() :: reference()

8

9 @type t :: %__MODULE__{goal: type_id(), args: [t()]}

10 end

Listing 2.1: The Type data structure

1 defmodule Ch2.TypeScheme do

2 @enforce_keys [:body]

3 defstruct [:body, vars: []]

4

5 @type t :: %__MODULE__{vars: [Ch2.Type.variable_id()], body: Ch2.Type.t()}

6 end

Listing 2.2: The TypeScheme data structure

Proof. Write 𝜏 = ̄𝜏𝑛→𝜍 by Canonical Decomposition, so that ar(𝜏 ) = 𝑛 and gl(𝜏 ) = 𝜍.
The substitution clause appends the argument sequence of 𝜍[𝜗] to ̄𝜏𝑛[𝜗], giving
ar(𝜏 [𝜗]) = 𝑛 + ar(𝜍[𝜗]), and the same identity holds at 𝑛 = 0, where 𝜏 [𝜗] = 𝜍[𝜗].
Arities are non-negative, which gives the inequality, and equality holds exactly when
ar(𝜍[𝜗]) = 0, by Canonical Decomposition exactly when 𝜍[𝜗] ∈ ℬ. □

Our implementation defines the recursive data structure for a Type of Listing 2.1. We
use a unique Erlang reference as identifier for variables.

Definition 2.8 (Type Scheme). A type scheme 𝜎 ∈ 𝔗 has the form [ ̄𝛼]. 𝜏 with 𝑛 ≥ 0,
where ̄𝛼 are pairwise distinct and every type variable occurring in 𝜏 is among ̄𝛼.
Quantification occurs only at the outermost position. A type 𝜌 is an instance of 𝜎 if
𝜌 = 𝜏[ ̄𝛼𝑛 ↦ ̄𝜌𝑛] for some ̄𝜌𝑛 ∈ 𝒯.

A TypeScheme is implemented as a wrapper around a Type, explicitly pinning down
quantified type variables, as Listing 2.2 shows.

For example, the type (𝜄, (𝜄→𝑜))→𝑜 is represented as follows:

%Type{args: [%Type{goal: :i, args: []}, %Type{goal: :o, args: [%Type{goal:

:i, args: []}]}], goal: :o}

which is a direct, nested mirror of the mathematical decomposition: the outer
struct’s goal is the type’s goal 𝑜, and its args list holds one child struct per argument
type, here 𝜄 and 𝜄→𝑜 in order.
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2.3 Terms
Definition 2.9 (Signature). A signature Σ is a finite set of declarations 𝑐 ∶ 𝜎 with
𝜎 ∈ 𝔗, in which every constant symbol 𝑐 is declared at most once.

Definition 2.10 (Free Variable, Parameter). Let 𝒱 = ⨄𝜏∈𝒯 𝒱𝜏 and 𝒫 = ⨄𝜏∈𝒯 𝒫𝜏 be
families of countably infinite, pairwise disjoint sets with 𝒱 ∩ 𝒫 = ∅. Elements of 𝒱
are free variables (𝑋, 𝑌); elements of 𝒫 are parameters (𝑝, 𝑞).

Definition 2.11 (Term). Given a signature Σ, the set of terms Λ(Σ) (𝑠, 𝑡, 𝑢, 𝑣) is defined
by

Λ(Σ) ∋ 𝑠, 𝑡 ≔ 𝑐⟨ ̄𝜌⟩ ∣ 𝑋 ∣ 𝑝 ∣ 𝑖 ∣ 𝜆 ̄𝜏 . 𝑡 ∣ 𝑠( ̄𝑡)

where 𝑐 ∈ Σ is a constant symbol, ̄𝜌, ̄𝜏 ∈ 𝒯 with 𝑛 ≥ 0, 𝑋 ∈ 𝒱, 𝑝 ∈ 𝒫, and 𝑖 ∈ ℕ>0 is
a de Bruijn index [dB72]. We identify 𝜆(). 𝑡 with 𝑡 and 𝑠() with 𝑠, and further identify
𝜆 ̄𝜏 . 𝜆 ̄𝜐. 𝑡 with 𝜆 ̄𝜏 , ̄𝜐. 𝑡.

Constants, variables and parameters are all implemented as Declaration. Note that
we merge the definitions of constants and parameters and give parameters a unique
reference as name. We also make the name of bound variables explicit and refer to
them by their local index. Listing 2.3 gives the structure.

Terms as the main data structure require more thought in their representation to
optimise both space and time efficiency. We opt for hash-consed directed acyclic
graphs (DAGs) [FC06] and rely on the Erlang term storage (ETS), a heavily optimised
global hash table, for efficient and concurrency-safe lookup. Our term representation,
in Listing 2.4, features 5 data fields and 4 metadata fields, optimised for caching and
minimising recursive checks.

A constructed term shows the representation directly. Note that :args holds term
IDs rather than nested terms, so the DAG is flat in the struct and unfolds only
through the factory: for 𝑡 = (𝑝 (𝑓 𝑎)) ∧ (𝑞 (𝑓 𝑎)), the top-level struct carries id: 7426,
head the declaration for ∧, and args: [6594, 7298] — two term identifiers, not two
nested term structs. The left conjunct, term 6594, is itself 𝑝(𝑓 (𝑎)): it carries head the
declaration for 𝑝 and args: [6466], again an identifier rather than a nested term.

Both conjuncts reference the same node for 𝑓 (𝑎), which is memoised once:
comparing the argument lists of the left and right conjuncts, argsleft = argsright,
evaluates to true.

Terms are constructed globally, via the ShotDs.Stt.TermFactory module in a
single ETS table (:term_pool). Term IDs may be global or local. Global term IDs are
stored in the :term_pool while local IDs only persist in a process-local ETS table, the
scratchpad. Garbage collection is implemented so that result terms (and transitively,
their argument terms) are committed to the :term_pool while the scratchpad with
all its entries is deleted. Garbage collection can be enabled by wrapping the code
block in with_scratchpad(fn -> ... end). The :term_pool table holds two shapes
of row, interactively browsable during development: a signature row keyed on a
term’s structural signature (its head declaration, bound variables, argument IDs and
type, packed into a tuple) mapping to that term’s ID, and a lookup row keyed on a
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1 defmodule Ch2.Declaration do

2 @enforce_keys [:kind, :name, :type]

3 defstruct [:kind, :name, :type]

4

5 @type t :: free_var_t() | bound_var_t() | const_t()

6

7 @type free_var_t :: %__MODULE__{

8 kind: :fv,

9 name: var_name_t(),

10 type: Ch2.Type.t()

11 }

12 @type bound_var_t :: %__MODULE__{

13 kind: :bv,

14 name: pos_integer(),

15 type: Ch2.Type.t()

16 }

17 @type const_t :: %__MODULE__{

18 kind: :co,

19 name: const_name_t(),

20 type: Ch2.Type.t()

21 }

22

23 @type var_name_t :: String.t() | reference() | pos_integer()

24 @type const_name_t :: String.t() | reference()

25 end

Listing 2.3: The Declaration data structure

term ID mapping to the term struct itself. Of its 36 entries at this point in the chapter,
two representative rows are

{6466, %Term{id: 6466, head: f, args: [6338], type: %Type{goal: :i, args:

[]}, …}}

{7426, %Term{id: 7426, head: ∧, args: [6594, 7298], type: %Type{goal: :o,

args: []}, …}}

the first the lookup row for 𝑓 (𝑎) (term 6466, the shared node above), the second
the lookup row for 𝑡 itself.

Treating terms as global DAGs lets us write efficient canonical higher-order functions
such as map_term or fold_term using term IDs as keys for caching, as in Listing 2.5.

2.4 Typing
Definition 2.12 (Context). A context Γ is a finite sequence of types ̄𝜏, listed from
outermost to innermost binding. Lookup Γ(𝑖) is defined by

(Γ, 𝜏 )(1) = 𝜏 (Γ, 𝜏 )(𝑖 + 1) = Γ(𝑖)
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1 defmodule Ch2.Term do

2 @enforce_keys [:id, :head, :type]

3 defstruct [

4 # Data fields

5 :id,

6 :head,

7 :type,

8 bvars: [],

9 args: [],

10 # Metadata fields

11 fvars: MapSet.new(),

12 consts: MapSet.new(),

13 tvars: MapSet.new(),

14 max_num: 0

15 ]

16

17 @type global_term_id :: pos_integer()

18 @type local_term_id :: neg_integer()

19 @type dummy_term_id :: 0

20

21 @type term_id :: global_term_id() | local_term_id() | dummy_term_id()

22

23 @type t :: %__MODULE__{

24 # Data fields

25 id: term_id(),

26 bvars: [Ch2.Declaration.t()],

27 head: Ch2.Declaration.t(),

28 args: [term_id()],

29 # Metadata fields

30 type: Ch2.Type.t(),

31 fvars: MapSet.t(Ch2.Declaration.t()),

32 consts: MapSet.t(Ch2.Declaration.const_t()),

33 tvars: MapSet.t(Ch2.Type.variable_id()),

34 max_num: non_neg_integer()

35 }

36 end

Listing 2.4: The Term data structure

Definition 2.13 (Typing). The typing judgement Γ ⊢Σ 𝑡 ∶ 𝜏 is defined by the following
rules; we drop the subscript Σ when it is fixed.

𝑐 ∶ [ ̄𝛼𝑛]. 𝜏 ∈ Σ ̄𝜌𝑛 ∈ 𝒯
Γ ⊢ 𝑐⟨ ̄𝜌𝑛⟩ ∶ 𝜏[ ̄𝛼𝑛 ↦ ̄𝜌𝑛]

𝑋 ∈ 𝒱𝜏
Γ ⊢ 𝑋 ∶ 𝜏

𝑝 ∈ 𝒫𝜏
Γ ⊢ 𝑝 ∶ 𝜏

Γ(𝑖) = 𝜏
Γ ⊢ 𝑖 ∶ 𝜏

Γ, ̄𝜏 ⊢ 𝑡 ∶ ̄𝜐→𝜍
Γ ⊢ 𝜆 ̄𝜏 . 𝑡 ∶ ( ̄𝜏 , ̄𝜐)→𝜍

Γ ⊢ 𝑠 ∶ ̄𝜏𝑛→𝜍 Γ ⊢ ̄𝑡𝑛 ∶ ̄𝜏𝑛
Γ ⊢ 𝑠( ̄𝑡𝑛) ∶ 𝜍
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1 defmodule Ch2.TermTraversal do

2 @spec map_term!(

3 term_id :: Ch2.Term.term_id(),

4 env :: a,

5 update_env :: (Ch2.Term.t(), a -> a),

6 transform :: (Ch2.Term.t(), [Ch2.Term.term_id()], a, map() ->

{Ch2.Term.term_id(), map()}),↪

7 short_circuit :: (Ch2.Term.t(), a -> boolean()),

8 cache :: map()

9 ) :: {Ch2.Term.term_id(), map()}

10 when a: var

11 def map_term!(

12 term_id,

13 env,

14 update_env,

15 transform,

16 short_circuit \\ fn _, _ -> false end,

17 cache \\ %{}

18 ) do

19 case Map.fetch(cache, {term_id, env}) do

20 {:ok, cached_id} -> {cached_id, cache}

21 :error ->

22 term = StubTF.get_term!(term_id)

23 if short_circuit.(term, env) do

24 {term_id, Map.put(cache, {term_id, env}, term_id)}

25 else

26 new_env = update_env.(term, env)

27 arg_map_fn = &map_term!(&1, new_env, update_env, transform,

short_circuit, &2)↪

28 {new_args, cache} = Enum.map_reduce(term.args, cache, arg_map_fn)

29 {new_id, cache} = transform.(term, new_args, new_env, cache)

30 {new_id, Map.put(cache, {term_id, env}, new_id)}

31 end

32 end

33 end

34 end

Listing 2.5: A caching term traversal combinator

A term 𝑡 is well-typed in Γ if Γ ⊢ 𝑡 ∶ 𝜏 holds for some 𝜏. From here on, we only
consider well-typed terms. We write 𝑡 ∶ 𝜏 for the term 𝑡 for which Γ ⊢ 𝑡 ∶ 𝜏 for some
global context Γ.

Proposition 2.14 (Unique Typing). If Γ ⊢ 𝑡 ∶ 𝜏 and Γ ⊢ 𝑡 ∶ 𝜏 ′, then 𝜏 = 𝜏 ′.

Proof. Induction on 𝑡. Each typing rule is determined by the shape of 𝑡, so at most one
applies to a given term. For a head the conclusion is read off data fixed independently
of the derivation: the signature entry together with the type arguments for 𝑐⟨ ̄𝜌𝑛⟩, the
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type index of 𝒱 or 𝒫 for 𝑋 and 𝑝, and the context lookup for 𝑖. For 𝜆 ̄𝜏 . 𝑡 and 𝑠( ̄𝑡𝑛) the
conclusion is a function of the premise types, unique by the induction hypothesis,
and of the split of the premise type into arguments and goal, unique by Canonical
Decomposition. □

2.5 Shifting and Substitution
Definition 2.15 (Shifting). For 𝑑 ≥ 0 and cutoff 𝑘 ≥ 0, the shift 𝑡 ↑𝑑𝑘 is defined by

𝑖 ↑𝑑𝑘 = {
𝑖 + 𝑑 𝑖 > 𝑘
𝑖 𝑖 ≤ 𝑘

(𝜆 ̄𝜏 . 𝑡)↑𝑑𝑘 = 𝜆 ̄𝜏 . 𝑡 ↑𝑑𝑘+𝑛 (𝑠( ̄𝑡))↑𝑑𝑘 = (𝑠↑𝑑𝑘)( ̄𝑡 ↑
𝑑
𝑘)

together with 𝑐⟨ ̄𝜌⟩↑𝑑𝑘 = 𝑐⟨ ̄𝜌⟩, 𝑋↑𝑑𝑘 = 𝑋 and 𝑝↑𝑑𝑘 = 𝑝. We write 𝑡 ↑𝑑 for 𝑡 ↑𝑑0.

Definition 2.16 (Substitution). The simultaneous substitution of a block ̄𝑢𝑛 for the
innermost 𝑛 indices, 𝑡[ ̄𝑢𝑛], is 𝑡[ ̄𝑢𝑛]0 where

𝑖[ ̄𝑢𝑛]𝑘 =
⎧

⎨
⎩

𝑢𝑛+1−(𝑖−𝑘) ↑𝑘 𝑘 < 𝑖 ≤ 𝑘 + 𝑛
𝑖 − 𝑛 𝑖 > 𝑘 + 𝑛
𝑖 𝑖 ≤ 𝑘

(𝜆 ̄𝜏𝑚. 𝑡)[ ̄𝑢𝑛]𝑘 = 𝜆 ̄𝜏𝑚. 𝑡[ ̄𝑢𝑛]𝑘+𝑚

together with (𝑠( ̄𝑡𝑚))[ ̄𝑢𝑛]𝑘 = (𝑠[ ̄𝑢𝑛]𝑘)( ̄𝑡𝑚[ ̄𝑢𝑛]𝑘), and with constants, free variables
and parameters left unchanged.

Definition 2.17 (Free-Variable Substitution). A free-variable substitution 𝜃 is a map
from a finite subset of 𝒱 to Λ(Σ) such that 𝜃(𝑋) has type 𝜏 for every 𝑋 ∈ 𝒱𝜏∩dom(𝜃).
Its application 𝑡𝜃 is 𝑡𝜃0 where

𝑋𝜃𝑘 = {
𝜃(𝑋) ↑𝑘 𝑋 ∈ dom(𝜃)
𝑋 otherwise

(𝜆 ̄𝜏𝑛. 𝑡)𝜃𝑘 = 𝜆 ̄𝜏𝑛. 𝑡𝜃𝑘+𝑛

together with (𝑠( ̄𝑡))𝜃𝑘 = (𝑠𝜃𝑘)( ̄𝑡𝜃𝑘), and with constants, parameters and indices left
unchanged.

Shifting and substitution are efficiently implemented on top of the map_term combi-
nator. Both make use of the env field to store the current index depth and use a term’s
max_num and fvars fields to skip unnecessary recursive calls (as short_circuit).

2.6 Reduction and Normal Forms
Definition 2.18 (𝛽-Reduction). (𝜆 ̄𝜏𝑛. 𝑡)( ̄𝑢𝑛, ̄𝑣𝑚) ⟶𝛽 𝑡[ ̄𝑢𝑛]( ̄𝑣𝑚)

Definition 2.19 (Head). A head (ℎ) is a term of the form 𝑐⟨ ̄𝜌𝑛⟩, 𝑋, 𝑝 or 𝑖.

Definition 2.20 (Long Normal Form). A well-typed term 𝑡 with Γ ⊢ 𝑡 ∶ 𝜏 is in 𝜂-long
𝛽-normal form if 𝑡 = 𝜆 ̄𝜐𝑛. ℎ( ̄𝑢𝑚) where 𝑛 = ar(𝜏 ) and each 𝑢𝑗 is in 𝜂-long 𝛽-normal
form. In the following, we only consider terms that are in 𝜂-long 𝛽-normal form and
assume that they are always 𝛽-reduced and 𝜂-expanded after each transformation.
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The internals of the TermFactory and Semantics API ensure terms to always be
well-typed and in 𝜂-long 𝛽-normal form.

2.7 Parameter Terms
Definition 2.21 (Parameter Term). Let ̄𝑋 ∈ 𝒱 be pairwise distinct with ̄𝑋 ∈ 𝒱 ̄𝜏, and
let 𝑝 ∈ 𝒫( ̄𝜏 , ̄𝜐𝑛)→𝜍. The parameter term of 𝑝 over ̄𝑋 is

𝑝{ ̄𝑋 } = 𝜆 ̄𝜐𝑛. 𝑝( ̄𝑋 , ⃖⃖𝑛)

We call ̄𝑋 the dependencies of 𝑝{ ̄𝑋 }, and 𝑝 fresh for a set of terms 𝑇 if 𝑝 ∉ par(𝑇 ).

Proposition 2.22 (Parameter Term). Γ ⊢ 𝑝{ ̄𝑋 } ∶ ̄𝜐→𝜍, and 𝑝{ ̄𝑋 } is in 𝜂-long 𝛽-normal
form.

Proof. Under the context Γ, ̄𝜐𝑛 the parameter rule gives 𝑝 ∶ ( ̄𝜏 , ̄𝜐𝑛)→𝜍, the variable
rule gives 𝑋𝑖 ∶ 𝜏𝑖, and lookup gives the reversed indices ⃖⃖𝑛 the types ̄𝜐𝑛, the context
being listed outermost to innermost. The application rule yields Γ, ̄𝜐𝑛 ⊢ 𝑝( ̄𝑋 , ⃖⃖𝑛) ∶ 𝜍
and the abstraction rule Γ ⊢ 𝜆 ̄𝜐𝑛. 𝑝( ̄𝑋 , ⃖⃖𝑛) ∶ ̄𝜐𝑛→𝜍. The term is in 𝜂-long 𝛽-normal
form because its head is the parameter 𝑝, its arguments are in that form by the
standing convention on terms, and the number of binders is 𝑛 = ar( ̄𝜐𝑛→𝜍). □

A parameter is created by make_fresh_const_term/1, which builds a Declaration

carrying a unique reference as its name at type ( ̄𝜏𝑛, ̄𝜐𝑚)→𝜍. Since make_term/1

𝜂-expands any declaration of arrow type on construction, the abstraction 𝜆 ̄𝜐𝑚 is
produced by the term factory rather than written by the caller; applying the result
to the dependencies ̄𝑋𝑛 then 𝛽-reduces the outer 𝑛 binders away. No shift on ̄𝑋𝑛 is
needed, as shifting acts as the identity on free variables. For 𝑚 = 0 the parameter
term collapses to 𝑝( ̄𝑋𝑛), and for 𝑛 = 0 to the 𝜂-long form of 𝑝 itself.

2.8 Syntactic Equality and Unification
Definition 2.23 (Syntactic Equality). Two terms 𝑠 and 𝑡 are syntactically equal if they
are the same element of Λ(Σ).

Because terms are hash-consed into a single global pool, syntactic equality is decided
by comparing term IDs. Together with de Bruijn indices and the 𝜂-long 𝛽-normal
invariant, this makes 𝛼-, 𝛽- and 𝜂-equivalence all coincide with identity of IDs.

Definition 2.24 (Flex, Rigid). A term is flex if its head is a free variable and rigid
otherwise. A unification problem is a finite set of equations { ̄𝑠𝑛

?= ̄𝑡𝑛}; an equation is
flex-flex if both of its sides are flex. A unifier of a unification problem is a free-variable
substitution 𝜃 such that 𝑠𝑖𝜃 and 𝑡𝑖𝜃 are syntactically equal for every 𝑖.

Definition 2.25 (Pre-Unification Problem). A pre-unifier [Hue75] of a unification
problem 𝐸 is a pair Θ = (𝜃, 𝐶), where 𝜃 is a free-variable substitution and 𝐶 is a finite
set of flex-flex equations, such that 𝜃𝜃′ is a unifier of 𝐸 for every unifier 𝜃′ of 𝐶. The
pre-unification problem for 𝐸 is the task of enumerating pre-unifiers of 𝐸.
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A pre-unifier is represented as %ShotUn.UnifSolution{substitutions: theta,

flex_pairs: C} and pre-unifiers are enumerated lazily as a stream. Flex-flex equa-
tions are always solvable, so a pre-unifier witnesses solvability of 𝐸 without commit-
ting to a solution for 𝐶.

2.9 Connectives, Quantifiers and Equality
Classical higher-order logic (HOL) is defined as an extension of STT and is the
language we will be working with. Textbook treatments are given by Andrews
[And02], and the model classes lying between Henkin and standard semantics are
laid out by Benzmüller, Brown and Kohlhase [BBK04]. The signature, the semantics
and the notion of entailment the prover decides are fixed in this section and the four
that follow it.

Definition 2.26 (Signature of HOL). ΣHOL contains the following symbols:

⊤, ⊥ ∶ 𝑜 ¬ ∶ 𝑜→𝑜 ∨, ∧, ⊃, ≡ ∶ (𝑜, 𝑜)→𝑜

∀, ∃ ∶ [𝛼]. (𝛼→𝑜)→𝑜 = ∶ [𝛼]. (𝛼, 𝛼)→𝑜

We write 𝜑 ∗ 𝜓 instead of ∗(𝜑, 𝜓 ) for ∗ ∈ {∧, ∨, ⊃, ≡, =} and Q ̄𝜏𝑛. 𝜑 instead of
Q(𝜆𝜏1. …Q(𝜆𝜏𝑛. 𝜑)) for Q ∈ {∀, ∃}. We call terms from Λ(ΣHOL) HOL terms, those of
type 𝑜 formulae (𝜑, 𝜓 , 𝜒), and those of type 𝜏→𝑜 for 𝜏 ∈ 𝒯 properties (Φ,Ψ).

Definition 2.27 (Complement). The complement ∼𝜑 of a formula 𝜑 is 𝜒 if 𝜑 = ¬𝜒,
and ¬𝜑 otherwise.

2.10 Frames and Interpretations
Classical HOL is typically discussed for curried terms, i.e. 𝑓 (𝑥, 𝑦) represented as
𝑓 𝑥 𝑦. To discuss the semantics of HOL in the notation introduced in this chapter,
we borrow the notion of sections from set theory. This allows us to describe partial
application.

Definition 2.28 (Frame). A frame 𝒟 = (𝒟𝜏)𝜏∈𝒯 is a collection of nonempty sets 𝒟𝜏
such that 𝒟𝑜 = {T, F}, each 𝒟 ̄𝜏𝑛→𝜍 is a set of functions mapping 𝒟𝜏𝑖𝑛

to 𝒟𝜍, and the

collection is closed under sections: for 𝑓 ∈ 𝒟( ̄𝜏𝑛, ̄𝜐)→𝜍 and ̄𝑎𝑛 ∈ 𝒟𝜏𝑖𝑛
, the section 𝑓 ̄𝑎𝑛

given by 𝑓 ̄𝑎𝑛(𝑏̄) = 𝑓 ( ̄𝑎𝑛, 𝑏̄) lies in 𝒟 ̄𝜐→𝜍. The frame is standard if every 𝒟 ̄𝜏𝑛→𝜍 is the
full space of such functions.

Sections are what make partial application meaningful here. Types are uncurried
with a base goal, so an element of 𝒟(𝜏 , ̄𝜐)→𝜍 is a function of 1 + | ̄𝜐| arguments and
supplying one of them yields nothing in the frame unless the frame is asked to
contain the result. Where no confusion arises we allow 𝑠(𝑎) as a synonym for 𝑠𝑎, and
correspondingly read a term 𝑠(𝑡) whose head is under-applied as the 𝜂-long form
𝜆 ̄𝜐. 𝑠(𝑡 , ̄𝜐).

Definition 2.29 (Interpretation). An interpretation ℐ over a frame 𝒟 and a signature
Σ ⊇ ΣHOL maps every type instance 𝑐⟨ ̄𝜌⟩ ∶ 𝜐 of a constant 𝑐 ∈ Σ, and every parameter
𝑝 ∈ 𝒫𝜐, to an element of 𝒟𝜐, subject to the conditions below on the logical constants.
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Each condition constrains ℐ and at the same time demands of 𝒟 that the required
element be present in it.

• ℐ(⊤) = T and ℐ(⊥) = F; ℐ(¬) maps T to F and F to T; and ℐ(∧), ℐ(∨), ℐ(⊃),
ℐ(≡) are the corresponding Boolean functions on {T, F}.

• Equality. For every 𝜏 ∈ 𝒯 and 𝑎, 𝑏 ∈ 𝒟𝜏, ℐ(=⟨𝜏⟩)(𝑎, 𝑏) = T if and only if 𝑎 and
𝑏 are the same element of 𝒟𝜏.

• Quantifiers. For every 𝜏 ∈ 𝒯 and every 𝑓 ∈ 𝒟𝜏→𝑜, ℐ(∀⟨𝜏⟩)(𝑓 ) = T if and only
if 𝑓 (𝑎) = T for every 𝑎 ∈ 𝒟𝜏, and ℐ(∃⟨𝜏⟩)(𝑓 ) = T if and only if 𝑓 (𝑎) = T for
some 𝑎 ∈ 𝒟𝜏.

Equality is fixed to identity at every type, which is the property that makes an
interpretation logical in the sense of Benzmüller, Brown and Kohlhase [BBK04]. The
two extensionality principles a higher-order calculus needs are then consequences
rather than stipulations, and are stated as such below; the one principle that is not a
consequence, Leibniz equality, is separated out with the condition it actually requires.

2.11 Denotation and Models
Definition 2.30 (Variable Assignment). A variable assignment 𝑔 maps every free
variable 𝑋 ∈ 𝒱𝜏 to an element 𝑔(𝑋) ∈ 𝒟𝜏.

Definition 2.31 (Denotation). Let 𝒟 be a frame, ℐ an interpretation over it, ℳ the
pair (𝒟,ℐ), 𝑔 a variable assignment and ̄𝜉𝑘 a sequence of elements of 𝒟 valuing the
outermost 𝑘 de Bruijn indices. The denotation of a term 𝑡 ∶ 𝜏, written [[𝑡]](ℳ, 𝑔, ̄𝜉𝑘),
is the partially defined element of 𝒟𝜏 given by

• [[𝑐⟨ ̄𝜌⟩]](ℳ, 𝑔, ̄𝜉𝑘) = ℐ(𝑐⟨ ̄𝜌⟩) for constant symbols 𝑐 ∈ Σ

• [[𝑝]](ℳ, 𝑔, ̄𝜉𝑘) = ℐ(𝑝) for parameters 𝑝 ∈ 𝒫

• [[𝑋]](ℳ, 𝑔, ̄𝜉𝑘) = 𝑔(𝑋) for free variables 𝑋 ∈ 𝒱

• [[𝑖]](ℳ, 𝑔, ̄𝜉𝑘) = 𝜉𝑖 for de Bruijn indices 1 ≤ 𝑖 ≤ 𝑘

• [[𝑠( ̄𝑡𝑛)]](ℳ, 𝑔, ̄𝜉𝑘) = ([[𝑠]](ℳ, 𝑔, ̄𝜉𝑘)) ([[𝑡𝑖]](ℳ, 𝑔, ̄𝜉𝑘)𝑛)

• [[𝜆 ̄𝜏𝑛. 𝑡]](ℳ, 𝑔, ̄𝜉𝑘), for 𝑡 ∶ ̄𝜐→𝜍, is the unique 𝑓 ∈ 𝒟( ̄𝜏𝑛, ̄𝜐)→𝜍 whose sections
satisfy 𝑓 ̄𝑑𝑛

= [[𝑡]](ℳ, 𝑔, (⃖𝑑𝑛, ̄𝜉𝑘)) for all ̄𝑑𝑛 ∈ 𝒟𝜏𝑖𝑛
, and is undefined when 𝒟

contains no such 𝑓

Definition 2.32 (Henkin Model, Standard Model). A Henkin model [Hen50, And02] is
a pair ℳ = (𝒟,ℐ) of a frame and an interpretation over it whose denotation is total,
meaning that [[𝑡]](ℳ, 𝑔, ̄𝜉𝑘) is defined for every well-typed term 𝑡, every variable
assignment 𝑔 and every ̄𝜉𝑘 valuing 𝑡’s context. ℳ is a standard model if 𝒟 is standard.

Totality is the substantive condition in this definition. A frame may omit func-
tions, so the demand is that it omit none whose absence would leave a term without
a value; every standard model is a Henkin model, and the converse fails.
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2.12 Extensionality and Leibniz Equality
Proposition 2.33 (Boolean Extensionality). ℐ(=⟨𝑜⟩) = ℐ(≡).

Proof. 𝒟𝑜 = {T, F}, so two elements are the same element exactly when both are T
or both are F, which is the graph of ℐ(≡). □

Proposition 2.34 (Functional Extensionality). Let 𝑠, 𝑡 ∈ 𝒟(𝜏 , ̄𝜐)→𝜍. Then ℐ(=
⟨(𝜏 , ̄𝜐)→𝜍⟩)(𝑠, 𝑡) = T if and only if ℐ(=⟨ ̄𝜐→𝜍⟩)(𝑠𝑎, 𝑡𝑎) = T for every 𝑎 ∈ 𝒟𝜏.

Proof. Elements of a frame at arrow type are functions, and two functions are the
same function exactly when all their sections agree. Both sides therefore say that 𝑠
and 𝑡 are the same element. □

Definition 2.35 (Separation). A frame separates at 𝜏 if for all distinct 𝑎, 𝑏 ∈ 𝒟𝜏 there
is a 𝑃 ∈ 𝒟𝜏→𝑜 with 𝑃(𝑎) ≠ 𝑃(𝑏). It separates if it separates at every type.

Proposition 2.36 (Leibniz Equality). Let 𝑎, 𝑏 ∈ 𝒟𝜏. If ℐ(=⟨𝜏⟩)(𝑎, 𝑏) = T then 𝑃(𝑎) =
𝑃(𝑏) for every 𝑃 ∈ 𝒟𝜏→𝑜. The converse holds for all 𝑎, 𝑏 ∈ 𝒟𝜏 if and only if 𝒟 separates
at 𝜏. Every standard frame separates.

Proof. The first claim is substitution of identicals. The second is the definition of
separation, contraposed. For the third, the characteristic function of {𝑎} is a member
of a standard 𝒟𝜏→𝑜 and separates 𝑎 from every other element. □

The three propositions are what Section 3.6’s three equality-expansion rules
appeal to, one each, and they do not all cost the same. Expansion at 𝑜 and expansion
at an arrow type are sound in every Henkin model, because they restate identity
in a frame whose arrow components are functions. Leibniz expansion at a base
type is sound in the direction that reads an equation as agreement of all properties,
and its converse direction, the one a refutation needs when it expands ¬(𝑠 =⟨𝜍⟩ 𝑡),
holds only where the frame separates at 𝜍. Separation is therefore a condition on
the model class rather than a consequence of the semantics, and the negative rule of
that section is what makes it operational: it Skolemises the separating property into
a fresh parameter rather than requiring the frame to supply it.

2.13 Satisfiability and Entailment
Definition 2.37 (Satisfiability). A formula 𝜑 is satisfiable iff there exists a Henkin
model ℳ and a variable assignment 𝑔, such that [[𝜑]](ℳ, 𝑔, ()) = T. A set of formulae
is satisfiable if all its elements are jointly satisfiable under the same Henkin model
and variable assignment. Conversely, a formula (or a set of formulae) is unsatisfiable
if no such model and variable assignment exists.

Definition 2.38 (Entailment and Validity). A formula 𝜓 is entailed by a set of formulae
Φ, written Φ ⊧ 𝜓, if [[𝜓 ]](ℳ, 𝑔, ()) = T for every Henkin model ℳ and variable
assignment 𝑔 under which every element of Φ denotes T. A formula 𝜑 is valid,
written ⊧ 𝜑, iff ∅ ⊧ 𝜑.

Proposition 2.39 (Refutational Reformulation). Φ ⊧ 𝜓 if and only if Φ ∪ {¬𝜓} is
unsatisfiable.
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Proof. ℐ(¬) is Boolean complement and 𝒟𝑜 has two elements, so under a fixed ℳ
and 𝑔 exactly one of 𝜓 and ¬𝜓 denotes T. □

The reformulation is the form the prover decides. A conjecture is refuted rather
than proved: the negated conclusion joins the assumptions and the tableau of Chap-
ter 3 attempts to show the resulting set unsatisfiable. The turnstile ⊢ is reserved for
the typing judgement of this chapter and is not used for entailment.





CHAPTER 3

Higher-Order Tableaux

3.1 Global and Local Tableau States
Definition 3.1 (Free Variable Tableau). A free variable tableau [Fit96, Häh01] for a
finite formula set Φ (from here on just tableau) is a finitely branching tree whose
nodes are labelled with formulae, built from a root path labelled by Φ by finitely
many applications of the expansion rules of this chapter. A branch 𝔅 is a maximal
path from the root; we identify 𝔅 with the set of formulae labelling it, read as the
conjunction ⋀𝔅. The tableau denotes ⋁𝔅 ⋀𝔅 over its branches. Free variables
introduced by 𝛾-rules are rigid : they range over the whole tableau, so a substitution
applies to every branch simultaneously.

Definition 3.2 (Literal). A formula on a branch is a literal if it is atomic or the
negation of an atomic formula, where a formula is atomic when no expansion rule
of this chapter applies to it. Lit(𝔅) denotes the literals of 𝔅.

Definition 3.3 (Position, Replacement). Several rules below act at a distinguished
position inside a term rather than at its root. The set of positions of a term 𝑢 is
given by 𝜀 ∈ Pos(𝑢) together with 𝑖.𝜋 ∈ Pos(𝜆 ̄𝜏𝑛. ℎ( ̄𝑢𝑚)) whenever 1 ≤ 𝑖 ≤ 𝑚 and
𝜋 ∈ Pos(𝑢𝑖). The subterm 𝑢|𝜋 and the replacement 𝑢[𝑡]𝜋 are defined by recursion
on 𝜋, with 𝑢|𝜀 = 𝑢 and 𝑢[𝑡]𝜀 = 𝑡. Replacement preserves well-typedness and 𝜂-long
𝛽-normal form whenever 𝑡 has the type of 𝑢|𝜋; on the hash-consed representation it
is a rebuild of the spine from 𝜋 to the root, sharing everything else.

Definition 3.4 (Clash, Disagreement). Let 𝜑 and 𝜓 be literals on a branch. They clash
if ∼𝜑 and 𝜓 are syntactically equal. They disagree if at least one of the unification
problems {∼𝜑 ?= 𝜓} and {𝜑 ?= ∼𝜓} admits a pre-unifier.

A clash is decided by term-ID membership, so it is a hash-set lookup. Disagreement
is decided by running ShotUn.unify/2 on both orientations and testing whether the
resulting stream is non-empty. Since that enumeration is bounded by unification_

depth (8), disagreement as implemented is bounded pre-unifiability: a pair may be
unifiable and still not be reported at a given depth. Iterative deepening (Section 3.10)
is what recovers the missed pairs.

Definition 3.5 (Closure). A branch 𝐵 is closed under 𝜃, for a free-variable substitution
𝜃, if some pair 𝜑, 𝜓 ∈ Lit(𝔅) satisfies (∼𝜑)𝜃 = 𝜓𝜃. It is closed unconditionally (ground
closure) if this holds for 𝜃 = 𝜀, and conditionally closed otherwise. A tableau 𝔗 is
closed if there is a single 𝜃 such that every branch of 𝔗 is closed under 𝜃; rigidity of
free variables is the requirement that a single 𝜃 close all branches.

Definition 3.6 (Saturation, Openness). A branch is saturated if no expansion rule
applies to any of its formulae. A saturated branch is open if it is not closed under
any pre-unifier. A tableau is open if it has an open branch.

25
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Proposition 3.7 (Tableau-Proof). If a tableau for Φ is closed, then Φ is unsatisfiable.

Proof. By induction on the construction of the tableau, from the per-rule obligations
collected in Section 3.11 and Definition (Closure), under which every branch of a
closed tableau is unsatisfiable under the substitution of the closing pre-unifier. □

The converse, that an open tableau witnesses satisfiability of Φ, is assumed rather
than proved. An open branch is intended to describe a Henkin model, and the
model-existence arguments for tableau calculi obtain one by extending a saturated
open branch to a Hintikka set and reading a model off it [Fit96], in the higher-order
setting over the model classes of [Koh95, BBK04]. That argument is not carried out
here, so an open tableau for Φ is treated as evidence of satisfiability and not as a
proof of it. The implementation narrows the claim further, as the note below records.

Ground closure terminates a branch immediately and locally. A disagreement,
by contrast, only produces a candidate closing pair; the substitution that would
realise it must be reconciled against the candidate pairs of every other open branch.
That reconciliation is global and is deferred to a separate component, described in
Chapter 6. Everything in this chapter is branch-local.

Saturation is decidable (the rule queue is empty) but openness is not, so the im-
plementation reports only a decidable under-approximation of it. Branch.model_
certain?/2 calls a saturated branch open when every same-head, opposite-polarity
literal pair on it is separated at some argument position by two distinct rigid base-
type terms, the configuration a free term model satisfies by interpreting those terms
as distinct elements. A pair such as 𝑃(𝜆…) and ¬𝑃(𝜆…) with extensionally equal
but syntactically different arguments fails that test: Shot decides term equality
only inside the fragment its equational machinery covers, namely identity, bounded
unifiability, and the oriented equations of Section 3.6, so reporting such a branch as
a countermodel would be unsound. A saturated branch failing the test is exhausted,
a third outcome alongside open and closed, and the session answers :unknown for it.

3.2 Propositional Rules
Following Smullyan’s uniform notation [Smu68, Fit96], we distinguish between 𝛼-,
𝛽-, 𝛾- and 𝛿-rules for expansion.

Definition 3.8 (𝛼-Rules). 𝛼-rules are expansion rules for linear decomposition. Ap-
plying one yields a list of (implicitly conjuncted) terms on the branch.

¬¬𝜑
𝜑

(¬¬)
𝜑 ∧ 𝜓
𝜑
𝜓

(∧)
¬(𝜑 ∨ 𝜓)

¬𝜑
¬𝜓

(¬∨)
¬(𝜑 ⊃ 𝜓)

𝜑
¬𝜓

(¬⊃)

Definition 3.9 (𝛽-Rules). 𝛽-rules are branching expansion rules reading as disjunc-
tions.

𝜑 ∨ 𝜓
𝜑 ∣ 𝜓

(∨)
¬(𝜑 ∧ 𝜓)
¬𝜑 ∣ ¬𝜓

(¬∧)
𝜑 ⊃ 𝜓
¬𝜑 ∣ 𝜓

(⊃)
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A variant of 𝛽-rules may be used which corresponds to the equivalence of 𝜑 ∨ 𝜓
and 𝜑 ∨ (𝜓 ∧ ¬𝜑)1. When 𝛽-rules are of the shape:

𝛽
𝛽1 ∣ 𝛽2

(𝛽)

they may also be processed as:

𝛽
𝛽1 𝛽2

¬𝛽1

(𝛽-var)

Definition 3.10 (Equivalence Expansion). Equivalence admits two expansion strate-
gies. Under same-polarity expansion:

𝜑 ≡ 𝜓
𝜑 ¬𝜓
𝜓 ¬𝜑

(≡sp)
¬(𝜑 ≡ 𝜓)
¬𝜑 ¬𝜓
𝜓 𝜑

(¬≡sp)

Under bidirectional-implication expansion:

𝜑 ≡ 𝜓
𝜑 ⊃ 𝜓
𝜓 ⊃ 𝜑

(≡bi)
¬(𝜑 ≡ 𝜓)

¬(𝜑 ⊃ 𝜓) ∣ ¬(𝜓 ⊃ 𝜑)
(¬≡bi)

The modes differ in rule class as well as in shape. Same-polarity expansion makes
positive ≡ a 𝛽-rule; bidirectional-implication makes it an 𝛼-rule and defers the
split to the produced disjunctions. The prover’s default is bidirectional implica-
tion. Rules.classify_formula/3 carries its own default of same-polarity for direct
calls, so a classification performed outside the prover will not agree with the prover
unless the mode is passed explicitly.

3.3 Quantifier Rules
Definition 3.11 (𝛾-Rules). 𝛾-rules instantiate universally quantified formulae with
arbitrary terms of that type. In free-variable tableaux, these may also contain free
variables (“holes”) which defer instantiation to be found by unification. The rule is
not consumed: each application produces an instance and reinserts the rule with its
instantiation counter incremented.

∀𝜏 . Φ
Φ(𝑋∶𝜏)
∀𝜏 . Φ

(∀)
¬(∃𝜏 . Φ)

¬(Φ(𝑋∶𝜏))
¬(∃𝜏 . Φ)

(¬∃)

where 𝑋 is fresh for the branch.

Two refinements sit on top of this. Under instance-based 𝛾 (instance_based_gamma,
on), the first application of a rule additionally emits instances Φ(𝑡) for ground terms
𝑡 ∶ 𝜏 already registered on the branch, and generates unit-set prim-subst bindings for
the branch’s constants. The per-firing ground fan-out is capped by instance_based_

1Consider 𝜑 ∨ (𝜓 ∧ ¬𝜑) ⇔ (𝜑 ∨ 𝜓) ∧ (𝜑 ∨ ¬𝜑) ⇔ 𝜑 ∨ 𝜓
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Table 3.1: The sixteen members of gen((𝑜, 𝑜)→𝑜), in the order Generation.gen_o/1
enumerates them. Under 𝜆𝑜, 𝑜 the index 2 denotes the first argument and 1 the second.

1. 𝜆𝑜, 𝑜. 2 ∧ 1 5. 𝜆𝑜, 𝑜. ¬(2 ∧ 1) 9. 𝜆𝑜, 𝑜. 2 ∧ ¬1 13. 𝜆𝑜, 𝑜. 2
2. 𝜆𝑜, 𝑜. 2 ∨ 1 6. 𝜆𝑜, 𝑜. ¬(2 ∨ 1) 10. 𝜆𝑜, 𝑜. ¬2 ∧ 1 14. 𝜆𝑜, 𝑜. 1
3. 𝜆𝑜, 𝑜. 2 ⊃ 1 7. 𝜆𝑜, 𝑜. 1 ⊃ 2 11. 𝜆𝑜, 𝑜. ⊤ 15. 𝜆𝑜, 𝑜. ¬2
4. 𝜆𝑜, 𝑜. 2 ≡ 1 8. 𝜆𝑜, 𝑜. ¬(2 ≡ 1) 12. 𝜆𝑜, 𝑜. ⊥ 16. 𝜆𝑜, 𝑜. ¬1

gamma_limit, whose default 0 suppresses it: nested quantifiers multiply branch
constants combinatorially, and the cheap first-𝛾 cost makes every IBG-derived rule
fire ahead of 𝛽. Ground terms discovered later are picked up the next time the same
rule fires under deepening. When the variable’s type is an 𝑜-type, reaching prim_

subst_after (1) instantiations schedules a primitive substitution rule (Section 3.4) at
the same source, unless primitive_substitution is off.

Definition 3.12 (Propositional Domain). Let 𝒪 be the pure 𝑜-types of Chapter 2. For
𝜏 ∈ 𝒪 the frame component 𝒟𝜏 is finite, and in a standard frame

|𝒟𝑜| = 2 |𝒟 ̄𝜏𝑛→𝑜| = 2∏𝑛
𝑖=1 |𝒟𝜏𝑖 |

We write gen(𝜏 ) = {𝑏1, … , 𝑏𝑘} for a fixed enumeration of closed terms realising
the elements of the standard 𝒟𝜏. A Henkin frame’s 𝒟𝜏 is a subset of the standard
one, so gen(𝜏 ) covers it in every model, which is what the rules below require of it.

Definition 3.13 (𝛾-Rules over Finite Domains). For 𝜏 ∈ 𝒪 with gen(𝜏 ) = {𝑏1, … , 𝑏𝑘},
quantification expands linearly rather than through a free variable:

∀𝜏 . Φ
Φ(𝑏1)
⋮

Φ(𝑏𝑘)

(∀fin)
¬(∃𝜏 . Φ)
¬Φ(𝑏1)

⋮
¬Φ(𝑏𝑘)

(¬∃fin)

Generation.gen_o/1 performs the enumeration: 2 truth values at 𝑜, 4 unary con-
nectives at 𝑜→𝑜, 16 binary connectives at (𝑜, 𝑜)→𝑜, and higher arities by if-then-else
expansion over the domain of the first argument. Results are memoised per pro-
cess. Because the domain is exhausted in one step, the rule is consumed rather than
reinserted, and the instances land on a single branch rather than splitting it. The
routing is governed by finite_o_quantification; with it off, a pure-𝑜 quantifier is
instantiated by the ordinary 𝛾-rule like any other type. Table 3.1 lists the sixteen at
(𝑜, 𝑜)→𝑜.

Definition 3.14 (𝛿-Rules). 𝛿-rules instantiate existentially quantified formulae with a
parameter term depending on the free variables of the matrix (Skolemisation), in the
liberalised form that lets the parameter depend on those free variables alone [HS94].

∃𝜏 . Φ
Φ(𝑝{FV(Φ)})

(∃)
¬(∀𝜏 . Φ)

¬(Φ(𝑝{FV(Φ)}))
(¬∀)
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where, for FV(Φ) = ̄𝑋𝑛 with ̄𝑋𝑛 ∈ 𝒱 ̄𝜏𝑛 and 𝜏 = ̄𝜐𝑚→𝜍, the parameter 𝑝 ∈ 𝒫( ̄𝜏𝑛, ̄𝜐𝑚)→𝜍 is
fresh, so that 𝑝{ ̄𝑋𝑛} ∶ 𝜏.

This is the parameter term of Chapter 2 with its dependencies fixed to the free
variables of the matrix. Dependence on the free variables rather than on the enclosing
𝜆-context is what keeps the parameter sound under the global reconciliation of
Chapter 6: a later substitution for some 𝑋𝑖 propagates into the parameter’s argument
positions instead of invalidating it.

3.4 Primitive Substitution
The rule below instantiates the matrix of a 𝛾-rule with general bindings over a fixed
family of heads, in the sense of Andrews [And89].

Definition 3.15 (Primitive Substitution). LetΦ be thematrix of a 𝛾-rule whose variable
type is an 𝑜-type in the sense of Chapter 2, that is, a type of goal 𝑜with arbitrary argu-
ment types. A general binding for argument types ̄𝛼 is a term 𝜆 ̄𝜏𝑛.ℋ(𝐻1(⃖⃖𝑛), … , 𝐻𝑘(⃖⃖𝑛))
where 𝐻̄𝑘 are fresh free variables and ℋ is drawn from a family of admissible heads.
The primitive substitution rule instantiates Φ with each general binding in turn:

∀𝜏 . Φ
Φ(𝐺1) ∣ ⋯ ∣ Φ(𝐺𝑗)

(prim)

Three head families are generated. The propositional family fixes a logical connective:
⊤, ⊥, ¬𝐻, and the four binary connectives over two holes; at depth ≥ 2 it is extended
with five composed forms such as ¬(𝐻1 ∧𝐻2) and ¬𝐻1 ∧𝐻2. The polymorphic family
fixes =⟨𝜏⟩ over the branch’s type universe, extended at depth ≥ 2 with composed
equality heads and with ∀/∃ heads, which are ordered last so proof search reaches
them late. The unit-set family produces 𝜆 ̄𝜏𝑛. (𝐻(⃖⃖𝑛)) =⟨𝜏⟩ 𝑐 for each parameter 𝑐 on the
branch. The 𝐻 holes are created in the global term pool rather than in a scratchpad,
because a unifier found later must be traceable to the rule that introduced them.

3.5 Boolean Extensionality: Renaming and Instantiation
The remaining higher-order principle is Boolean extensionality [BBK04]: in a Henkin
model𝒟𝑜 = {T, F}, so two formulae denoting the same truth value are interchangeable
in every context. A tableau built only from the rules above cannot use this. The rules
decompose a formula’s logical skeleton, but an atom 𝑃(𝑡) whose argument 𝑡 has type
𝑜 is opaque to them: 𝑡 sits in an argument position, no connective governs it, and
no rule looks inside. Yet 𝑡 denotes T or F, and 𝑃(⊤) together with 𝑃(⊥) decides 𝑃(𝑡)
outright.

The two rules of this section are the mechanism that recovers exactly that. They
work as a pair: renaming moves an opaque 𝑜-typed argument out of the argument
position and onto the branch as an equation, where the equality rules can reach it;
instantiation eliminates the parameter left behind by case analysis over its (finite)
domain. Together they make the propositional part of a Henkin model’s function
space accessible to a calculus whose remaining rules act only on heads. Supplying
the extensionality principles as goal-directed inference rules, rather than as axioms
added to the input, is the design Benzmüller and Kohlhase adopted for higher-order
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resolution [BK98] and developed in [Ben99a]; the two rules of this section and the
equality rules of the next are its tableau counterpart.

Definition 3.16 (Primitive Term, Parameter Head). A term is primitive if it is the 𝜂-
long form of a single head, i.e. of the shape 𝜆 ̄𝜏𝑛. ℎ(𝑛, … , 1); equivalently, its arguments
are exactly its own binders in order. A head is a parameter head if it is a parameter
introduced by the calculus (𝛿-Skolemisation, renaming, lambda lifting), which by
Chapter 2’s representation carries a reference as its name; otherwise it is a named
head, coming from ΣHOL or the problem’s initial parameters.

Definition 3.17 (Extensionality Candidate). Let 𝜑 be an atomwhose head is a constant
or parameter and let 𝜋 be a position inside one of 𝜑’s arguments, 𝑡 = 𝜑|𝜋 of type 𝜏.
Then 𝜋 is a candidate if

• (C1) 𝜏 ∈ 𝒪 and the head of 𝑡 is a constant;

• (C2) 𝑡 ∉ gen(𝜏 ), so that 𝑡 is not already one of the closed propositional terms,
which would make the rule idempotent;

• (C3) 𝑡 contains no loose de Bruijn index, so that replacing 𝑡 by a closed term
captures nothing and the companion equation is well-formed.

A candidate is a renaming candidate if 𝑡 is non-primitive with a named head,
and an instantiation candidate if 𝑡 is primitive with a parameter head. The two are
disjoint, and the remaining two combinations are no candidate at all: a primitive
term with a named head admits no further decomposition, and a non-primitive term
with a parameter head has had its head introduced by a previous renaming.

Definition 3.18 (Renaming). Let 𝜋 be a renaming candidate of 𝜑 with 𝑡 = 𝜑|𝜋 of type
𝜏. Then

𝜑
𝜑[𝑐]𝜋

𝑐 =⟨𝜏⟩ 𝑡

(rename)

where 𝑐 = 𝑝{FV(𝑡)} is a fresh parameter term of type 𝜏

The rule is an 𝛼-rule: both conclusions land on the same branch.

Definition 3.19 (Instantiation). Let 𝜋 be an instantiation candidate of 𝜑, with 𝑡 = 𝜑|𝜋
headed by the parameter 𝑐 ∶ 𝜏, and let gen(𝜏 ) = {𝑏1, … , 𝑏𝑘}. Then

𝜑
𝜑[𝑏1]𝜋 ∣ ⋯ ∣ 𝜑[𝑏𝑘]𝜋

(inst)

and the 𝑗-th branch additionally records the definition 𝑐 ∶= 𝑏𝑗, so every later occur-
rence of 𝑐 on that branch unfolds consistently.

Proposition 3.20 (Boolean Extensionality). (rename) and (inst) are sound, and com-
posed they reduce an occurrence of an opaque 𝑜-typed argument 𝑡 to a finite case split
over 𝒟𝜏.
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Proof. 1. (rename) is sound because 𝑐 is fresh, so 𝜑 ≡ ∃𝜏 . (𝜑[1]𝜋 ∧ 1 = 𝑡) holds in
every Henkin model, and the 𝛿-style witness is 𝑡 itself.

2. (inst) is sound because gen(𝜏 ) exhausts 𝒟𝜏, so the disjunction of the 𝑘 con-
clusions is entailed by the premise, and the case analysis on 𝑐 is exhaustive
because no element of 𝒟𝜏 is omitted.

3. Renaming replaces 𝑡 by a parameter and produces 𝑐 =⟨𝜏⟩ 𝑡, which the equality
rules expand to 𝑐 ≡ 𝑡 at type 𝑜 (and pointwise above it), placing 𝑡 under the
propositional rules; instantiation then discharges 𝑐 by case analysis over gen(𝜏 ).
This is the syntactic content of 𝒟𝑜 = {T, F}.

□

Joint completeness for the propositional fragment of the function space is not
claimed. The rules fire only on atoms with a rigid head and only at argument
positions satisfying (C1) to (C3); no argument is given here that every occurrence a
refutation requires is reachable under those restrictions.

Definition 3.21 (Top-Level Fallback). If 𝜑 has no candidate at any inner position, but
some top-level argument 𝑡 satisfies (C1)-(C3) and additionally has a head whose own
type lies in 𝒪, then (inst) is applied at that argument, over gen of the head’s type. If
neither this nor any inner candidate applies, 𝜑 is atomic and joins the branch’s literal
set.

Both rules fire only on an atomwhose head is a rigid constant, and only one candidate
is taken per application, the first found by a bottom-up fold over the argument DAG,
after which the formula is reclassified and the next candidate, if any, is taken on
the following step. Condition (C2) is decided by membership in the memoised gen_

o(tau) list, (C3) by a bottom-up loose-index computation rather than by the term’s
fvars field, which tracks free variables only and says nothing about indices reaching
a binder further out.

The fallback’s extra condition on the head’s type is not redundant. The definition
recorded by (inst) pairs the head declaration with the instance, so the instance must
inhabit the head’s type, not the candidate’s: 𝑝(𝑎)with Γ ⊢ 𝑝 ∶ ((𝑜, 𝑜)→𝑜)→𝑜 has type
𝑜, and pairing 𝑝 ∶= ⊥ would make a later 𝑝(𝑎) unfold to ⊥(𝑎). The rule therefore
draws from gen of the head’s type, which requires that type to be enumerable, not
implied by the candidate’s own type being pure-𝑜, since 𝑝 ∶ 𝜄→𝑜 applied to 𝑎 ∶ 𝜄 also
has type 𝑜.

The branch count 𝑘 that the cost table charges for (inst) is computed as 2#𝑜(𝜏 ),
where #𝑜 counts the 𝑜-occurrences of a pure 𝑜-type. This agrees with |𝒟𝜏| at arities
0 and 1 and under-estimates it above; it prices the rule and does not bound the
enumeration, which is the full lazy gen_o stream. The whole mechanism is behind
the atom_decomposition flag, which when off routes every atom straight to the literal
set (the ablation baseline for “prover without Boolean extensionality”).

3.6 Equality Rules
The rules below expand an equation at a type into statements at smaller types, until
the heads that the closure test compares are reached. On the resolution side the
same expansion is carried out by extensional paramodulation and RUE-resolution
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[Ben99b], and the trade-offs between that treatment of equality and the alternatives
are set out in [Ben02].

Definition 3.22 (Equality Expansion). In the spirit of Kohlhase’s higher-order
tableaux [Koh95], we extend 𝛼-rules to expansion rules for equality, where 𝜍 ∈ 𝒮⧵{𝑜}:

𝜑 =⟨𝑜⟩ 𝜓
𝜑 ≡ 𝜓

(=⟨𝑜⟩)
𝑠 =⟨𝜍⟩ 𝑡

∀𝜍→𝑜. 1(𝑠) ≡ 1(𝑡)
(=⟨𝜍⟩)

𝑠 =⟨(𝜏 , ̄𝜐)→𝜍⟩ 𝑡
∀𝜏 . 𝑠(1) =⟨ ̄𝜐→𝜍⟩ 𝑡(1)

(=⟨(𝜏 , ̄𝜐)→𝜍⟩)

¬(𝜑 =⟨𝑜⟩ 𝜓 )
¬(𝜑 ≡ 𝜓)

(¬=⟨𝑜⟩)
¬(𝑠 =⟨𝜍⟩ 𝑡)

¬(∀𝜍→𝑜. 1(𝑠) ≡ 1(𝑡))
(¬=⟨𝜍⟩)

¬(𝑠 =⟨(𝜏 , ̄𝜐)→𝜍⟩ 𝑡)
¬(∀𝜏 . 𝑠(1) =⟨ ̄𝜐→𝜍⟩ 𝑡(1))

(¬=⟨(𝜏 , ̄𝜐)→𝜍⟩)

Definition 3.23 (Negative Extensionality). Let 𝑠, 𝑡 be closed of type (𝜏 , ̄𝜐)→𝜍. Then

¬(𝑠 =⟨(𝜏 , ̄𝜐)→𝜍⟩ 𝑡)
¬(𝑠(𝑐) =⟨ ̄𝜐→𝜍⟩ 𝑡(𝑐))

(¬=cl)

where 𝑐 = 𝑝{} is a fresh parameter of type 𝜏.

The general negative extensionality rule unfolds the definition and then needs a 𝛾-
and a 𝛿-step to reach the same conclusion. When both sides are closed there is no free
variable for the witness to depend on, so the 𝛿-step can be performed immediately
and the three rule firings collapse into one. The three expansion kinds are tagged
separately because they are priced separately: =⟨𝑜⟩ is cheap, extensional expansion
is an order of magnitude dearer, and Leibniz expansion dearer still.

Demodulation, and the discipline of rewriting only in the direction a reduction
order permits, is taken over from superposition-based equational reasoning [Der82,
BG94, BN98], whose higher-order extension is developed by Bentkamp and others
[BBT+21].

Demodulation is the one rule in this chapter that acts on a branch’s formulae
globally rather than decomposing a single formula, and is therefore stated in full.
Three ingredients are needed on top of the positions of Section 3.1: the set of
equations that qualify as rewrite rules, the one-step relation they induce, and the
normal form that relation reaches.

Definition 3.24 (Rewrite Rules of a Branch). Let ≻ be a reduction order (Chapter 5)
and let Eq(𝐵) be the equations ℓ =⟨𝜏⟩ 𝑟 occurring as literals on branch 𝐵. The rewrite
rules of 𝐵 are

ℰ(𝐵) = {ℓ → 𝑟 | ℓ =⟨𝜏⟩ 𝑟 ∈ Eq(𝐵), FV(ℓ) ∪ FV(𝑟) = ∅, ℓ ≻ 𝑟}
Two side conditions therefore filter Eq(𝐵) independently. Groundness discards

any equation mentioning a free variable. Orientability discards any pair the order
does not strictly separate; since ≻ is partial, an equation may be ground and still
contribute no rule. A discarded equation remains a literal of 𝐵 and is still available
to every other rule.
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Definition 3.25 (Demodulation Step). For formulae 𝑢, 𝑢′ write 𝑢 →ℰ(𝐵) 𝑢′ if there is
a position 𝜋 ∈ Pos(𝑢) such that one of the following holds:

(D1) ℓ → 𝑟 ∈ ℰ(𝐵), 𝑢|𝜋 = ℓ, 𝑢′ = 𝑢[𝑟]𝜋

(D2) 𝑢|𝜋 = ℎ( ̄𝑡𝑛) with 𝑛 > 0, (𝜆 ̄𝜐𝑛. ℎ( ̄𝑛)) → 𝑟 ∈ ℰ(𝐵), 𝑢′ = 𝑢[ 𝑟( ̄𝑡𝑛) ]𝜋

(D1) rewrites a whole subterm, (D2) rewrites a head declaration in place, keeping
the arguments it was applied to. In both, the equality 𝑢|𝜋 = ℓ is syntactic identity, not
matching modulo a substitution.

Definition 3.26 (Normal Form, (demod)). Let↠ℰ(𝐵) be the reflexive-transitive closure
of →ℰ(𝐵). A formula 𝑢 is in normal form if no 𝑢′ with 𝑢 →ℰ(𝐵) 𝑢′ exists, and 𝑢↓ℰ(𝐵)
denotes a normal form reached from 𝑢. The rule replaces a branch formula by its
normal form:

ℰ(𝐵)
𝑢

𝑢↓ℰ(𝐵)
(demod)

Proposition 3.27 (Binding-Freeness). If 𝑢 →ℰ(𝐵) 𝑢′ then FV(𝑢′) ⊆ FV(𝑢) and no free
variable of 𝑢 is instantiated.

Proof sketch. Both (D1) and (D2) match by identity of term IDs, so the matcher is the
empty substitution; the replacement introduces 𝑟, which is ground by the groundness
condition on ℰ(𝐵). □

Proposition 3.28 (Termination). →ℰ(𝐵) is terminating, so 𝑢↓ℰ(𝐵) exists for every 𝑢.

Proof sketch. Each step replaces 𝑢|𝜋 by a strictly ≻-smaller term; monotonicity of the
order’s companion relation lifts this to 𝑢 ≻ 𝑢′, and ≻ is well-founded. □

Proposition 3.29 (Soundness). If 𝑢 →ℰ(𝐵) 𝑢′ then 𝐵 ⊧ 𝑢 ↔ 𝑢′.

Proof sketch. Substitutivity of equality applied at 𝜋, with the equation ℓ = 𝑟 available
on 𝐵 by construction of ℰ(𝐵). □

Both cases are implemented as matching, never unification. (D1) is decided by
term-ID equality, which under hash-consing is exactly structural equality on 𝛽𝜂-long
normal forms; (D2) compares head Declarations and re-applies the right-hand side
with fold_apply!. Classical demodulation instead matches modulo a substitution 𝜎
and applies it, and a 𝜎 chosen on branch-local evidence would bind free variables
that the global reconciliation of Chapter 6 must remain free to bind otherwise. That
is why the classical case, rewriting 𝑓 (sk) by 𝑓 (𝑋) = 𝑎 under 𝜎 = [𝑋 ↦ sk], is not
performed here: such a rewrite becomes available only once 𝛾 has produced the
concrete instance. Unifying paramodulation is unavailable in this calculus for the
same reason.

The ground restriction is a second, independent condition, and it is a refutational
one rather than a soundness one. An equation carrying a rigid 𝛾-variable is recorded
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on the branch; the openness test consults it and the Leibniz/extensional expansion
still fires, but it never rewrites. Rewriting with it would destroy the very literal pair
the branch needs in order to close: the surjective Cantor theorem yields 𝑐(𝑑(𝑌 )) = 𝑌
with 𝑌 rigid, whose left side is a primitive 𝜂-expansion, so head rewriting collapses
the pair {𝑐((𝑑(𝑌 )), 𝑋 ), 𝑌 (𝑋)} to {𝑌 (𝑋)} and leaves nothing for the global substitution
[𝑌 ↦ 𝜆𝜄. ¬(𝑐(1, 1))] to contradict. Ground equations have the opposite effect: they
create clashes, as when 𝑎, ¬𝑏 and 𝑏 = 𝑎 close only because ¬𝑏 normalises to ¬𝑎; and
this is the case the rule is intended for.

Rewriting runs in both directions. A formula entering the branch is normalised
against the equations already present; an equation entering the branch triggers
renormalisation of the literals already present, and any literal whose form changes is
discarded in favour of its normal form. Orientation is decided by the term ordering
of Chapter 5, falling back to a total heuristic extension when the two sides are
incomparable, purely so that storage is deterministic.

The rules of this section reach the functional principles only from a formula that
is already an equation. No rule turns a pair of literals with the same rigid head and
opposite polarity into an equation between their arguments, so a branch that can
be separated only in that way saturates. This is the gap stated in Section 3.11 and
measured in Chapter 8.

3.7 Closure and Discharge
Not every classification produces an expansion. Six formula shapes terminate or
discharge without adding to the branch.

⊥
×
(⊥)

¬⊤
×
(¬⊤)

¬(𝑎 = 𝑎)
×

(¬refl)

⊤
(⊤)

¬⊥
(¬⊥)

𝑎 = 𝑎
(refl)

The first group closes the branch unconditionally; the second discharges the
formula as carrying no information. A formula matching no expansion rule is atomic
and is added to the branch’s literal set, where it participates in clash and disagreement
detection.

Reflexivity is decided by term identity on both sides, so it costs a single comparison
rather than an equality expansion. An atom whose head is a defined constant is
unfolded first and re-classified; only genuinely opaque atoms reach the literal set.

3.8 Literal Processing
Lit(𝐵) is the branch’s only interface to closure. Every rule of this chapter contributes
to it, and everything the branch communicates to the rest of the prover, whether the
candidate closing pairs of Section 3.1 or the countermodel of Chapter 7, is a statement
about its contents. It is treated separately here, because admission to Lit(𝐵) takes
several steps: a formula is normalised twice, may be unfolded, is compared against
every literal already present, and can later be replaced.

Every branch is initialised with {⊤, ¬⊥} ⊆ Lit(𝐵). The two discharge rules of
the previous section remove ⊤ and ¬⊥ as premises, because as premises they carry
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no information; retaining them as literals costs two entries once and makes both
elements of 𝒟𝑜 permanently available as closing partners. The benefit concerns flex
literals. A literal 𝐻( ̄𝑦) produced by primitive substitution, or any literal whose head
is still a free variable, is tested against the two seeds like any other pair, so it can
close a branch by disagreeing with a truth constant instead of waiting for a general
binding to fix its head first. Both seeds are filtered out again wherever a model or a
proof is reported, so they never appear as atoms of a countermodel.

A formula reaches Lit(𝐵) by exactly two routes: the atomic rule admits a formula
that classification has found no expansion rule for, and dual instantiation (below)
admits the source of an (inst) application alongside the case split it triggers. Nothing
else writes to Lit(𝐵); the only further modification is replacement under (demod).

Classification reaches the atomic verdict only after the decomposition attempts of
Section 3.5 have failed. An atom is a candidate for (rename) or (inst) only if its head
is a rigid constant applied to at least one argument; anything else, such as a bare
constant, a variable-headed term or an abstraction, is atomic immediately. Under a
negation the classification recurses on the atom and re-wraps the verdict, so ¬𝜑 and
𝜑 take the same route. With atom_decomposition off, both decomposition verdicts
are re-dispatched as the atomic rule on the unchanged source, which is why that
flag is the ablation baseline for “prover without Boolean extensionality”: the atoms
still reach Lit(𝐵), undecomposed.

Admission is not immediate. An atom is demodulated again on its way in, having
already been normalised once when it entered the queue, and is then unfolded if its
head is defined.

The second demodulation is not redundant, and its absence is unsound. A formula is
normalised and queued under the equations that existed at insertion, but equations
keep arrivingwhile it waits, and an 𝛼-rule can ingest an equation produced by the very
rule that queued the atom. Normalising only at insertion therefore lets an atom enter
Lit(𝐵) in a form that is no longer normal; a clash is decided by identity, so it is missed,
the branch is reported saturated, and the prover answers CounterSatisfiable for
a theorem. If the rewrite fires, the normal form is registered on the branch and a
demodulation entry is recorded, so proof reconstruction can replay it.

When a defined head is unfolded is the unfold_defs flag. Under :eager, defini-
tions are expanded on the way into the branch, so a defined head never survives
classification. Under :lazy (the default) the folded atom is classified and queued as
itself, and the expansion is deferred to exactly this point: it happens only once no
expansion rule applies, and the unfolded form then replaces its source, consuming
it and advancing the frontier rather than entering Lit(𝐵). eager_unfold_defs is the
corresponding ablation row.

Admission ends in a comparison against every literal already present, and the
two outcomes are the clash and disagreement of Section 3.1, tried in that order. An
admitted 𝜑 is first tested for a clash, which is membership of ∼𝜑 in Lit(𝐵) and closes
𝐵 by ground closure; failing that, 𝜑 is tested for disagreement with each 𝜓 ∈ Lit(𝐵),
and every disagreeing pair is retained as a candidate closing pair. In either case 𝜑
joins Lit(𝐵), including the closing case, so a closed branch’s literal set still contains
the literal that closed it, which is what proof reconstruction needs.
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Both orientations of the disagreement test are formed because negation is stored
syntactically, so only one of the two shapes presents the unifier with the right pair.
Only the non-emptiness of the solution stream is used; the pre-unifiers themselves
are discarded, since a branch may not commit to a value for any free variable. The
disagreeing pairs are reduced to the partner literals before publication, and the branch
records its last_clash as either a ground or a unification clash for the proof object.
Publishing those pairs is the branch’s only outbound message about closure, and
Chapter 6 is where they are reconciled.

A cheaper test runs earlier and independently of the literal set. When any formula
is inserted, its complement is looked up among the formulae the branch has already
seen, and a hit is remembered as a pending closure that the next step consumes
before touching the queue. This catches syntactic contradictions between arbitrary
formulae rather than only between literals, and costs one set lookup.

Definition 3.30 (Dual Instantiation). Let 𝜑 be an instantiation candidate, so that (inst)
splits 𝐵 into 𝜑[𝑏1]𝜋 ∣ ⋯ ∣ 𝜑[𝑏𝑘]𝜋. Before the split is performed, 𝜑 itself is admitted
to Lit(𝐵). Each of the 𝑘 children therefore inherits the undecomposed source in its
literal set in addition to receiving its own instance.

The rule applies both treatments of 𝜑: it is retained as an opaque literal and de-
composed by case analysis. The name is TPS’s [BA98, ABB00], where the same
discipline is applied to definitions: keeping the undecomposed and the decomposed
form simultaneously available means the search cannot fail because the wrong one
was chosen, and the reconstruction can discard whichever the closure did not use.

Two consequences follow from the ordering. Admitting the source first means its
comparison runs first, so if it closes the branch by ground closure the 𝑘-fold split is
never built at all, since the rule reports closure and the enumeration is never forced.
When the candidate type enumerates no instances, the rule degenerates to the atomic
case: the source is still admitted and the step behaves as a plain atomic rule.

Candidate closing pairs found at this point are not published; only ground closure
is acted on. The reason is structural rather than an economymeasure: a step returning
a fan-out of children carries no effect channel in the branch’s result type, so there is
nowhere to attach the notification. The pairs are rediscovered in the children, which
do have one.

Each (inst) child extends the branch’s definition map with its own 𝑐 ∶= 𝑏𝑗, and
must re-expand what it inherited under the enlarged map, both its literals and its
equations.

The equations are the part that is easy to miss, and missing them is again unsound.
(rename)may have abbreviated 𝑎 ∧𝑏 as a fresh parameter 𝑐 and recorded 𝑎 ∧𝑏 =⟨𝑜⟩ 𝑐;
a child choosing 𝑎 ∶= ⊤, 𝑏 ∶= ⊤, 𝑐 ∶= ⊥ then holds a definition set that its own
equation refutes, while every literal in it stays clash-free. It would report itself
saturated and be published as a countermodel. Re-inserting the unfolded equation
routes ⊤ =⟨𝑜⟩ ⊥ back through classification, which closes it.

It is already stated in Section 3.6 that an equation arriving on the branch renor-
malises the literals already present. Two details of that sweep belong to the literal
set rather than to the rewrite relation.
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The sweep runs under the whole of ℰ(𝐵), not under the newly arrived rule alone.
Rewriting with the new rule can expose a redex for an older one, and the alternative
assumption, that every literal is already in normal form under the previous ℰ(𝐵), is an
invariant the branch does not maintain, because literals also enter directly through
the atomic rule, whose own normalisation happened at a different moment. Using
the whole set makes Lit(𝐵) independent of the order in which equations arrived.
When a literal’s normal form is already present, the non-normal form is dropped
rather than replaced, so the sweep never enlarges Lit(𝐵).

When the queue empties, Lit(𝐵) is read one last time, to decide between the two
outcomes of Section 3.1: the under-approximation of openness described there, or
exhaustion.

Two disjuncts of the openness test discharge a literal pair without inspecting argu-
ments at all, and account for the test being cheap in the common case: two distinct
rigid heads can never be identified, whatever their arguments denote, and neither
can two atoms of different arity. Only when both fail does the test search for a
separating argument position, and there it additionally requires that neither of the
two terms is the left-hand side of an equation of 𝐵, since a term the branch can still
rewrite is not yet evidence that the pair stays apart.

3.9 Preprocessing and BDDs
Definition 3.31 (Lambda Lifting). Let 𝜑 contain a closed abstraction 𝜆 ̄𝑦 . 𝑏 occurring
as an argument of a non-logical rigid constant. Lambda lifting replaces it with a
fresh constant 𝑓 and records the axiom 𝑓 = 𝜆 ̄𝑦 . 𝑏.

Lambda lifting [Joh85] runs once per input formula at branch creation and is recorded
in the history under its own tag, so the proof object can present the original formula
rather than the lifted one. The emitted axiom is an ordinary branch formula: the
equality-expansion rule decomposes it extensionally or by Leibniz, so subsequent
reasoning proceeds by the ordinary rules. Lift constants are kept out of the branch’s
definition map by design, so definition unfolding cannot undo a lift, and 𝜂-expansions
of named constants are skipped, since they add a level of indirection without adding
structure.

The second preprocessing step is the one design decision in this chapter that
departs from ordinary automated-theorem-prover practice. Every formula in Shot is
passed through a complete decision procedure for its propositional structure before
any tableau rule is chosen for it. The procedure is a reduced ordered binary decision
diagram, built and read back for each formula.

Provers in this family normally handle propositional redundancy with local
rewrite rules, such as a table of tautologies, unit simplification and subsumption on
clauses, because a full propositional decision procedure is thought too expensive
to run inside the search loop. Shot takes the opposite position. In a higher-order
tableau, the expensive rules are 𝛾 and primitive substitution, and their cost exceeds
that of the propositional layer by orders of magnitude, so the cost of preprocessing
that prevents a formula from reaching them is small relative to the cost it avoids.
A propositional tautology reaching the queue would be decomposed by 𝛼/𝛽 rules
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into literals that enlarge the set scanned by clash detection, and a propositionally
unsatisfiable formula would be split by 𝛽 into branches that each have to be closed
separately. The BDD reduces both to a single node before the rule loop reaches them.

Definition 3.32 (Propositional Abstraction). A formula 𝜑 of type 𝑜 is read as a
propositional formula over atoms: every maximal subterm of 𝜑 whose head is not
one of ⊤, ⊥, ¬, ∨, ∧, ⊃, ≡ is an atom. Because terms are hash-consed, an atom is
identified with its term ID, and syntactically equal atoms are the same propositional
variable.

Definition 3.33 (ROBDD). A binary decision diagram [Bry86] over a totally ordered
set of variables is ⊤, ⊥, or a node ⟨𝑣 , ℎ, 𝑙⟩with ℎ, 𝑙 diagrams whose variables all exceed
𝑣. It denotes (𝑣 ∧ ℎ) ∨ (¬𝑣 ∧ 𝑙). It is reduced if no node has ℎ = 𝑙, and ordered by
construction. The variable order used is the ascending order of atom term IDs, so it
is total, stable across a proof, and free to compute.

The construction is the textbook one, with the reduction rule folded into the
node constructor:

mk(𝑣 , ℎ, ℎ) = ℎ mk(𝑣 , ℎ, 𝑙) = ⟨𝑣 , ℎ, 𝑙⟩ (ℎ ≠ 𝑙)

Connectives are interpreted by structural recursion: ⊃ as ¬𝜑 ∨ 𝜓 and ≡ as (𝜑 ∧
𝜓) ∨ (¬𝜑 ∧ ¬𝜓), so only ¬, ∧ and ∨ need diagram operations; and an atom 𝑎 becomes
the node ⟨𝑎, ⊤, ⊥⟩. Negation complements both children recursively. Conjunction
and disjunction are Shannon expansions on the smaller of the two root variables,
with absorbing and neutral cases short-circuited:

⟨𝑣 , ℎ1, 𝑙1⟩ ⋆ ⟨𝑣 , ℎ2, 𝑙2⟩ = mk(𝑣 , ℎ1 ⋆ ℎ2, 𝑙1 ⋆ 𝑙2)

⟨𝑣1, ℎ1, 𝑙1⟩ ⋆ 𝐵 = mk(𝑣1, ℎ1 ⋆ 𝐵, 𝑙1 ⋆ 𝐵) (𝑣1 < var(𝐵))

Definition 3.34 (Readback). The terminals map to ⊤ and ⊥, and a node is expanded
by Shannon expansion under six short-circuit identities that suppress the redundant
connectives, with the general case as the fallback:

⟨𝑣 , ⊤, ⊥⟩ = 𝑣 ⟨𝑣 , ⊥, ⊤⟩ = ¬𝑣 ⟨𝑣 , ⊤, 𝑙⟩ = 𝑣 ∨ 𝑙

⟨𝑣 , ℎ, ⊥⟩ = 𝑣 ∧ ℎ ⟨𝑣 , ⊥, 𝑙⟩ = ¬𝑣 ∧ 𝑙 ⟨𝑣 , ℎ, ⊤⟩ = ¬𝑣 ∨ ℎ

⟨𝑣 , ℎ, 𝑙⟩ = (𝑣 ∧ ℎ) ∨ (¬𝑣 ∧ 𝑙)

Proposition 3.35 (Decision). Under a fixed variable order the reduced ordered diagram
is a canonical form for the propositional abstraction of 𝜑. In particular 𝜑 is a propositional
tautology iff its diagram is ⊤, propositionally unsatisfiable iff its diagram is ⊥, and two
formulae are propositionally equivalent iff their diagrams are identical.

Proof. Canonicity of reduced ordered diagrams under a fixed variable order is due
to Bryant [Bry86]. A diagram denotes the Boolean function obtained by reading
⟨𝑣 , ℎ, 𝑙⟩ as above, and the construction preserves that denotation, so the diagram of 𝜑
denotes the propositional abstraction of 𝜑. The constant functions T and F have the
diagrams ⊤ and ⊥, which by canonicity are the diagrams of exactly the tautologies
and of exactly the unsatisfiable formulae, and identity of canonical forms is identity
of the denoted functions. □
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Table 3.2: The BDD oracle applied to four propositional formulae under :deep
simplification.

Input Simplified

(𝑎 ∧ 𝑏) ∨ (𝑎 ∧ ¬𝑏) 𝑎
𝑎 ∨ ¬𝑎 ⊤
((𝑎 ⊃ 𝑏) ∧ 𝑎) ∧ ¬𝑏 ⊥
¬(𝑎 ∧ 𝑏) ≡ (¬𝑎 ∨ ¬𝑏) ⊤

Canonicity is what makes the two extreme verdicts free; it does not make the
readback small. A diagram can be exponentially larger than the formula that pro-
duced it, and the readback is linear in the diagram, so simplification guarantees
nothing about size. What it guarantees concerns content: the readback mentions an
atom only if the propositional function genuinely depends on it, so every connective
it does emit is one the tableau would have had to decompose anyway.

The two extreme verdicts are handled directly by the rule table. A formula
whose diagram is ⊤ is discharged by the (⊤) rule; one whose diagram is ⊥ closes the
branch by the (⊥) rule at cost 0. Neither outcome requires a single 𝛼-, 𝛽- or 𝛾-step.
Everything in between arrives at the classifier in a normalised form whose atoms
are exactly the propositionally relevant ones: the 𝑎 of (𝑎 ∧ 𝑏) ∨ (𝑎 ∧ ¬𝑏) survives, the
𝑏 does not, and the 𝛽-rule that would have split on it is never generated, as Table 3.2
shows.

ShotTx.Util.PropSimplify is a self-contained ROBDD over term IDs: nodes are
:bdd_top, :bdd_bot, or {var, high, low}, mk/3 is the reduction rule, and bdd_

and/bdd_or/bdd_neg are the operations above. simplify/2 runs the whole construc-
tion inside a term-factory scratchpad, so the intermediate terms built during readback
are discardedwith it and only the result is committed. The simplification parameter
selects the depth: :none disables the oracle, :shallow normalises only the formula’s
top-level propositional structure (treating quantifier and abstraction bodies as opaque
atoms), and :deep (the default) folds bottom-up over the term DAG and simplifies
every pure 𝑜-type subformula, including the bodies of quantifiers and of abstractions
of 𝑜-type.

The oracle runs at themoment a formula is popped from the priority queue, before
it is classified. When the simplified term differs from the original, it is recorded as a
:bdd_oracle history entry sourced at the original formula, added to the branch’s term
set, and classified in place of the original, so the proof object shows the simplification
as an explicit step rather than silently presenting a formula the user never wrote.

3.10 Search Bounds
Three rules do not terminate on their own: 𝛾 can be reapplied indefinitely, primitive
substitution can be nested indefinitely, and pre-unification is only semi-decidable.
Each is therefore bounded, and the bounds are raised together when the search
saturates.

• A 𝛾-rule carries an instantiation counter. When it reaches the current limit, the
rule is parked rather than discarded: it is moved to a sleeping set and removed
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from the processed-rule set, so raising the limit reactivates it exactly where it
left off.

• A primitive substitution rule carries a depth. On exhausting the bindings at
one depth it advances to the next, and parks in the same sleeping set when
the depth limit is reached.

• Pre-unification is bounded by a depth counter decremented only on binding
steps, so decomposition is free and only imitation and projection consume
budget.

Because parking preserves rule state, deepening is not a restart. This is what makes
the iterative deepening of Chapter 6 affordable: raising the limits wakes the parked
rules and resumes, rather than re-deriving the branch from the input formulae.

3.11 Soundness and Completeness
Soundness is argued rule by rule rather than in one place, and the obligations are
collected here. The 𝛼, 𝛽, 𝛾 and 𝛿 rules of Section 3.2 and Section 3.3 are the stan-
dard ones [Smu68, Fit96] read over the semantics of Chapter 2, and each preserves
satisfiability of the branch under every free-variable substitution. Primitive substitu-
tion instantiates a 𝛾-formula and is sound for the same reason as (𝛾 ). (rename) and
(inst) are covered by Proposition (Boolean Extensionality), (demod) by Propositions
(Binding-Freeness), (Termination) and (Soundness), and the preprocessing of Sec-
tion 3.9 replaces a formula by one with the same propositional abstraction, canonical
by Proposition (Decision). Proposition (Tableau-Proof) assembles these.

Completeness is not established. One gap in the rule set is identified here. The
extensionality rules reach the functional principles only from a formula that is
already an equation: (= ⟨(𝜏 , ̄𝜐)→𝜍⟩) and Definition (Negative Extensionality) both
act on an equality or on its negation. Two literals with the same rigid head and
opposite polarity whose arguments are extensionally equal without being unifiable
are therefore acted on by no rule, and a branch carrying such a pair and nothing else
saturates. The rule that is absent is the one that turns such a pair into the disequation
it entails.

Conjecture 3.36 (Henkin Completeness). Let (ext) be the branching rule

𝑃( ̄𝑠𝑛)
⋮

¬𝑃( ̄𝑡𝑛)
¬(𝑠1 =⟨𝜏1⟩ 𝑡1) ∣ ⋯ ∣ ¬(𝑠𝑛 =⟨𝜏𝑛⟩ 𝑡𝑛)

(ext)

where 𝑃( ̄𝑠𝑛) and ¬𝑃( ̄𝑡𝑛) are literals of the branch and the head 𝑃 is rigid, and let 𝒞+

be the calculus of this chapter extended by (ext). If the pre-unification bound and the
bounds of Section 3.10 are lifted by iterative deepening, then 𝒞+ is complete for Henkin
semantics: every unsatisfiable Φ admits a closed 𝒞+-tableau.

(ext) is not part of the calculus and is not implemented. It is stated so that the
conjecture quantifies over a calculus that could satisfy it: the calculus as given is
expected to fail the conjecture for the reason above, and Chapter 8measureswhere the
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Table 3.3: Rule priority costs. Lower cost means higher priority.

Rule Cost

closure 0
discharge, atomic 1
𝛼, 𝛿, =⟨𝑜⟩, suggested instantiation 2
instantiation over 𝑘 instances 2 + 𝑘
𝛾 over a finite domain, renaming 3
𝛾 after 𝑐 instantiations 3 + 2𝑐
𝛽 4
𝛾 from instance-based generation 5 + 2𝑐
extensional expansion 10
Leibniz expansion 15
primitive substitution at depth 𝑑, offset 𝑐 20 + 5𝑑 + 2𝑐

resulting boundary falls. Two obligations remain open even for 𝒞+. The interaction
of demodulation with the extensionality rules is not analysed, so normalising under
ℰ(𝐵) is not shown to preserve the existence of a closed tableau. The bounds are
recovered one at a time by deepening and are not shown to be recoverable jointly. A
proof would take the shape of the model-existence arguments of [Fit96, Koh95] over
the model classes of [BBK04].

3.12 Rule Priority and Implementation
Rules are drawn from a priority queue rather than a stack, so the order in which
a branch is developed is determined by a cost function rather than by the order of
insertion. Lower cost means higher priority.

Table 3.3 is the search heuristic. Closure is checked before anything else; linear
decomposition precedes branching; the two rules that generate unbounded work
(𝛾 and primitive substitution) are priced so that a branch is decomposed as far as
possible before either fires, and 𝛾 becomes progressively more expensive as its counter
rises. Leibniz expansion is priced above extensional expansion because it introduces
a quantifier over a predicate type and so feeds the most expensive rule in the table.
Two named alternatives are available for ablation: a uniform cost, which degenerates
the queue to insertion order, and a depth-first cost, which pushes every branching
rule far back.

Classification is a single function from a term to a rule. It is polarity-aware and
takes the two parameters that change the rule assignment: whether quantification
over pure 𝑜-types is routed to the finite 𝛾-rule, and which equivalence expansion is
used.

Classifying 𝑎 ∧ (𝑏 ⊃ 𝑓 (𝑐)) yields:

a ∧ (b ⊃ (f c))

------------- (:alpha)

a

b ⊃ (f c)
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Table 3.4: Classification of 𝑎 ≡ 𝑏 under the two equivalence-expansion strategies.

Strategy Family Produced

:same_polarity 𝛽 𝑎 ∧ 𝑏 ; ¬𝑏 ∧ ¬𝑎
:bidirectional_imp 𝛼 𝑎 ⊃ 𝑏 ; 𝑏 ⊃ 𝑎

Table 3.5: Rule family and queue cost for three representative formulae.

Formula Family Cost

𝑎 ∧ 𝑏 :alpha 2
𝑎 ∨ 𝑏 :beta 4
∀𝜄. 𝑝(1) :gamma 3

The equivalence mode changes the rule class rather than only the produced
formulae, as Table 3.4 shows for 𝑎 ≡ 𝑏 under each strategy.

The cost function is what the queue orders by, so it can be inspected directly, as
Table 3.5 shows for three representative formulae.



CHAPTER 4

Higher-Order Unification

4.1 The Shape of the Problem
Branch closure was reduced in Chapter 3 to a question about terms: two literals
disagree when one of the orientations {∼𝜑 ?= 𝜓} or {𝜑 ?= ∼𝜓} admits a pre-unifier.
This chapter develops the procedure that answers that question. It is the term-
level procedure on which the calculus rests: every conditional closure, every 𝛾-
instantiation discharged by a later substitution, and every clash reconciled globally
in Chapter 6 invokes it.

The problem is harder than its first-order counterpart in three ways, each of
which shapes the algorithm. Unifiers need no longer be unique, so the procedure
enumerates a set of solutions rather than returning one. A most general unifier
need not exist, so the notion of “solved” is weakened to pre-unification. Solvability is
moreover only semi-decidable (indeed already undecidable at second order [Gol81])
so the search is bounded by a depth budget and completeness is recovered only in
the limit, through the iterative deepening of Chapter 3’s search bounds.

We treat pre-unification (Huet’s procedure [Hue75], surveyed byDowek [Dow01])
as the primary object of study. Two decidable fragments, Miller patterns and second-
order matching, are available as faster paths and are described only briefly at the
end; they are optimisations rather than the core.

The vocabulary was already fixed in Chapter 2. A term is flex if its head is a
free variable and rigid otherwise; a unification problem is a finite set of equations
ℰ = { ̄𝑠𝑛

?= ̄𝑡𝑛}; a unifier is a free-variable substitution 𝜃 making 𝑠𝑖𝜃 and 𝑡𝑖𝜃 syntactically
equal for every 𝑖. Recall also the two definitions the tableau depends on directly:

• a pre-unifier of ℰ is a pair Θ = (𝜃, 𝐶) with 𝐶 a finite set of flex-flex equations,
such that 𝜃𝜃′ unifies ℰ for every unifier 𝜃′ of 𝐶;

• the pre-unification problem is to enumerate the pre-unifiers of ℰ.

An individual equation falls into one of three configurations according to its two
heads. This trichotomy is the entire case analysis of the procedure.

Definition 4.1 (Equation Configuration). An equation 𝑠 ?= 𝑡 is rigid-rigid if both
heads are rigid, flex-rigid if exactly one head is flex, and flex-flex if both heads are
flex.

A pre-unifier is represented as %ShotUn.UnifSolution{substitutions: theta,

flex_pairs: C}, exactly the pair (𝜃, 𝐶) of the definition. The three configurations
are dispatched by ShotUn’s evaluate_pair/4 on the head.kind fields (:co/:bv rigid,
:fv flex) of the two terms, after they are fetched from the global pool. Because
terms are kept in 𝜂-long 𝛽-normal form, every term has a head and an argument list
accessible, so the configuration is read off without any normalisation.

43
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4.2 Rigid-Rigid: Decomposition
When both heads are rigid there is nothing to guess. A unifier must make the heads
coincide, so if they differ the equation has no solution; if they agree, the equation
reduces to the componentwise unification of the arguments.

Definition 4.2 (Decomposition). Let 𝑠 = 𝜆 ̄𝜏 . ℎ( ̄𝑠𝑛) and 𝑡 = 𝜆 ̄𝜏 . ℎ′( ̄𝑡𝑚) be rigid. If ℎ ≠ ℎ′

or 𝑛 ≠ 𝑚, the equation 𝑠 ?= 𝑡 clashes and has no unifier. Otherwise it reduces to the
equations {𝜆 ̄𝜏 . 𝑠𝑖

?= 𝜆 ̄𝜏 . 𝑡𝑖 ∣ 1 ≤ 𝑖 ≤ 𝑛}.

ShotUn.Internal.decompose/2 zips the two argument lists, failing when the lengths
differ, and wraps each pair of arguments back under the parent’s binders with wrap_

in_bvars/2 so the produced equations are well-typed at the top level. The rigid
heads themselves come in two kinds and are checked separately: two constants must
be the identical declaration (equal reference or name), while two bound-variable
heads must denote the same binder slot, which same_bound_slot?/4 decides modulo
the independent renaming of the surrounding 𝜆’s. A length or head mismatch is a
:rigid_clash and prunes the branch.

4.3 Flex-Rigid: Imitation and Projection
The flex-rigid case is where the search branches and where non-termination enters.
A flex term 𝜆 ̄𝜏 . 𝑋 ( ̄𝑢) must be unified with a rigid 𝜆 ̄𝜏 . ℎ( ̄𝑣 ). The head 𝑋 is unknown,
and a unifier must choose a value for it whose own head, after 𝛽-reduction, is ℎ.
There are two ways to arrange that.

Definition 4.3 (General Binding). Let 𝑋 ∶ ̄𝛼𝑛 → 𝜍 be flex and let the opposing rigid
head be ℎ. A general binding for 𝑋 has the form

𝜆 ̄𝜏𝑛.ℋ(𝐻1(⃖⃖𝑛), … , 𝐻𝑘(⃖⃖𝑛))

where the 𝐻̄𝑘 are fresh free variables of the appropriate types and the head ℋ is one
of:

• the rigid head ℎ itself, giving an imitation binding; or

• a projection ̄𝑦𝑖 onto one of 𝑋’s own arguments whose goal type matches 𝜍,
giving a projection binding.

The imitation binding copies the opposing rigid head into the solution; the
projection binding discards it and promotes one of𝑋’s arguments to the head position,
on the assumption that the argument already carries the required structure. Each
fresh 𝐻𝑗 is applied to all of 𝑋’s bound variables ̄𝑦𝑛 so that no solution is excluded
a priori, since the 𝐻𝑗 may still depend on anything in scope. The equation is then
replaced by the binding applied against the rigid side, and the search recurses.

ShotUn.Bindings.generic_binding/3 builds these. Given the flex head, the rigid
head and the requested binding kinds [:imitation, :projection], it forms the
candidate heads (the rigid head for imitation, each of 𝑋’s argument variables for
projection), keeps only those whose goal type agrees with that of the opposing side,
and for each surviving head constructs the matrix ℋ(𝐻1(⃖⃖𝑦), … , 𝐻𝑘(⃖⃖𝑦)) by allocating
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the fresh holes 𝐻𝑗 at the enclosing type, applying them to ⃖⃖𝑦, and re-abstracting over ̄𝑦.
The result is a list of Substitution structs, one per admissible binding, each mapping
𝑋 to a general binding.

The configuration determines which kinds are offered. Against a rigid constant
head both imitation and projection are candidates; against a rigid bound variable only
projection makes sense, since there is no constant to imitate. ShotUn special-cases
these: :fv-:co and :co-:fv request [:imitation, :projection], while :fv-:bv and
:bv-:fv request [:projection] alone. A rigid-flex pair is flipped to flex-rigid first so
the binding is always generated for the variable side.

One special case applies before the general bindings are built. When the flex side
is a bare variable 𝑋 applied to nothing (no arguments, no binders) and 𝑋 does not
occur in the opposing term, the only general binding is imitation of the whole term,
so the procedure binds 𝑋 directly to the rigid side rather than enumerating. This is
the ordinary first-order variable-elimination step, recovered as a degenerate case.
The occurs-check that guards it is what makes this step sound.

4.4 Flex-Flex: Deferral
When both heads are flex, a common instance always exists, which is to bind both
variables to a constant function returning a shared fresh variable; but there are
infinitely many, and committing to any particular one risks discarding solutions that
a later equation would have forced. Huet’s insight [Hue75] is that one need not
choose: a flex-flex equation is always solvable, so it can be carried as a constraint
rather than solved.

Definition 4.4 (Flex-Flex Deferral). A flex-flex equation is removed from the active
problem and accumulated into the constraint set 𝐶. The procedure never attempts to
solve it.

ShotUn’s flex-flex case pushes the pair onto the state’s flex list and drops it from the
work-list; when the work-list empties, the accumulated flex list becomes the flex_

pairs field of the UnifSolution. A pre-unifier thus witnesses solvability of 𝐸without
committing to any solution for 𝐶, which is what the tableau needs: Chapter 6’s global
reconciliation may later constrain those same variables from another branch, and a
premature local commitment could exclude the solution it requires. It is the term-level
analogue of the branch-level rigid-variable discipline.

4.5 The Procedure
The three cases assemble into a single search. The state is a work-list of equations
still to process, the substitution 𝜃 accumulated so far, the deferred flex-flex set 𝐶, and
a remaining depth budget. One step inspects the first equation and either solves it
trivially, decomposes it, defers it, binds a variable, or branches into one successor
state per general binding.

Definition 4.5 (Pre-Unification Step). Given a state (ℰ, 𝜃 , 𝐶, 𝑑) with ℰ = {𝑒} ⊎ ℰ′:

• if 𝑑 = 0, the branch fails (budget exhausted);

• if 𝑒 is 𝑠 ?= 𝑠, drop it: continue with (ℰ′, 𝜃 , 𝐶, 𝑑);
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• if 𝑒 is rigid-rigid, decompose it or fail;

• if 𝑒 is flex-flex, defer it: continue with (ℰ′, 𝜃 , 𝐶 ∪ {𝑒}, 𝑑);

• if 𝑒 is a bare-variable binding𝑋 ?= 𝑡with𝑋 ∉ FV(𝑡), apply [𝑋 ↦ 𝑡] and continue
with the same budget;

• if 𝑒 is flex-rigid, branch into one successor per general binding, each with
budget 𝑑 − 1.

A state with ℰ = ∅ is a solution: it emits the pre-unifier (𝜃, 𝐶).

The budget is spent only where the search actually branches. In ShotUn, step/1
decrements depth exclusively on the general-binding successors (build_binding_
branch/5 does the depth - 1); decomposition, deferral, trivial elimination and the
bare-variable bind all pass the budget through unchanged. So “depth” counts im-
itation/projection commitments (the only source of unbounded work) and agrees
with the tableau’s unification_depth parameter, which Chapter 3 described as
decremented “only on binding steps.” Applying a substitution eagerly rewrites the
remaining work-list and re-tests each deferred flex-flex pair, since a binding may
turn a pair rigid and pull it back out of 𝐶 (apply_substitution/3).

The successor states are explored depth-first with backtracking, and each solution
is yielded before the next is sought, so the whole enumeration is a lazy stream.

ShotUn.unify/3 wraps the search in a Stream.resource/3 over a term-factory
scratchpad: solutions are produced one at a time, and each is committed from
the process-local scratchpad to the global pool only as it leaves the stream (commit_
solution/1), while intermediate terms from failed branches are discarded with the
scratchpad. The depth argument defaults to 10. Because the stream is lazy, a caller
that only needs to know whether a pre-unifier exists (e.g. the tableau’s disagreement
test) takes one element and stops, computing a single solution rather than the whole
enumeration.

4.6 A Worked Enumeration
We set up a small flex-rigid problem and enumerate its pre-unifiers. The context
declares a binary constant 𝑓, a constant 𝑎, and leaves 𝑋 as a free variable.

𝑓 𝑋 𝑎 ?= 𝑓 𝑎 𝑎

The heads agree (𝑓 vs 𝑓), so the equation decomposes into 𝑋 ?= 𝑎 and 𝑎 ?= 𝑎. The
second is trivial; the first is a bare-variable bind. We expect the single pre-unifier
[𝑋 ↦ 𝑎] with no residual flex-flex constraints, which is exactly what the procedure
returns:

substitutions: [X ↦ a]; remaining flex-flex pairs: []

Now a genuinely higher-order problem, where imitation and projection diverge.
We unify 𝑋(𝑎) ?= 𝑓 (𝑎, 𝑎)with 𝑋 ∶ 𝜄 → 𝜄 flex. Imitation guesses 𝑋 ↦ 𝜆𝑦. 𝑓 (𝐻1 𝑦, 𝐻2 𝑦)
and recurses; projection guesses 𝑋 ↦ 𝜆𝑦. 𝑦, which fails here since 𝑎 ≠ 𝑓 (𝑎, 𝑎), and
the surviving imitation line further resolves the holes. Several pre-unifiers result,
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corresponding to the different ways the single argument 𝑎 can be threaded through
𝑓:

substitutions: [X ↦ 𝜆. f a a]; remaining flex-flex pairs: []

substitutions: [X ↦ 𝜆. f a 1]; remaining flex-flex pairs: []

substitutions: [X ↦ 𝜆. f 1 a]; remaining flex-flex pairs: []

substitutions: [X ↦ 𝜆. f 1 1]; remaining flex-flex pairs: []

The four solutions are the four projections of the argument 𝑎 onto the two occurrences
of 𝑎 in 𝑓 (𝑎, 𝑎): the bound variable (shown as the de Bruijn index 1) may fill either,
both, or neither 𝑓-argument. This branching, several pre-unifiers for one problem, is
the non-uniqueness that distinguishes higher-order from first-order unification, as
no most general unifier exists in the general case.

The disagreement test of Chapter 3 needs only the existence of a pre-unifier,
which the lazy stream answers without enumerating the rest: for this problem, that
test returns true.

Every entry point accepts vis: true, which materialises the search eagerly and
returns a ShotUn.Trace alongside the solutions. The trace is pruned to the paths that
reach a solution, so failed imitation/projection lines are dropped before rendering.
ShotUn.Trace.Mermaid.render/2 emits a diagram with each node’s rule, remaining
work-list, accumulated 𝜃 and deferred 𝐶 typeset as LATEX, shown in Figure 4.1.

4.7 Depth, Completeness and Decidable Fragments
The budget makes the procedure terminating but incomplete: a pre-unifier that
only appears past the current depth is missed. The incompleteness is a consequence
of the problem’s semi-decidability rather than a parameter to be tuned away. The
tableau’s response, developed in Chapter 3’s search bounds and Chapter 6’s iterative
deepening, is to raise the budget when the search saturates and resume, rather than
to fix a single depth. Because the parked 𝛾- and primitive-substitution rules preserve
their state across deepening, the extra unification depth is applied where it was
previously exhausted, not from scratch.

Two properties make the bound well-behaved. Decomposition and deferral are
free, so a problem consisting entirely of first-order structure and flex-flex pairs is
solved at any positive depth; only genuine flex-rigid guessing consumes budget.
The occurs-check on the bare-variable bind guarantees that the non-branching path
always terminates, so raising the budget can only add solutions, never diverge on
the ones already found.

Two special cases sidestep the search entirely and ShotUn routes to them when a
problem qualifies (via ShotUn.Fragment and the strategy: :auto option). They are
performance paths layered over the general procedure, not part of the calculus, and
the tableau’s soundness does not depend on them.

• Miller pattern unification [Mil91]. A problem is a pattern when every flex
variable is applied only to distinct bound variables. The fragment is decidable
and unitary, since a solvable pattern problem has a single most general unifier,
so pattern_unify/2 returns at most one solution with no depth bound. This
is the common shape in practice, since many 𝛾-instantiations produce exactly
such applied variables.
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(0)  init
∙  𝑋 a =? f a a

(1)  imitation

[𝑋 ↦ 𝜆𝑋. f (𝐻1 𝑋) (𝐻2 𝑋)]

∙  f (𝐻1 a) (𝐻2 a) =? f a a

(3)  decompose  (const)
𝑓

∙  𝐻1 a =? a

∙  𝐻2 a =? a

(4)  imitation

[𝐻1
↦ 𝜆𝑋. a]

∙  a =? a

∙  𝐻2 a =? a

(6)  trivial
a

∙  𝐻2 a =? a

(7)  imitation

[𝐻2
↦ 𝜆𝑋. a]

∙  a =? a

(9)  trivial
a

(no  pending  pairs)

(10)  ★  solution
∙  [𝐻2

↦ 𝜆𝑋. a]
∙  [𝐻1

↦ 𝜆𝑋. a]
∙  [𝑋 ↦ 𝜆𝑋. f a a]

(8)  projection
[𝐻2

↦ 𝜆𝑋. 𝑋]

∙  a =? a

(11)  trivial
a

(no  pending  pairs)

(12)  ★  solution
∙  [𝐻2

↦ 𝜆𝑋. 𝑋]

∙  [𝐻1
↦ 𝜆𝑋. a]

∙  [𝑋 ↦ 𝜆𝑋. f a 𝑋]

(5)  projection
[𝐻1

↦ 𝜆𝑋. 𝑋]

∙  a =? a

∙  𝐻2 a =? a

(13)  trivial
a

∙  𝐻2 a =? a

(14)  imitation

[𝐻2
↦ 𝜆𝑋. a]

∙  a =? a

(16)  trivial
a

(no  pending  pairs)

(17)  ★  solution
∙  [𝐻2

↦ 𝜆𝑋. a]
∙  [𝐻1

↦ 𝜆𝑋. 𝑋]

∙  [𝑋 ↦ 𝜆𝑋. f 𝑋 a]

(15)  projection
[𝐻2

↦ 𝜆𝑋. 𝑋]

∙  a =? a

(18)  trivial
a

(no  pending  pairs)

(19)  ★  solution
∙  [𝐻2

↦ 𝜆𝑋. 𝑋]

∙  [𝐻1
↦ 𝜆𝑋. 𝑋]

∙  [𝑋 ↦ 𝜆𝑋. f 𝑋 𝑋]

Figure 4.1: Enumeration trace for 𝑋(𝑎) ?= 𝑓 (𝑎, 𝑎). The root is the initial equation; the first
fan-out is the general-binding branch (imitation of 𝑓 against the two projections of 𝑎); each
surviving path descends through decomposition and bare-variable binds to a solution leaf
(marked ⋆) carrying its pre-unifier. Depth-exhausted and rigid-clash leaves are pruned out
by prune_to_solutions/1.

• Second-order matching [Hue75], with decidability at every order settled by
Stirling [Sti09]. When one side is ground and every type in the problem has
order at most two, match/2 enumerates the complete set of matchers by a
terminating structural recursion, again without a depth bound.

Under strategy: :auto, resolve_auto/1 tests the pattern precondition first,
then the matching precondition, and falls through to depth-bounded pre-unification
otherwise, always selecting the most specific decidable algorithm the problem falls
into. For everything outside those fragments, and for the disagreement test that the
tableau actually runs, pre-unification is the procedure.



CHAPTER 5

Term Ordering

5.1 Overview
Demodulation was introduced in Chapter 3 as a branch-local simplification: an
oriented equation ℓ → 𝑟 rewrites occurrences of ℓ to 𝑟, shrinking the branch’s formula
set without touching soundness or completeness. That “oriented” carries an unstated
obligation. Rewriting only terminates if the orientation is grounded in a well-founded
order (otherwise ℓ → 𝑟 and 𝑟 → ℓ could alternate forever), and the rewrite is only
sound if the order is stable under the substitutions a branch may still receive. This
chapter supplies that order.

The order is NCPO-LNF, the 𝛽𝜂-long normal computability path order of Nieder-
hauser andMiddeldorp [NM25b], which adapts their NCPO [NM25a] from 𝛽𝜂-normal
to 𝛽𝜂-long normal form and thereby to Nipkow’s higher-order rewrite systems. It
is a higher-order generalisation of the recursive path orders [Der82] familiar from
first-order superposition [BG94], acting directly on typed 𝜆-terms in 𝛽𝜂-long normal
form. Numbered definitions, lemmas and theorems cited below are those of [NM25b].
Two design decisions specific to this thesis frame the whole chapter:

• Where the reference implementation leaves the order’s parameters (prece-
dences, statuses, accessibility) as unknowns for an SMT solver to discharge
while proving a rewrite system terminating, we fix them as inputs and obtain
a decidable boolean predicate on a single pair of terms. That is what a tableau
prover needs: a yes/no orientation for one equation at a time, in place of a
termination certificate for a whole system.

• The prover uses the order at two strengths. The paper’s order proper is sound
but partial: it may refuse to orient a pair in either direction. That partiality
is what gating a rewrite requires, and what choosing a canonical form cannot
accept. The prover therefore layers a total heuristic extension over the sound
core and keeps the two separate at every call site. The final section states
that distinction and how it is enforced, and it is what makes Chapter 3’s
demodulation sound.

5.2 Requirements for an Orientation Order
Recall the two properties a rewrite order carries. Well-foundedness rules out infinite
descent, so rewriting to normal form terminates. Stability (closure under substitution)
ensures that if 𝑠 ≻ 𝑡 then 𝑠𝜃 ≻ 𝑡𝜃 for every admissible 𝜃, so an orientation decided now
survives the substitutions a branch’s free variables may still receive under Chapter 6’s
global reconciliation. In the first-order setting a recursive path order built from a
precedence on function symbols delivers both [Der82, BN98]. The higher-order
setting breaks the naive lifting in two places: terms carry 𝜆-binders, so the order
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must descend under abstraction and handle bound variables; and terms carry types,
so the order must respect a companion order on types to stay stable.

NCPO-LNF addresses both. It assumes its inputs are in 𝛽𝜂-long normal form, with
every subterm fully 𝜂-expanded to its type’s arity, which shot_ds already maintains,
so the “LNF” precondition holds by construction and no normalisation step is needed
before a comparison. Its recursion interleaves a term comparison with a companion
type comparison, and it opens 𝜆-abstractions against fresh variables as it descends.

ShotTo decides the single predicate 𝑠 >1
𝜏 𝑡 of Definition 8 of the paper: given two

term IDs in the 𝛽𝜂-long-normal representation and a %ShotTo.Parameters{} struct,
ShotTo.gt?/3 returns a boolean. It is a decision procedure rather than an SMT-
constraint generator, which is the contrast the paper’s Haskell reference implemen-
tation hrsterm draws, and the one this chapter turns on. Because each 𝜆-opening
allocates a fresh shot_ds free variable, the implementation wraps every top-level
comparison in a term-factory scratchpad so those variables die when the comparison
returns rather than accumulating in the global pool.

5.3 The Type Order
The term order is stable only if it defers, at the leaves, to a well-founded order on
types. NCPO-LNF uses the admissible type order of the paper’s Lemma 4 (itself
Lemma 2.3 of the CPO paper [BJR15]).

Definition 5.1 (Admissible Type Order). Given a well-founded strict precedence
≻𝒮 on base sorts, the admissible type order ≻𝒯 is the smallest strict order on types
containing ≻𝒮 and the right-argument relation (𝜏 , ̄𝜐)→𝜍 ▷𝑟 ̄𝜐→𝜍, and closed under
right-congruence: ̄𝜐→𝜍 ≻𝒯 ̄𝜐′→𝜍′ implies (𝜏 , ̄𝜐)→𝜍 ≻𝒯 (𝜏 , ̄𝜐′)→𝜍′ for every 𝜏 ∈ 𝒯.

Intuitively: a function type dominates its own result type, and among two
function types with the same argument prefix the one with the greater result type is
greater. On base sorts the order is just the user’s sort precedence.

ShotTo.TypeOrder implements this directly on the uncurried %Type{goal: a, args:

[t1, ..., tn]} representation. type_gt?/3 decides ≻𝒯 and type_geq?/3 its reflex-
ive closure; the base-vs-base case consults Parameters.sort_prec/2, the function
case peels the shared leading argument and recurses on the result type. Inside NCPO
the comparison enters through type_geq?/3, where the type_check? flag on the
internal ncpo/6 predicate toggles whether 𝜏 (𝑠) ⪰𝒯 𝜏 (𝑡) must hold at a given node,
corresponding to the paper’s choice between >𝑏,𝑋 and >𝑏,𝑋

𝜏 . A term comparison that
would otherwise succeed is vetoed when the types disagree the wrong way.

With 𝜄 preceding 𝑜 at the base level, so that 𝑜 ≻𝒯 𝜄 at the base sorts and (𝜄→𝑜) ≻𝒯
(𝜄→𝜄) by right-congruence, Table 5.1 shows the three queries this instance decides.

The third entry is false because 𝜄 ≺ 𝑜: the type order is strict, and 𝜄 ≻𝒯 𝑜 does not
hold.

5.4 The Ordering Parameters
A concrete instance of NCPO-LNF is fixed by five pieces of data. Together they are
the entire tunable surface of the order, and, as Chapter 8 will exploit, the entire
surface the ablation study varies when it studies the order’s effect.
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Table 5.1: Type-order queries under the precedence 𝜄 ≺ 𝑜.

Query Result

𝑜 ≻𝒯 𝜄 true
(𝜄 → 𝑜) ≻𝒯 (𝜄 → 𝜄) true
𝜄 ≻𝒯 𝑜 false

Table 5.2: Orientability of the two differentiation rewrite rules under three status
assignments.

Status Rule 1 Rule 2

all mul false false

all lex true true

diff lex, rest mul true true

Definition 5.2 (Ordering Parameters). An NCPO-LNF instance is given by:

• a well-founded strict order ≻𝒮 on base sorts;

• a precedence ≿ℱ on constants, with strict part ≻ℱ and equivalence ≃ℱ;

• a status stat(𝑓 ) ∈ {lex,mul} per constant, selecting lexicographic or multiset
comparison of argument lists under equal heads;

• a basicness predicate basic(𝑎) on base sorts;

• an accessibility predicate Acc(𝑓 , 𝑖) on argument positions.

The first three are the familiar RPO parameters lifted to the typed higher-order
setting. Basicness and accessibility are the higher-order additions: they control the
computability machinery, meaning which subterms may be descended into while
preserving stability, and their soundness depends on compatibility conditions (the
paper’s Definitions 5 & 6) relating them to the type precedence.

Status is the parameter whose usable settings the LNF restriction changes, and
the paper’s own examples show it. The symbolic differentiation rules of [NM25a],
carried over as Example 6 of [NM25b], are oriented there with every symbol given
multiset status. That assignment stops working once heads are saturated. With
ar(diff) = 2 the partial application diff(𝐹 ) is stored as 𝜆𝑟 . diff(𝐹 , 1), so after ⟨𝜆=⟩ peels
the outer binder the recursive goal compares two argument pairs whose second
components are unrelated fresh variables, and no multiset comparison relates those.
Lexicographic status walks the arguments left to right and decides at the first position,
leaving a goal ⟨ℱ𝒳⟩ discharges. Only diff’s status matters, which is what Table 5.2
shows for the two differentiation rules under three status assignments (a precedence
with diff ranked above sin, cos, plus and times):

ShotTo.Parameters holds these as sort_precedence, const_precedence, status,
basic_sorts, and accessible. Each accepts a map, a MapSet, or a predicate function,
so a caller can be as coarse or as fine-grained as needed. Precedences are given as inte-
ger ranks: larger means greater, equal means ≃ℱ. The lookup helpers prec/2, sort_
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prec/2, status/2, basic?/2, accessible?/3, together with gt?/3 and equiv?/3 on
constants, are what the core predicate calls.

Note that ShotTo’s own defaults are permissive to the point of uselessness: all
sorts basic and equivalent, all positions accessible, all constants equivalent with :lex

status. Under them NCPO collapses to the bare subterm order plus lexicographic
comparison inside shared heads and almost nothing is oriented. The defaults are
chosen this way so the API is usable without further configuration while every
meaningful orientation forces the caller to supply at least a constant precedence.
A caller that forgot to configure the order would find demodulation silently doing
nothing, not silently doing something unsound.

The prover is such a caller, and it supplies exactly that one parameter. ShotTx.

Data.Parameters carries term_order: %ShotTo.Parameters{const_precedence:

&:erlang.phash2/1}: every constant name gets a stable hash-based rank, so the
precedence is total and well-founded on symbols and NCPO-LNF can orient
equations between arbitrary distinct constants, including parameters introduced by
𝛿-expansion, which carry no name by which they could be ranked. Status, basicness
and accessibility stay at their permissive defaults. A user-supplied map or function
overrides the whole struct.

Moreover, on soundness of the parameters themselves: NCPO-LNF’s stability
depends on Acc and basic satisfying the compatibility conditions with the chosen
type precedence. ShotTo does not enforce these, leaving them to the caller, but offers
Parameters.validate/2 as a best-effort check, and documents a vacuously sound
fallback: leaving accessible: :all and basic_sorts: :allmakes the compatibility
conditions hold trivially, at the cost of a more conservative (weaker) order. The prover
takes this conservative-but-safe route, which is the right trade for a soundness-critical
component.

5.5 The Order
With types and parameters in place, the term order is a mutual recursion over the
shapes of the two terms. Rather than the full rule set of Definition 8, we name the
rules that fire and let the implementation stand as the precise statement.

The comparison 𝑠 >1
𝜏 𝑡 first checks 𝜏 (𝑠) ⪰𝒯 𝜏 (𝑡), then dispatches on the shape of

𝑠:

• 𝑠 has a constant head 𝑓 ( ̄𝑡). Three families of rules apply in order. ⟨ℱ𝒳⟩ closes
immediately if 𝑡 is one of the fresh variables introduced while descending under
a 𝜆 on the right. ⟨ℱ▷⟩ succeeds if some argument 𝑡𝑖 of 𝑠 already dominates 𝑡
through the accessible-subterm relation, the higher-order rule that a term is
greater than its subterms, routed through accessibility and basicness. Failing
those, the comparison dispatches on 𝑡:

– against another constant head 𝑔( ̄𝑢): if 𝑓 ≃ℱ 𝑔with equal status, compare
the argument lists by that status (⟨ℱ=lex⟩ / ⟨ℱ=mul⟩); if 𝑓 ≻ℱ 𝑔, require
𝑠 to dominate every argument of 𝑡 (⟨ℱ≻⟩);

– against a variable-headed 𝑦( ̄𝑢): the ⟨ℱ𝒱⟩ rule, which fires only at the top
recursion level, requiring 𝑠 to dominate the 𝜂-expanded head and each
argument;
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Table 5.3: The accessible-subterm rule.

Query Result

𝑓 (𝑐) > 𝑐 true
𝑐 > 𝑓 (𝑐) false

Table 5.4: The precedence rule, with 𝑔 ≻ℱ ℎ ≻ℱ 𝑐.

Query Result

𝑔(𝑐) > ℎ(𝑐) true
ℎ(𝑐) > 𝑔(𝑐) false

– against an abstraction 𝜆𝜏 . 𝑣: the ⟨ℱ𝜆⟩ rule opens 𝑡 on a fresh variable
added to the auxiliary set and recurses.

• 𝑠 is an abstraction 𝜆𝜏 . 𝑢. The ⟨𝜆▷⟩ rule opens 𝑠 and checks whether its body
already dominates 𝑡; otherwise, if 𝑡 is also an abstraction, ⟨𝜆=⟩/⟨𝜆≠⟩ align the
two binders (reusing the same fresh variable when their types agree) and
recurse.

• 𝑠 is variable-headed. No rule makes a variable-headed term greater than
anything; the order never orients out of a flex term, which is what keeps it
stable under the substitutions those variables may receive.

ShotTo.Ncpo.ncpo_gt?/3 is the entry point; the internal ncpo/6 carries the paper’s
two extra parameters explicitly: the level 𝑏 ∈ {0, 1} (some rules, among them ⟨ℱ𝒱⟩,
fire only at 𝑏 = 1) and the auxiliary variable set 𝑋 that accumulates the fresh vari-
ables introduced by 𝜆-openings. The rule names above match the implementation’s
private functions (fx_rule?, f_subterm_rule?, ncpo_ff_case, ncpo_fv_rule, ncpo_
flam_rule, ncpo_lam_head) and the computability helpers bawo/awo/sswo mirror the
auxiliary relations of the reference. The last bullet is enforced structurally: dispatch_
on_s returns false whenever 𝑠’s head is not a constant and 𝑠 is not an abstraction.

Twoworked comparisons. First the subterm rule (a term is greater than a constant
nested in its arguments) which needs only a constant precedence, with 𝑓 ranked
above 𝑐: 𝑓 (𝑐) > 𝑐 by the accessible-subterm rule (𝑐 is an accessible subterm), while
the converse fails, as Table 5.3 shows.

The precedence rule states that a term headed by a greater constant dominates
one headed by a lesser, provided it dominates the lesser term’s arguments. With 𝑔
outranking ℎ in the constant precedence, 𝑔(𝑐) > ℎ(𝑐) by the precedence rule, since
𝑔(𝑐) > 𝑐 handles ℎ’s argument, as Table 5.4 shows.

Both examples supply only a constant precedence and rely on the vacuously-sound
accessible: :all / basic_sorts: :all defaults, which is the configuration the
prover itself uses.

A third comparison is the one the prover actually faces. Chapter 3’s Leibniz
expansion replaces an equation by a quantification over predicates, so the two sides
of that expansion are a pair the order can be asked about: the primitive equality
constant at 𝜄 against its Leibniz encoding.
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Table 5.5: Comparing primitive equality at 𝜄 against its Leibniz encoding, under two
precedences.

Precedence compare/3

=≻ℱ ∀, ≡ :greater

≡≻ℱ ∀ ≻ℱ= :incomparable

𝜆𝜄, 𝜄. 2 =⟨𝜄⟩ 1 𝜆𝜄, 𝜄. ∀𝜄→𝑜. 1(3) ≡ 1(2)

Table 5.5 compares the two under two precedences.
With = above the connectives the encoding introduces, the pair is oriented left

to right, so the expansion may be used as a rewrite and rewriting with it terminates.
Reversing the precedence yields :incomparable rather than the opposite orientation,
since contracting the encoding back to =would raise the head’s rank without decreas-
ing anything else. Orientability of a definitional expansion is therefore a property
of the precedence, and the precedence does not make the contraction available by
being reversed.

The prover’s own precedence is &:erlang.phash2/1, which ranks = at 25,810,966
and ∀ at 106,440,513, so under the default parameters this pair is :incomparable

and the expansion is not available as a rewrite. Whether any particular definitional
expansion is orientable is thus arbitrary under the default, though stable across runs,
and a user who wants a specific expansion oriented has to supply a precedence
that puts its head symbol on top. Nothing in Chapter 3 depends on this: Leibniz
expansion is a tableau rule with its own cost, and the order gates demodulation alone.

5.6 No Transitivity: One Pair at a Time
An important caveat, because it shapes how the prover is allowed to use the order:
NCPO-LNF is not (yet known to be) transitive [NM25a]. It is well-founded and
stable, the two properties a reduction order needs, but transitivity is an open question.
The practical consequence is sharp: the order may be used to decide the orientation
of one pair at a time, but must not be used as a comparator to sort a list of terms or to
build a total order over a set, because sorting silently assumes transitivity. ShotTo’s
public surface reflects this: it offers gt?/3, geq?/3, and a four-valued compare/3, but
no sort and no claim of a total order.

The limitation is a property of the order and cannot be avoided by the prover.
What the prover can do is confine every use to pairwise orientation decisions, which
is all demodulation and connective normalisation actually require. The next section
is how that confinement is arranged.

5.7 The Total Prover-Side Wrapper
The paper’s order is sound but partial: for many pairs it answers neither 𝑠 ≻ 𝑡
nor 𝑡 ≻ 𝑠. ShotTo.compare/3 reports this as a fourth verdict, :incomparable, along-
side :greater, :less, and :equal. Partiality is appropriate when the question is
whether ℓ may be rewritten to 𝑟, since the safe answer for an incomparable pair
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is to block the rewrite, and unhelpful when the question is which of two com-
mutative arguments is the canonical left, where any deterministic answer suffices.
ShotTx.Prover.TermOrder addresses both cases with two separated layers.

The sound layer. strict_gt?/3 is a direct passthrough to ShotTo.gt?/3, NCPO-
LNF unmodified. By the paper’s Theorem 2 the pair (NCPO-LNF, CPO) is a 𝛽𝜂-normal
higher-order reduction order: well-founded on 𝛽𝜂-long-normal terms, monotone, and
stability-compatible under 𝛽𝜂-long-normal substitutions. This is the only decision
suitable for gating a rewrite. It may return false both ways for the same pair, and
every caller must be prepared to block the step in that case.

This is what Chapter 3’s demodulation relies on. ShotTx.Prover.Demodulation

rewrites a subterm to an equation’s right-hand side only when TermOrder.strict_

gt?(lhs, rhs, order) holds. Every rewrite step strictly decreases the term in a
well-founded order, so rewriting to normal form terminates, and equations that fail
the strict gate contribute no rewrite rule at all (demodulation.ex). The termination
argument is therefore a local invariant enforced at each rewrite rather than an
external claim about the prover. The order is one of the two independent filters on
Chapter 3’s ℰ(𝐵); the other, groundness, is a refutational condition and has nothing
to do with the order.

The heuristic layer. compare/3 and gt?/3 wrap ShotTo.compare/3 and, only
on :incomparable, break the tie deterministically, first by alphabetic order on the
printed term, then by the raw integer term IDs. The result is total and decidable, but
is not in general a reduction order: it is not guaranteed well-founded or monotone.
Its sole use is to pick a canonical direction where any consistent choice suffices, and
it must never gate a rewrite.

The prover uses this heuristic layer in exactly two places, both cosmetic. orient_
pair in branch.ex stores an equation ℓ = 𝑟 by trying strict_gt? in each direction
first, and only if both fail falls back to the heuristic gt? to pick a storage direction.
The connective-canonicalisation cases (∨, ∧, ≡, =) use gt? purely to decide whether
to swap the two sides into a fixed order; that pass is governed by the orient param-
eter. :none (the default) skips it entirely, :shallow normalises only each formula’s
outermost connective, :deep recurses bottom-up through every nested commutative
connective, including those inside atom arguments. In both places the choice affects
which syntactic representative is stored, never whether a logically-significant rewrite
fires. Conflating the two layers would be the classic superposition bug: orienting a
rewrite by a non-well-founded relation, and losing termination. Keeping them apart
should keep demodulation sound.

The two layers can be made to diverge. Under a precedence that leaves two
unrelated constants incomparable, the sound layer refuses to orient the pair while
the heuristic layer still returns a deterministic direction. With 𝑎 and 𝑏 equivalent in
precedence (both rank 0) and unrelated by structure, NCPO-LNF cannot orient {𝑎, 𝑏}
either way:

sound_a_gt_b: false

sound_b_gt_a: false

heuristic_compare: :less

Both strict_gt? queries are false. NCPO-LNF declines to orient the pair, so
demodulation between 𝑎 and 𝑏 is correctly blocked. The heuristic compare still
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returns :less (here by alphabetic tie-break, 𝑎 < 𝑏), which is fine for choosing a
canonical connective side and would be unsound as a rewrite gate.

5.8 Summary and Forward Pointers
NCPO-LNF gives the tableau a higher-order reduction order that is well-founded
and stable, enough to make demodulation terminating and sound. The order is
decided pairwise as a boolean predicate over fixed parameters rather than solved
as an SMT termination problem. The prover consumes it at two strengths: the
sound, partial strict_gt? gates every rewrite, and a total heuristic extension is
confined to cosmetic orientation of commutative connectives. Its main open problem,
non-transitivity, is contained by only ever asking pairwise questions.

Why the stability property is required rather than incidental is shown in Chap-
ter 6: because branch-level rules never commit free-variable substitutions and the
substitution arrives only later, from global reconciliation, an orientation decided on
a branch must survive that late substitution. Chapter 8’s ablation study varies the
parameters of this order (constant precedence, status, the accessibility and basic-
ness fallbacks) among its parameters, measuring how much orientation strength the
prover actually needs.



CHAPTER 6

A Concurrent Actor-Based Architecture

6.1 Overview
The previous three chapters described a calculus and its term-level machinery:
tableau rules that expand a branch (Chapter 3), a unification procedure that de-
cides disagreement (Chapter 4), an order that gates rewriting (Chapter 5). None of
them said how the search is run. This chapter does, and the answer is the thesis’s
central contribution: the search is run by a pool of concurrent actors on the BEAM
[Arm03], coordinated through shared memory and a published stream of evidence,
in place of the single backtracking loop a sequential implementation would use.

The design follows from a single logical constraint: the rigidity of free variables
across branches, which forces a separation between what a branch may decide locally
and what must be decided globally. Once that separation is made, the global decision
is a distinct process, the local expansions may proceed in parallel, and the resulting
structure is an actor system. The chapter is organised around that argument: first
the constraint, then the architecture it implies, then the message flow that ties it
together, and finally the two peer agents that exploit the same evidence stream for
satisfiability and heuristic guidance.

6.2 The Rigid Variable Problem
The design follows from one fact about free-variable tableaux [Fit96, Häh01]. When
the 𝛾-rule instantiates a universally quantified formula, it introduces a free variable
𝑋 standing for a witness to be determined later, and branch closure then amounts to
finding a substitution that makes complementary literals unify. The variable is rigid :
it denotes the same term everywhere it occurs. If the left branch of a split closes
only under 𝑋 ↦ 𝑎 and the right branch closes only under 𝑋 ↦ 𝑏 with 𝑎 ≠ 𝑏, the
tableau is not closed, because no single 𝑋 satisfies both. A proof requires one global
substitution that closes every open branch simultaneously. This is what makes naive
parallelism unsound.

Proposition 6.1 (Unsoundness of locality for rigid variables). A branch that commits
to a local substitution 𝑋 ↦ 𝑡, using it to close itself, can render the whole search either
unsound or incomplete: unsound, if a sibling branch later closes under a substitution
inconsistent with 𝑋 ↦ 𝑡 yet the search reports success; incomplete, if the local commit-
ment pre-emptively constrains a variable that a sibling needed to bind differently, so
that a global solution which exists is never found.

Proof. Take the split of the preceding paragraph, in which the left branch closes only
under 𝑋 ↦ 𝑎 and the right only under 𝑋 ↦ 𝑏 with 𝑎 ≠ 𝑏. If each branch applies
its own substitution and reports itself closed, the search reports the tableau closed
although no single instance of 𝑋 closes both branches, so a satisfiable set is refuted.
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If instead the left branch’s commitment is imposed on its siblings, the right branch
is searched under 𝑋 ↦ 𝑎 alone, and a global substitution closing every branch by
binding 𝑋 elsewhere lies outside the space searched, so a refutation that exists is not
found. □

The consequence is a strict discipline, stated identically across the prover’s
rewriting and branch modules:

No branch-level rule may commit to a value for any free variable. Every 𝜃-commitment
is recorded as evidence, not applied. The reconciliation of all such evidence into a
single global pre-unifier is performed elsewhere, once, over all open branches at
once. This is why Section 3.6’s demodulation admits only rewrites with the empty
matcher (the equation’s LHS must be structurally identical to the target, no 𝜃), and
why Section 5.2’s order must be stable under substitution: an orientation decided on
a branch has to survive the global substitution that arrives later.

Read architecturally, the discipline partitions the work into two kinds. Local,
parallelisable work: expanding a branch by the tableau rules, collecting the literal
pairs that could close it. Global, serialised work: taking the closure options from all
branches and finding one substitution that satisfies them together. The first kind has
no cross-branch dependency, since a branch expands using only its own formulas,
so any number of branches may be expanded at the same time; how many processes
are used to do so is an independent decision, taken in Section 6.4. The second
kind is a single constraint-satisfaction problem over shared state. The architecture
implements that partition, and the rest of the chapter describes its realisation on
OTP.

6.3 The Supervision Tree
A proof is a session. Each call to the prover starts a fresh supervision tree,
runs the search, returns the verdict, and tears the tree down. The tree’s
shape encodes the local/global partition directly, and it is declared in one place
(SessionSupervisor.init/1) whose child list is given verbatim in Listing 6.1, since
the order of the children and the restart strategy both matter.

The EtsKeeper is first because it owns the session’s shared, public ETS tables
(:work_queue, :idle_queue, :tombs, :traces, :provenance, :stats, :suggestions)
and every other process fetches its table references from it. Next come the
Task.Supervisor that isolates the asynchronous CSP dispatches, the Manager that
orchestrates the search, and the three peer agents: the ContradictionAgent (𝒞𝒜),
the SuggestionAgent (𝒮𝒜) and the ModelAgent (ℳ𝒜), which are named by those
symbols throughout. The worker pool’s DynamicSupervisor is last. Figure 6.1 shows
the same tree.

Both the order of children and the restart strategy carry meaning.
SessionSupervisor uses :rest_for_one: children are started in the listed or-
der, and if one crashes, it and everything started after it restart, while everything
started before it stays untouched. The EtsKeeper comes first so that it survives a
crash of any downstream process, since the tables holding statistics, traces, and the
work queue outlive a Manager or agent failure and remain available for post-mortem
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1 children = [

2 {ShotTx.Prover.EtsKeeper, {session_id, params}},

3 {Task.Supervisor, name: via(session_id, :task_supervisor)},

4 {ShotTx.Prover.Manager, {session_id, formulas, defs, params}},

5 {ShotTx.Prover.ContradictionAgent, {session_id, params}},

6 {ShotTx.Prover.SuggestionAgent, {session_id, params}},

7 {ShotTx.Prover.ModelAgent, {session_id, params}},

8 # DynamicSupervisor for the worker pool (started last)

9 worker_pool_child(session_id)

10 ]

11

12 Supervisor.init(children, strategy: :rest_for_one)

Listing 6.1: ShotTx.Prover.SessionSupervisor.init/1 (children, in start order)

EtsKeeper

owns session tables

Task.Supervisor

async CSP dispatches

Manager

orchestration + deepening

ContradictionAgent

global closure (CSP)

SuggestionAgent

heuristic hints (opt-out)

ModelAgent

satisfiability probes (opt-in)

DynamicSupervisor

worker pool

SessionSupervisor

:rest_for_one

Worker 1

Worker 2

Worker 𝑁

Figure 6.1: The session supervision tree. The EtsKeeper is started first, so it survives a
crash of any downstream process; the worker pool’s DynamicSupervisor is started last.

inspection. The worker pool comes last, under its own DynamicSupervisor, because
workers are the most numerous and the most disposable.

ShotTx.Prover.SessionSupervisor.init/1 lists these children in this order, with
strategy: :rest_for_one. The whole tree is addressed through a Registry keyed
on {session_id, name}, so multiple proof sessions run concurrently in one VM
without colliding. The prover is itself safe to call from parallel callers. The public
ShotTx.Prover.prove/* starts one tree under the top-level ShotTx.SessionSpawner,
blocks synchronously on the Manager until the search terminates, and lets the tree
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shut down.

6.4 Pure Branch Logic, Stateful Shell
Workers are where the tableau rules actually fire, and their design is the second
decision of consequence after the rigidity discipline. A worker is a long-lived process
that repeatedly steals a branch from the work queue, expands it one step, and deals
with the result. The expansion itself, however, is written as a pure function that
touches no process state and performs no side-effects; it returns a description of
what should happen, and the worker carries it out (Outbox pattern [HW03]).

Branch.step/4 takes a branch and the current search bounds and returns one of
a fixed set of results, each a plain data value. The calculus is Chapter 3’s rule set, and
the result kinds are only the shapes into which the shell must dispatch:

• {:continue, branch', effect}: the branch advanced; effect is a (possibly
empty) intended side-effect for the shell to run;

• {:split, a, b}: a 𝛽-style branch into two siblings;

• {:instantiate, branches}: a constant/parameter instantiation fan-out into
several branches;

• {:closed, branch'}: the branch closed by a ground contradiction;

• {:idle, branch'}: the queue is empty but 𝛾-rules are parked; wait for deep-
ening;

• {:saturated, {defs, literals}}: the queue is empty and model_certain?/2
holds: the branch is open, and its literals are a candidate countermodel;

• {:exhausted, branch'}: the queue is empty and model_certain?/2 fails: no
rule remains, but satisfiability is undecided.

This purity makes the concurrency tractable. Because step/4 is a pure function
of a branch, a branch can be moved between processes freely, re-run deterministically,
traced without instrumentation, and reasoned about in isolation from the scheduler.
All the genuinely hard concurrency lives in the thin shell that interprets the seven
results; the logic of the calculus is contained in a function that is independent of any
process.

ShotTx.Prover.Branch is documented as the pure functional core.
ShotTx.Prover.Worker is the shell: checkout_work/1 steals a {priority_key,

branch} from the :work_queue ETS table, step/4 runs, and handle_step_result/2

dispatches. Splits and instantiations push their new branches back onto the
queue with push_work/3; every lifecycle result also publishes the branch’s trace
to the :traces table and broadcasts an evidence message (below). The two effect
kinds a :continue may carry ({:notify_ca, clashes} and {:record_provenance,

records}) are exactly the two writes a branch is allowed to request but not perform
itself. To stay responsive, a worker yields after a bounded number of steps rather
than running a branch to completion, so no single branch can starve the pool.
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Theworker never binds a free variable. When a branch discovers that a literal pair
would close it under some unifier, the worker broadcasts {:local_clashes, branch_

id, clashes} without unifying or committing, and moves on. The commitment is
the concern of 𝒞𝒜.

6.5 The Evidence Stream
The channel between workers and 𝒞𝒜 is a published stream rather than a direct
call. Every worker, on every branch lifecycle event, broadcasts one message to a
per-session PubSub topic named branch_evidence_<session>. Two agents subscribe
to that topic and receive every message independently; neither the worker nor the
topic knows who is listening.

The published events are exactly the branch lifecycle: {:branch_split, parent_

id, child_ids}, {:branch_closed, branch_id}, {:branch_saturated, branch_

id, {defs, literals}}, {:branch_exhausted, branch_id}, and {:local_clashes,

branch_id, clashes}.
Publishing rather than calling decouples the two sides, at a cost the design accepts

explicitly. Because the worker-agent edge is a broadcast, not a synchronous call,
the BEAM’s per-pair message-ordering guarantee no longer serialises events across
different workers. A :branch_closed for a child can arrive at a subscriber before the
:branch_split that announced the child existed. Both 𝒞𝒜 and 𝒮𝒜 are written to
tolerate exactly this: the split handler excludes any child already recorded as closed,
and the closure handler tolerates branches it has never seen as active. The strict
ordering guarantee is given up in exchange for the decoupling a published stream
provides, and the cost is borne by defensive handlers rather than by a synchronisation
point.

The broadcast goes through a Registry dispatch on ShotTx.Prover.PubSub to the
"branch_evidence_#{session_id}" topic (Worker.broadcast_evidence/2); 𝒞𝒜 and
𝒮𝒜 each Registry.register on that topic in their init/1. The moduledoc names
the out-of-order case: a child’s closure overtaking its parent’s split, and both handlers
guard against it. Manager commands (:settle, :verify_all_closed, :verify_csa,
:verify_exhausted) still arrive as direct GenServer calls and casts, because those are
coordination, not evidence: the distinction between broadcast evidence with many
subscribers and a direct command with one recipient is maintained throughout the
design.

6.6 Global Closure as Constraint Satisfaction
𝒞𝒜 accumulates, from the evidence stream, one thing per open branch: the set of
literal pairs that could close that branch, each pair carrying the unification problem
whose solution would close it. Global closure is then a constraint-satisfaction prob-
lem: choose, for each open branch, one of its closing options, such that the chosen
options’ unification problems have a common solution.

Here the architecture reuses the procedure of Chapter 4. The CSP is solved
without a bespoke solver, by handing the union of the chosen options’ equations
to the very pre-unification procedure of Chapter 4 and asking for a single solution.
If one exists, it is a global pre-unifier closing every branch; if none does across all
choices, the tableau is not yet closed.
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Definition 6.2 (Global closure). Let each open branch 𝑏𝑖 contribute a set 𝑂𝑖 of closing
options, each option a set of unification equations. A global closure is a choice 𝑜𝑖 ∈ 𝑂𝑖
for each 𝑖 together with a single pre-unifier Θ of ⋃𝑖 𝑜𝑖. The tableau is closed iff such
a choice and pre-unifier exist.

𝒞𝒜’s internal find_global_closure/2 sorts the per-branch option lists by size, forms
their cartesian product lazily, and for each combined choice runs ShotUn.unify(Enum.
concat(choice), depth) |> Enum.take(1), which is Chapter 4’s lazy stream, asked
for its first element. The first choice whose union unifies is returned. Two measures
bound the work: the cartesian product is a lazy Stream, so it stops at the first success
without materialising every combination, and the unification stream is truncated
at one solution, so the CSP decides existence rather than enumerating solutions.
The search depth is the session’s unification_depth, the same bound Chapter 4
described, so raising it under iterative deepening deepens both the branch-level and
the global unification in lock-step.

A closed branch is removed from the active set the moment its closure is recorded:
a closed branch no longer constrains the CSP, and leaving it in would force the
solver to pick a dummy option for it, inflating the cartesian product. When the
active set empties, every leaf is closed and the tableau is closed under the empty
substitution, reported internally as :unsat (the negated conjecture is unsatisfiable,
i.e. the conjecture is a theorem).

The CSP is dispatched on a supervised Task (this is what the Task.Supervisor in
the tree is for) so that a long solve does not block 𝒞𝒜 from ingesting new evidence,
and it runs eagerly after every clash or split as long as no other solve is in flight. The
prover attempts closure at the earliest point at which the evidence permits it, rather
than only when the search stalls.

6.7 The Message Flow
The components combine into a single message sequence. Figure 6.2 traces one
branch from checkout to a global closure that ends the session. It is the prover’s
principal execution path: the worker expands and broadcasts, 𝒞𝒜 accumulates and
solves, the Manager adjudicates and returns.

Three features of this flow determine the architecture’s behaviour. First, the
worker and 𝒞𝒜 never call each other. The worker’s only outbound communication
about closure is a broadcast; 𝒞𝒜’s only inbound is a subscription. Either could be
replaced, duplicated, or (in 𝒞𝒜’s case) joined by a second subscriber without any
modification to the worker. That is what 𝒮𝒜 and ℳ𝒜 do. Second, the CSP fires
eagerly and asynchronously. Every piece of new evidence can trigger a solve, and
the solve runs on a Task so 𝒞𝒜 remains responsive. The prover therefore attempts
termination continuously and is never serialised on the closure check. Third, the
Manager’s role in the steady state is small (seed, spawn, adjudicate the final result)
and grows only when the search stalls.

6.8 Iterative Deepening
The search bounds of Chapter 3 (the 𝛾-instantiation limit and the primitive-
substitution depth) are not fixed for a session. They start low and are raised when
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the search saturates, so shallow proofs are attempted first and the cost of greater
depth is incurred only when no shallow proof exists. In this architecture, deepening
is a coordination event that leaves the existing branches in place.

When a worker finds no applicable rule within budget, it parks the branch on
the :idle_queue and reports idle to the Manager. When all workers are idle, the
Manager adjudicates before it deepens, and what it does depends on why the pool
stalled. If some branch saturated, it asks the CA to check the candidate countermodel.
If branches are merely parked, it asks the CA to settle: one last CSP over the parked
state, in case a global closure exists that no single branch could see. Only if that
fails does it increment the 𝛾 and prim-subst limits and broadcast {:wake_up, new_

gamma, new_prim_depth} to the workers, which pull their parked branches back off
the idle queue and resume from where they stopped. If nothing is parked but some
branch is exhausted, it asks for one final closure check before answering :unknown;
and if nothing is parked or exhausted, every branch is closed and it asks the CA to
verify that. Nothing is recomputed in any of these paths; deepening is applied at the
frontier where the previous bound was exhausted.

Manager.check_and_trigger_deepening/1 fires when the idle-worker set becomes
full and dispatches on that four-way condition, in the order saturated, parked, ex-
hausted, all-closed; parked branches are checked before exhausted ones because an
exhausted branch is a dead end for itself, not for the tableau. deepen_or_report_
unknown/1 either reports :unknown (if iterative deepening is disabled, which is an
ablation parameter) or raises the limits and wakes the pool. The settle call is bounded
by whatever remains of the proof’s own deadline rather than run to completion:
while the Manager blocks on it, it cannot process its own :timeout, and the CSP it is
waiting for is an exponential cartesian product. Giving up on a settle is safe, a late
answer is treated as :open, which merely deepens or falls through to the timeout
already queued behind it. Because parked branches retain their full state on the
idle queue, and because the :settle path reuses the same eager CSP machinery, the
stall-settle-deepen cycle adds no recomputation: it is the same processes and the
same tables, only deeper.

6.9 The Peer Agents
The evidence streamwas built for 𝒞𝒜, but nothing about it is specific to 𝒞𝒜. Because
closure evidence is published, other processes can subscribe to the same stream and
do other things with it, without the workers needing to know. The prover ships
two such peers, 𝒮𝒜 and ℳ𝒜, and they are the clearest demonstration of what the
published-evidence design permits. Chapter 7 treats both in full, alongside the proof
reconstruction that reads the same tables; this section establishes only what the
architecture needs.

The suggestion agent 𝒮𝒜 runs a strictly weaker unification than 𝒞𝒜: pair-level
only, never the multi-branch CSP. Where 𝒞𝒜 asks for a pre-unifier Θ closing all
branches simultaneously, 𝒮𝒜 asks heuristically for a variable instantiation that closes
some other branch. It turns each resulting 𝑋 ↦ 𝑡 into an instantiation hint using the
:provenance table to recover which quantifier introduced 𝑋 and on which branch,
and publishes the hint into the :suggestions table. Workers, on checking out a
branch, splice applicable hints in as cheap synthetic instantiation steps, priced at
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2 alongside the 𝛼-rules. The whole mechanism sits behind suggestions_enabled,
which is on per default. Setting it to false is the ablation: 𝒮𝒜 then does not
even subscribe, and the prover’s behaviour is that of 𝒞𝒜 plus workers. A second
parameter, suggestion_cascade_ceiling (3), bounds the feedback loop in which an
applied suggestion produces fresh clashes, hence fresh unifiers and fresh suggestions:
each hint may be spliced at most that many times across all descendants of the branch
on which it originated.

𝒮𝒜 is more than an optimisation, for a reason that follows from the rigidity this
chapter opened with. A branch never applies a substitution to itself; the substitution
lives in 𝒞𝒜’s solution and arrives, if at all, only at the end. The branch therefore
never sees the structure that applying Θ’s substitution 𝜃 would have introduced: the
new redexes, the new heads, the new candidate closing pairs that only exist once
𝑋 has become 𝑡. The calculus can still reach that structure, but only through 𝛾 and
primitive substitution, which enumerate blindly and are the two most expensive
rules it has. 𝒮𝒜 reaches the same structure at lower cost: it takes a substitution that
some other branch’s evidence has already shown to be plausible and offers it here
as an ordinary instantiation step, so the structure appears without an enumeration
step.

The model agent ℳ𝒜 is 𝒞𝒜’s dual. 𝒞𝒜’s goal is global closure (the conjecture
is a theorem); ℳ𝒜’s goal is satisfiability (the conjecture has a countermodel). It peri-
odically enumerates the open, saturated branches and dispatches each to an external
model finder through a pluggable backend; a :sat verdict on any branch terminates
the session with a confirmed countermodel, reported to the Manager through the
same idiom 𝒞𝒜 uses. Its backend is a behaviour connecting to a Isabelle/Nitpick
server or staying passive, selected by model_agent_backend (:none by default). ℳ𝒜
is evidence that the architecture generalises: the same published stream feeds a
prover of theorems and a finder of countermodels, running side by side.

Both peers Registry.register on branch_evidence_<session> exactly as 𝒞𝒜 does,
and both are children of the SessionSupervisor peer to 𝒞𝒜. 𝒮𝒜’s hints flow
worker→(evidence)→ 𝒮𝒜 →:suggestions table→worker, which is a full loop
through shared memory that never touches 𝒞𝒜. ℳ𝒜 isolates each backend probe
on a supervised, monitored Task, so a crashing model finder frees its branch for
re-probing rather than blocking ℳ𝒜, and it skips branches whose frontier is smaller
than model_agent_min_frontier (3) or larger than model_agent_max_frontier (100),
with at most model_agent_max_in_flight (2) probes outstanding. The default con-
figuration runs workers, 𝒞𝒜 and 𝒮𝒜, with ℳ𝒜 inert at model_agent_backend:
:none. Each of the three (contradiction_agent, suggestions_enabled, model_

agent_backend) is an independently ablatable layer. Chapter 8 ablates the first
two; ℳ𝒜 stayed at :none throughout that study, so its contribution is not measured
there.

6.10 A Proof, End to End
Everything above runs behind a single synchronous call. The public prove/* entry
point starts the session tree, blocks on the Manager, and returns a verdict once the
search terminates. We prove a small higher-order theorem and inspect the result:
(∀𝑋 . 𝑝(𝑋)) ⊃ 𝑝(𝑎), a one-𝛾, one-branch theorem.
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(1)  given  ¬((∀𝑋. p 𝑋) ⊃ (p a))

(2)  ∀𝑋. p 𝑋
(¬⊃  on  1)

(3)  ¬(p a)

(¬⊃  on  1)

(4)  p 𝑋
(∀  on  2)

⊥

(4,  3)

Global  Substitution:
∙   𝑋   ↦   a

Figure 6.3: The reconstructed proof of (∀𝑋 . 𝑝(𝑋)) ⊃ 𝑝(𝑎).

Verdict: THM

The negation is unsatisfiable, so the conjecture is a theorem. prove/* returns
more than a verdict, however. On success it returns {:thm, %ShotTx.Proof{}}, a
reconstructed derivation (Chapter 7 builds these from the :traces table). We can
render that actual proof object as a tree, so what the concurrent search found is
shown as an ordinary textbook derivation, as in Figure 6.3.

Behind this one tree: the Manager seeded the negated conjecture, a worker applied
¬⊃ to split off ∀𝑋. 𝑝 𝑋 and ¬(𝑝 𝑎), the 𝛾-rule introduced a fresh𝑋 for the universal, the
worker broadcast the clash {𝑝 𝑋 , ¬𝑝 𝑎}, 𝒞𝒜’s CSP handed {𝑝 𝑋 ?= 𝑝 𝑎} to ShotUn.unify
and got [𝑋 ↦ 𝑎], and that global substitution (closing the single open branch) was
reported back and reconstructed into the derivation shown. The unifier in the proof’s
substitution is the one Chapter 4 produces for this disagreement: local expansion,
published clash, global unification.

For a theorem with a genuine branch split, the same machinery does strictly
more. Several branches broadcast clashes, and the CSP must find one pre-unifier Θ
satisfying all of them at once. The shape of the interaction is unchanged. Whether
the tableau has one open branch or many, closure is always collecting the options
and unifying their union.

6.11 Discussion
The architecture follows from the rigidity constraint by a chain of steps, each a
consequence of the one before it. Rigidity requires closure to be decided globally. A
global decision over shared evidence is taken by a single serial process. The branch
expansions feeding that decision carry no mutual dependency and admit parallel
execution. Parallel producers and a shared consumer are decoupled by a published
stream, and a stream that exists for one consumer admits further ones at negligible
cost, which is what makes a countermodel finder and a heuristic guide available.
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The BEAM supplies cheap processes, supervised failure isolation and shared ETS, so
each step of the chain is inexpensive to realise.

The result is a prover whose logic lives in pure functions (the calculus of Chap-
ters 3 to 5) and whose coordination lives in a small number of OTP processes, joined
at one point: where a branch’s local clash becomes global evidence. Chapter 7
follows the parts this chapter has only placed: the two peer agents 𝒮𝒜 and ℳ𝒜,
and the proof reconstruction that reads the :traces table. Chapter 8 measures the
contribution of each component, ablating the agents, the deepening, and the eager
CSP one at a time.





CHAPTER 7

Peer Agents and Proof Reconstruction

7.1 Overview
The observation Chapter 6 closed on was not developed there: once closure evidence
is published rather than called for, a second consumer costs nothing. The workers
broadcast, 𝒞𝒜 subscribes, and any further process registering on the same topic sees
the same stream without a line of the worker changing. This chapter develops the
three components on the other side of that stream.

Two of them are the peer agents Chapter 6 placed but did not open. 𝒮𝒜 turns
evidence about one branch into a cheap instantiation hint for another. ℳ𝒜 turns a
saturated branch into a satisfiability probe against an external model finder. Neither
is required for the calculus to be complete, and both are ablatable, which is what
makes them measurable in Chapter 8.

The third component reads a different shared table. Every branch writes its own
derivation history to :traces as it proceeds, and a session ending in a verdict has,
in that table, what is needed to rebuild the derivation as a textbook object. Proof
reconstruction makes the result of the concurrent search checkable: whatever route
the population of workers took, the artefact returned is an ordinary tableau proof.

The lineage of this design is set out in Section 1.4: Ω-Ants and its resource-
adaptive form OANTS [BS98, Sor01, BSJK08], the cooperative use of an external
reasoner in LEO-II [BSJK05, BPTF08], and the agent framework of Leo-III on the
LeoPARD substrate [SWB16, BSW17, WSB15]. Two differences bear on the agents
of this chapter. In Ω-Ants the blackboard is the coordination point and the agents
exist to fill it, whereas here the shared tables are passive and coordination happens
through a broadcast, so an agent is added by subscribing rather than by registration
with a scheduler. Ω-Ants agents also suggest the next command to a proof planner,
whereas 𝒮𝒜 and ℳ𝒜 never direct the search: one publishes hints that workers may
ignore, the other answers a question the search did not ask.

7.2 The Suggestion Agent
A branch never applies a substitution to itself. Chapter 3’s rules are binding-free
by construction and Chapter 6’s workers may not commit to a value for any free
variable, so the pre-unifier Θ closing the tableau lives in 𝒞𝒜’s solution and arrives,
if it arrives, at the end. The consequence is easily overlooked: the branch never
observes the structure that applying Θ’s substitution 𝜃 would have introduced. Once
𝑋 becomes 𝑡, new redexes appear, heads that were flexible become rigid, and formulae
that were opaque become decomposable. Each of those is a rule application the
branch could have made, and a closing pair it could have found. This is the cost at
which rigidity secures soundness under parallel search.

The calculus can still reach that structure. It reaches it through 𝛾, which enu-
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merates instances, and through primitive substitution, which enumerates general
bindings. Both are the most expensive rules in Chapter 3’s cost table, and both enu-
merate blindly. 𝒮𝒜 reaches the same structure at lower cost, by taking a substitution
that another branch’s evidence has already shown plausible and offering it here as
an ordinary instantiation step.

Definition 7.1 (Instantiation Hint). Let 𝜑, 𝜓 be a disagreeing literal pair reported
by some branch, and let 𝜎 be a pre-unifier of that pair. For each binding 𝑋 ↦ 𝑡 in
𝜎, let Φ be the matrix of the rule that introduced 𝑋 and 𝐵0 the branch on which it
was introduced. The pair (Φ, 𝑡) is an instantiation hint originating on 𝐵0. A branch 𝐵
admits the hint if 𝐵0 is a prefix of 𝐵, and applying it adds Φ(𝑡) to 𝐵 as an ordinary
instance.

The definition rests on three conditions, and each is a point at which no hint is
produced.

The first is the matrix. A hint is meaningful only if the quantifier that introduced
𝑋 can be identified again, which is what the :provenance table records: for every
fresh variable, the matrix, the source formula, the originating branch, and whether
the variable came from 𝛾 or from a prim-subst hole. Without that record a unifier
is a statement about terms; with it, a unifier becomes a statement about a rule that
some branch still has available.

The second is the originating branch, which is what makes reuse of a hint sound.
Hints are keyed by branch prefix, and a worker splices only those originating on an
ancestor of the branch it holds. A hint originating on a sibling is not admitted, since
the matrix it names need not exist there.

The third is the type. A hint is applied as an application of the matrix to the
term, so the term must inhabit the matrix’s argument type. A well-typed 𝜎 does
not guarantee this, because the holes of a general binding carry the binding’s types
rather than the quantified variable’s. Mismatches are dropped at publication.

The pipeline is five steps over one table. 𝒮𝒜 ingests {:local_clashes, branch_

id, pairs} from the topic 𝒞𝒜 also reads. It unifies each pair on its own and takes
at most one solution, since a multi-pair regime would be the CSP and the CSP
belongs to 𝒞𝒜; 𝒮𝒜 is therefore weaker than 𝒞𝒜 by construction. Each binding of
the resulting 𝜎 is looked up in :provenance, type-checked against the matrix, and
written to the :suggestions table under the key {birth_branch, recipe, term}

with :ets.insert_new/2, so a hint published twice is stored once. A successful
insert dispatches :work_available, which wakes idle workers instead of leaving
them to the next scan.

Splicing happens at checkout and at yield rather than at publication. A worker
holding a branch traverses its own ancestor prefixes, matches them against the ta-
ble, and injects {:suggested_instantiate, recipe, term} onto the branch’s queue.
The synthetic rule is priced at 2, cheaper than 𝛾 and far cheaper than prim-subst,
but dearer than the atomic rule at 1, so a hint never preempts closure detection on a
branch about to close.

Dropping a type-mismatched hint costs nothing. A hint is a search shortcut, and
this one names no formula the branch could hold. Publishing it would raise inside
rule application, on a different branch from the one that produced the evidence, and
cost that branch its verdict.
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Definition 7.2 (Cascade). A spliced hint may produce fresh disagreements, hence
fresh pre-unifiers, hence fresh hints. The cascade depth of a hint is the number of
times it has been spliced across all descendants of its birth branch, and splicing is
refused once that depth exceeds a fixed ceiling.

The ceiling is suggestion_cascade_ceiling, default 3. The counter occupies a fixed
position in the suggestion row and is bumped with :ets.update_counter/3 at the
splice site, in a single atomic operation: two workers racing for the last slot cannot
both take it, and no lock is required. This closes the feedback loop between 𝒮𝒜 and
the workers, which runs from worker to evidence to 𝒮𝒜 to the :suggestions table
and back to a worker, entirely through shared memory and without touching 𝒞𝒜.

𝒮𝒜 never declares closure. Pair-level search cannot witness a multi-branch
closure, so :unsat remains 𝒞𝒜’s alone, and the worst a wrong hint can do is waste a
step. That asymmetry is why the agent is safe to leave on by default: it can only add
formulae the 𝛾-rule was entitled to add.

The ablation is a single flag. Running one problem both ways shows the verdict
unchanged and the route different, for the conjecture (∀𝑋 . 𝑝(𝑋)) ⊃ ((𝑝(𝑎)) ∧ (𝑝(𝑏))):

• suggestions_enabled: true gives THM

• suggestions_enabled: false gives THM

Both rows report THM. 𝒮𝒜 is a heuristic over a complete calculus, so switching it off
may cost steps but never the verdict; a discrepancy here would indicate a bug in the
splice rather than a property of the problem. Chapter 8 runs the comparison across
the TPTP corpus, where the quantity recorded is the number of problems solved; the
per-rule counters that would show the 𝛾-instantiations avoided are not written to
the sweep’s rows.

7.3 The Model Agent
ℳ𝒜 inverts the question. 𝒞𝒜 collects evidence towards a global pre-unifier Θ
closing every branch, while ℳ𝒜 takes a single branch that has stopped producing
rules and asks an external tool whether it describes a model. A :sat verdict on any
branch ends the session, because one satisfiable branch witnesses satisfiability of the
whole input. Consulting an external reasoner about a subproblem and integrating
the verdict that comes back is the arrangement LEO-II uses for its first-order backend
[BSJK05, BPTF08]; what differs here is that the external system is asked for a model
rather than for a refutation.

This is a separate agent rather than a check inside the branch because of the
boundary drawn in Chapter 3. model_certain? decides an under-approximation of
openness using only what the calculus can see, namely identity, bounded unifiability,
and the oriented equations of ℰ(𝐵), and it reports exhausted rather than open when-
ever extensionality would be needed to settle a pair. ℳ𝒜 decides some of those
exhausted branches by asking a tool that decides more than the calculus does.

Definition 7.3 (Frontier Projection). Write Fr(𝐵) for the frontier of a branch and
Def(𝐵) for its definition map. The frontier projection of 𝐵 is the problem whose
axioms are Fr(𝐵), whose definitions are Def(𝐵), and which has no conjecture. A
model of the projection is a model of 𝐵.
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The projection ships the frontier rather than Lit(𝐵), which is what the frontier exists
for. The frontier tracks what the branch commits to: a rule consuming its source
replaces it there, while 𝛾 and prim-subst leave their sources in place, because a fresh
instance is a hint rather than a new commitment. Paramodulants and 𝛾-fresh atoms
therefore reach Lit(𝐵) without entering the frontier, which suits a model finder, since
they are consequences and shipping them would enlarge the vocabulary the tool
must interpret. Constant declarations are derived from the axioms, with constants
occurring only in definitions added afterwards so their types are not lost, and the
axiom order is sorted so the emitted problem is deterministic.

The agent is a timer loop. Each element of it keeps an expensive external call
from becoming a bottleneck.

• It scans the live branches on a tick, reading them out of the shared work and
idle queues and discarding any whose ancestor has been tombstoned.

• A branch is eligible when its frontier is neither too small nor too large, when
its frontier version has advanced since the last probe of that branch, and when
no probe for it is in flight. Versioning stops the agent from re-asking the same
question, since a branch that has not changed its commitments will not answer
differently.

• Eligible branches are dispatched up to a cap on concurrent probes, each on a
supervised, monitored task.

• Verdicts arrive asynchronously. :sat ends the session, a backend error clears
the recorded version so the next tick retries, and anything else is dropped.

Both frontier bounds concern the model finder rather than the prover. A frontier
below model_agent_min_frontier (3) carries no information, since a branch assert-
ing a single atom is trivially satisfiable, and one above model_agent_max_frontier

(100) exceeds what finite model finders handle, since they scale poorly in vocabu-
lary. model_agent_max_in_flight (2) reflects that an Isabelle server serialises model
finding, so further concurrency only fills a queue.

Failure isolation is why the probes are async_nolink and monitored. A crashing
backend must not take the agent with it, and the :DOWN handler removes the branch
from the in-flight map so it becomes eligible again rather than remaining stuck. This
applies the supervision argument of Chapter 6 at the finest granularity the system
has, where the unit of failure is one probe on one branch.

The backend is a behaviour with two callbacks, split so a probe never blocks
the agent’s mailbox: a dispatch returning a handle immediately, and a wait on that
handle bounded by a time budget. Three implementations exist. :none is the default,
under which the agent starts, logs once, and never schedules a tick, so the layer
costs one idle process. A stub returning :unknown unconditionally is the safe choice
for tests. The Isabelle/Nitpick backend [BN10] sends the projected problem to a
warm server and runs nitpick[satisfy], which consumes the shape the projection
produces, namely axioms without a conjecture. Because the behaviour is a plain
callback module, a different finder is a new module and nothing further.
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When ℳ𝒜 is about to declare :sat it checks whether the session has already
been decided, and logs an error and emits telemetry if so. A simultaneous :sat from
ℳ𝒜 and :unsat from 𝒞𝒜 on a consistent problem is impossible, so the check does
not guard against a race. It is an alarm for a soundness bug in the frontier or in atom
decomposition, placed where such a bug would first become visible.

With the backend at its default, satisfiability is still reported for branches the
calculus can settle by itself, and the result carries a model rather than a derivation.
For the conjecture 𝑝(𝑎) ⊃ 𝑝(𝑏):

CSA

¬(𝑝 𝑏), 𝑝 𝑎

The verdict is CSA. The branch separates 𝑝 𝑎 from ¬(𝑝 𝑏) at an argument position
holding two distinct rigid base-type constants, which is the configuration a free term
model satisfies, so Section 3.1 calls the branch open without an external probe. ℳ𝒜
exists for the branches that fail that test and are reported exhausted.

7.4 Proof Reconstruction
The prover returns more than a verdict. On :unsat it returns a derivation tree, which
is rebuilt after the search from the trace records the branches wrote as they proceeded.
Recovering a readable derivation from a compact record of a search is the problem
expansion trees [Mil87] address for higher-order proofs.

Definition 7.4 (Trace). The trace of a branch is the sequence of entries (𝑠, 𝑟 , ̄𝑝), oldest
first, where 𝑟 is a rule applied on that branch, 𝑠 the formula it was applied to, and ̄𝑝
the formulae it produced. A branch that closed conditionally carries a final entry
naming the pair whose unification closes it.

Traces live in the :traces table, keyed by branch id, and are written by the worker
at every lifecycle event rather than at the end. A branch that is split or instantiated
publishes each child’s trace and deletes the parent’s, so the table holds the current
leaves and never accumulates a redundant interior. The history each branch carries
is recorded inside rule application, after the rule has run, so the produced list is exact
rather than predicted, and a closed branch’s trace includes the step that closed it.
Reconstruction reads the table once, at the end, from 𝒞𝒜’s own state.

Rebuilding a tree from a set of leaf traces takes two steps. The first turns a
trace into a linear sequence of events, discarding bookkeeping that has no place in a
derivation. The second merges those sequences into a tree by shared prefix.

Definition 7.5 (Linearisation). The linearisation of a branch’s trace is the sequence of
events obtained by mapping each entry to the formula it contributes to this branch,
dropping entries that contributed none. For a branching rule the contribution is
the alternative this branch took, selected by consuming one segment of the branch
identifier.

Branch identifiers encode the path through every split as suffixes, _A and _B for the
two sides of a 𝛽-rule and _I{idx} for the idx-th child of an (inst), so linearisation
reads the identifier as a stack and pops one segment at each branching entry. A trace
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can therefore be interpreted without the tableau, because the identifier records the
position.

Several entries linearise to nothing, and each corresponds to a step the calculus
did not take. A 𝛾 or prim-subst firing that produced no instances is a rule parked at
its limit. A tautology or contradiction verdict produced no formula. An (inst) with
an empty enumeration is the degenerate case of Section 3.8, where the rule reduces
to plain admission. The atomic rule appears only where it unfolded a definition,
which is why the definition unfolding of Chapter 3 surfaces in the finished proof as
its own unfold step.

Definition 7.6 (Derivation). Given the linearisations of all closed branches, the
derivation is built by grouping the sequences on their first event: sequences agreeing
there share a single step, and the construction recurses on their tails. A step whose
group splits into several distinct first events acquires one child per group.

Sharing by prefix is what merges the parallel runs into one derivation. Two branches
diverging at a 𝛽-rule share every step above it once and fork below it, and a run
without branching stays a single chain. The initial formulae, the assumptions together
with the negated conclusion, become given steps chained above the whole derivation,
and each step is numbered as it is created, so the sources of a step are line numbers in
the ordinary sense. Closure leaves cite the pair that closed them, and a countermodel
leaf carries the branch’s atoms and definitions instead of a formula. The seeded ⊤
and ¬⊥ of Section 3.8 are stripped from that leaf and from every reported model,
so the two entries every branch starts with are never mistaken for facts the search
established.

The conjecture Chapter 6 proved end to end can be rendered as text rather than as
a diagram, which shows the numbering and the sources directly, for ∀𝑋. 𝑝(𝑋) ⊃ 𝑝(𝑎):

1. ¬((∀(𝜆. 𝑝 1)) ⊃ (𝑝 𝑎)) [given]

2. ∀(𝜆. 𝑝 1) [¬⊃ on 1]

3. ¬(𝑝 𝑎) [¬⊃ on 1]

4. 𝑝𝑋 [∀ on 2]

5. ⊥ [4, 3]

Global Substitution: {𝑎/𝑋}

The proof object carries both components of the pre-unifier Θ = (𝜃, 𝐶) found by 𝒞𝒜:
the substitution 𝜃 and the residual flex-flex set 𝐶. The tableau is closed under 𝜃, and
𝐶 belongs to the answer rather than being omitted from it, since by the definition of
Chapter 4 every unifier of 𝐶 extends 𝜃 to a unifier of the closing equations. Chapter 6’s
rendering of the same object as a Mermaid tree presents this data under a different
formatter.

7.5 Discussion
The three components of this chapter differ in function and agree in how they attach
to the search. 𝒮𝒜 reads the evidence stream and writes a table that workers consult.
ℳ𝒜 reads the branch queues and writes to the Manager. Reconstruction reads a
table and writes nothing. None of them is called by the search, none can block it,
and each can be disabled by a flag or simply left unread.
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This bears out the property claimed in Chapter 6 rather than establishing a new
one: where closure is published rather than requested, an additional consumer costs
close to nothing. What remains open is whether these particular consumers reduce
search cost enough to justify their overhead, which Chapter 8 addresses for 𝒮𝒜
and 𝒞𝒜 by switching each off against a fixed baseline. ℳ𝒜 ran at model_agent_
backend: :none throughout that study, so neither its cost nor its contribution is
measured.





CHAPTER 8

Evaluation

8.1 Overview
The architecture of Chapter 6 and the rules of Chapters 3 to 5 were each introduced
with an argument for why they belong in the prover. This chapter measures what
each of them contributes, by switching one off at a time against a fixed baseline
and running the whole TPTP higher-order corpus at a uniform budget, and then
characterises the prover’s coverage on a smaller structured set against five reference
systems. Nothing measured here was tuned: every configuration is the default of
Chapter 6 with one value changed, each ran once, and no portfolio or per-problem
strategy selection took place, so the counts rank the components against one another
and are a lower bound on what the calculus reaches.

Three results carry the chapter. The contradiction agent 𝒞𝒜 accounts for roughly
half of all refutations, since disabling it costs 364 of 682 and nothing else in the matrix
is within a factor of four of that. Iterative deepening, demodulation, atom decompo-
sition, finite 𝑜-quantification and the initial 𝛾-limit each contribute measurably, and
eager definition unfolding improves on the default by 48 problems, while primitive
substitution, the suggestion agent 𝒮𝒜, instance-based 𝛾-expansion, the primitive
substitution batch size and the size of the worker pool all lie inside the run-to-run
band of about ten problems established in Section 8.3. The pool is the answer to the
question Chapter 1 left open: eight workers perform about three times the inference
of one within the same budget and solve two problems fewer, because the additional
inference widens the frontier of open branches without raising the rate at which
global closure is attempted, and global closure is what produces the refutations.

Every figure here is scored on refutations. Countermodel answers are reported
separately and are not counted as solves, for the reason given in Section 8.2: the
prover infers the countermodel verdict from a syntactic test and never checks it, so a
CounterSatisfiable answer is not attested whether or not it agrees with the TPTP
status.

8.2 Method and Scoring
The corpus is every TH0 and TH1 problem of the TPTP library [Sut17], 5109 problems
in the version used here. Sixteen configurations were run over the full corpus: the
baseline, one configuration per component switched off relative to it, and two numeric
sweeps at three values each. Each configuration ran once, and each problem received
a uniform budget of timeout (2000 ms), so a difference in solved count between two
rows is attributable to the component under ablation rather than to differing time.
The derived tables this chapter reads are in files/; the 81,744 per-problem records
they summarise are held in the implementation repository.

The sweep ran on commit 2a05f05 between 2026-08-15 and 2026-08-16, on an
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Table 8.1: Baseline outcomes over 5109 problems.

Outcome Problems Share (%)

timeout 3423 67.0
thm 685 13.4
parse_timeout 628 12.3
parser_error 221 4.3
no_conjecture 77 1.5
csa 62 1.2
unk 8 0.2
prover_error 5 0.1

AMD Ryzen 7 4700U with 15 GiB of memory under Arch Linux, where worker_pool_
size (:auto) resolves to eight. The follow-up probe of Section 8.6 ran on an AMD
Ryzen 7 3700X in a container under a Linux subsystem on Windows 11 (Ubuntu),
where the runtime reports sixteen online schedulers. The two pool sizes are therefore
eight against one in the matrix and sixteen against one in the probe, which bears on
any comparison of the two inference ratios.

An answer counts as a solve when it agrees with the SZS status [Sut08] declared
in the problem file, and three conventions narrow that. Refutations only: the coun-
termodel verdict is decided by a pairwise syntactic test over a saturated branch and
is never checked, so a countermodel agreeing with the TPTP status rests on the
same unvalidated predicate as one contradicting it. Countermodels are therefore
reported as a separate column and excluded from the solved counts, and restricting
to refutations leaves the ordering of the sixteen configurations unchanged.

Agreement with the problem file: three problems whose header carries no usable
status were answered by the prover and are not counted. Scoring is also narrower
than the SZS ontology, since only Theorem and CounterSatisfiable are scored and
every other status is recorded as undecidable; re-scoring the sweep under the full
ontology produced no further disagreements.

8.3 Baseline
The baseline is the default %ShotTx.Data.Parameters{} of Chapter 6 with timeout

set to 2000 ms: both peer agents present in their default state, every calculus rule
enabled, iterative deepening on, and worker_pool_size (:auto). One departure from
the defaults bounds what the chapter can claim: model_agent_backend (:none) in
every one of the sixteen configurations, so ℳ𝒜 ran as an idle process throughout
and its contribution is not measured here.

parse_timeout and parser_error in Table 8.1 are properties of ShotDs.Tptp rather
than of the prover: the parser never sees %Parameters{}, so a problem it cannot read
is unreadable under every configuration. no_conjecture marks problems that are
not attemptable as posed.

Removing the 628 parse timeouts, the 221 parse failures and the 77 problems
without a conjecture leaves 4183 genuine attempts, of which the baseline solved 747
(thm & csa). One problem in six never reached the prover, so the corpus-level rate is
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Table 8.2: Sixteen configurations, refutations and deltas against the baseline. Refs. =
refutations, Uniq. = uniquely solved, CMs = countermodels agreeing with the TPTP status,
Contra. = countermodels contradicting it.

Configuration Parameter Refs. Δ Gained Lost Uniq. CMs Contra.

eager_unfold_defs unfold_defs: :eager 730 48 72 24 44 61 2
no_beta_variant beta_variant: false 703 21 41 20 16 62 1
prim_batch_16 prim_subst_batch_size: 16 685 3 21 18 2 61 1
prim_batch_4 prim_subst_batch_size: 4 683 1 24 23 0 61 2
baseline (none) 682 0 0 0 3 61 1
no_prim_subst primitive_substitution: false 681 -1 23 24 2 61 1
no_suggestions suggestions_enabled: false 681 -1 34 35 11 61 2
serial worker_pool_size: 1 680 -2 36 38 10 61 2
no_instance_based_gamma instance_based_gamma: false 679 -3 16 19 1 61 2
no_atom_decomposition atom_decomposition: false 670 -12 26 38 3 61 3
no_finite_o_quantification finite_o_quantification: false 662 -20 17 37 0 60 1
gamma_limit_3 initial_gamma_limit: 3 661 -21 17 38 1 61 1
gamma_limit_5 initial_gamma_limit: 5 657 -25 18 43 3 61 1
no_demodulation demodulation: false 641 -41 20 61 6 61 0
no_iterative_deepening iterative_deepening: false 595 -87 15 102 0 54 2
no_contradiction_agent contradiction_agent: false 318 -364 5 369 0 61 0
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Figure 8.1: Refutations gained and lost against the baseline. no_contradiction_agent is off
this scale at −364.

bounded by the parser rather than by the calculus, and repairing the parser is the
largest single coverage gain available.

The distribution of solve times over the baseline’s refutations is flat well before
the budget expires. What the prover solves, it solves quickly, and the problems it
does not solve are not close to being solved, which is also why the ablation deltas
are stable against the choice of 2000 ms. A few solves lie past the budget, which is
the cooperative timeout of Section 8.9.

The three sections that follow read against Table 8.2, one table of deltas from
this baseline.

Bars to the right of zero in Figure 8.1 are configurations that solve more than the
baseline. Sign is carried by the direction of the bar as well as by the colour, so the
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figure needs no legend. Gained and Lost in Table 8.2 are set differences rather than
a decomposition of the delta: a configuration can be flat overall while exchanging
tens of problems in both directions, which several of them do.

The size of that exchange was measured rather than inferred. The two worker-
pool configurations were run three times each over the 1677 problems on which the
agent dispatches at least one closure search, at the same budget. Of the 3354 pairs of
a configuration and a problem, 84 answered differently across three identical repeats,
which is 2.5 %. Estimating each problem’s per-run solve probability from its three
draws puts the standard deviation of one configuration’s solved count at 4.0 problems
under the pool and 3.4 serial, and the standard deviation of the difference between
two independent single runs at 5.3. A net delta inside roughly ten problems is
therefore not evidence of a contribution, and the sections below support an ordering
into tiers rather than a point estimate of any single delta. The exchanged problems
are also not hard ones traded against easy ones: of the 38 problems the baseline
solves and the serial configuration does not, the median takes 84 ms and none takes
longer than 1497 ms, so the exchange reflects the order in which the search reaches
branches rather than the time available to it.

8.4 Ablating the Agents, the Calculus and the Search Con-
trol

Two of the three layers of Chapter 7 were switched here. Disabling contradiction_

agent costs 364 of 682 refutations, and local ground closure alone, which is what
remains when 𝒞𝒜 never dispatches a global search, solves 318 problems. The result
is the chapter’s largest and the one the architecture predicts, since rigidity makes
closure a global constraint and a prover deciding closure only locally answers a
weaker question. It also fixes the reading of the other rows, because a configuration
solving 318 problems is not far enough into any search to be informative about the
rules.

Disabling suggestions_enabled costs one problem, which is inside the floor. 𝒮𝒜
is a heuristic over a complete calculus, so this is a statement about the value of
the hints rather than about the verdicts: the configuration exchanges 34 problems
against 35 and is the third largest source of uniquely solved problems in the matrix,
at 11. The hints change which proofs are found without changing how many. Where
they go is not in the data, since TptpRunner records steps and rules_total and not
the per-rule breakdown that would separate a hint shortening a proof from one
displacing a rule making progress.

ℳ𝒜 was not ablated. model_agent_backend (:none) held in all sixteen configu-
rations, so the layer was inert throughout and this chapter reports nothing about
it.

The rules of Chapter 3 divide into three groups by contribution. Two are sub-
stantial: removing demodulation costs 41 refutations, the largest calculus effect in
the matrix, losing 61 problems while gaining 20, and removing atom_decomposition

costs 12, losing 38 against 26 gained. The second is also the configuration with the
most countermodel answers contradicting TPTP, at three, which fits the mecha-
nism: without decomposition a branch reaches saturation earlier and the unchecked
countermodel test is consulted sooner. Two more concern 𝑜-typed subterms: remov-
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ing finite_o_quantification costs 20, and removing instance_based_gamma costs
three, which is inside the floor.

One change improves on the default. Setting unfold_defs to :eager gains 48
refutations, gaining 72 and losing 24, and supplies 44 uniquely solved problems,
by a wide margin the largest such count in the matrix. Ten of the 72 gains were
reported past the 2000 ms budget, some as late as 6 s, because the prover’s timeout is
cooperative, so the gain is real and smaller than 48; and an eager unfolding enlarges
the formulae a branch carries, so the improvement is specific to a corpus in which
definitions are shallow. That a single non-default value outweighs every component’s
contribution is the clearest indication that the baseline is untuned.

One rule is a net cost at this budget. Switching off beta_variant gains 21 refu-
tations while losing 20 and gaining 41, so the rule contributes 20 refutations and
displaces 41.

Two numeric parameters were swept rather than switched, and both say the
default is the value to keep. The initial 𝛾-limit was run at 1, 3 and 5: the default of 1 is
best by a wide margin, since 3 costs 21 refutations and 5 costs 25, and a higher initial
limit fills the first deepening round with instantiations that do not contribute to a
closure. The primitive substitution batch size was run at 4, 8 and 16, and the three
values span three problems in total, which is inside the floor. Neither parameter is
worth exposing as a tuning surface, and neither was tuned here.

The search control was ablated at one switch. Removing iterative_deepening

costs 87 refutations and loses 102 problems against 15 gained, which is the second
largest effect in the matrix and the largest that is not an agent. The deepening
schedule of Chapter 3 is doing what it was introduced to do: the alternative, a single
search at the full bound, exhausts the budget in a region of the space that contains no
closure. It is also the one configuration in which the countermodel column moves,
from 61 agreeing answers to 54, since a branch that saturates at a lower bound never
reaches the state that would have closed it.

The remaining search control parameter is the size of the worker pool, which
the next section treats on its own.

8.5 Scaling with the Worker Pool
The pool is compared at worker_pool_size (:auto), which resolves to one worker per
online scheduler and so to eight on the machine the matrix ran on, against worker_
pool_size: 1. The two configurations differ in that parameter alone. To keep the
comparison free of the parse cache and of the difference in total sweep time, the
counters below are restricted to the 3383 problems on which both configurations
exhausted the budget, so the wall clock available to each is equal by construction.

In Table 8.3, steps and branches closed locally are worker-side counters; global
closure searches is the number of times 𝒞𝒜 dispatched a search through find_

global_closure/3. The last row is over the 705 problems both configurations solved,
where the ratio is a latency ratio rather than a throughput one.

The pool multiplies inference by 3.27 and local branch closure by 3.13 within the
same wall clock, and increases the number of global closure searches by 1.17, which
as a rate is 0.46 global closures per thousand steps against the serial configuration’s
1.28. On the problems both configurations solve the pool is faster by a factor of 1.28
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Table 8.3: worker_pool_size :auto against 1.

Quantity (statistic) Pool Serial Ratio

problems compared (count) 3383 3383 —
steps (total) 5 414 451 1 654 858 3.27
branches closed locally (total) 121 798 38 853 3.13
peak open branches (median) 66 21 3.14
global closure searches (total) 2469 2115 1.17
global closure searches per 1000 steps (rate) 0.46 1.28 0.36
problems solved by both (count) 705 705 —
wall clock on those, ms (total) 61 003 77 785 1.28

in aggregate, and it solves two problems fewer. The parallel speedup therefore lands
on branch expansion, and the component producing roughly half of all refutations
does not receive it. Three properties of 𝒞𝒜 account for that, each visible in the agent
rather than inferred from the numbers.

At most one global closure search runs at a time: check_global_closure/1 returns
immediately when pending_search holds a task, so a clash or split arriving during
a search increments evidence_version and is otherwise discarded. A search is
dispatched only when insufficient_options?/1 is false, which requires every open
branch to carry at least one clash candidate, so a single branchwithout one suppresses
the check for all of them. Once dispatched, find_global_closure/3 enumerates
the cartesian product of the per-branch option lists, so a dispatched search costs
exponentially more as the frontier widens, and abandons at the proof deadline.

The frontier connects those properties to the measurement: additional workers
raise the rate at which branch evidence arrives and hold three times as many branches
open, and both make a dispatch less likely and a dispatched search more expensive.
The taxonomy of [Bon00] classifies the outcome as a parallel search that is not a
faster version of the sequential one, and it is the cost of the partition Chapter 6 made
between local expansion and one serialised global decision. What the sweep does
not settle is whether the agent is saturated by the cost of each search or starved of
opportunities to begin one.

8.6 Closure Search under the Two Pool Sizes
The sweep cannot separate the two accounts of that, because TptpRunner exports
neither the time spent inside a search nor the number of checks suppressed, although
Stats records both. A follow-up run recorded them. The two worker-pool configura-
tions were run three times each over the 1677 problems on which either dispatched
at least one search during the sweep, at the same 2000 ms budget, with one counter
added to the clause of check_global_closure/1 that returns when a search is already
in flight, since that path previously recorded nothing. This run is on the second
machine of Section 8.2, where the pool is sixteen workers rather than eight, so its
ratios are read against a wider pool than the matrix’s.

In Table 8.4 the pool leaves the three quantities that determine the verdict close to
unchanged: the number of searches, the time spent searching, and the number of
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Table 8.4: ContradictionAgent counters, 5031 runs per configuration.

Measure (statistic) Pool Serial Ratio

tableau steps (total) 14 353 411 2 460 501 5.83
peak open branches (median run) 196 30 6.53
runs dispatching ≥ 1 search (count) 4826 4442 1.09
searches dispatched (total) 9347 8317 1.12
searches per 1000 steps (rate) 0.65 3.38 0.19
checks skipped, no clash options (total) 208 292 175 057 1.19
checks suppressed, search in flight (total) 5 559 732 677 507 8.21
suppressed per search dispatched (rate) 595 81 7.30
recorded time inside search, ms (total) 3 997 654 4 113 722 0.97
share of wall clock in search, % (rate) 46.5 51.6 0.90
longest single search, ms (max) 1982 1977 1.00
branches per search (mean) 21.41 10.37 2.06
candidates per search (mean) 996.84 161.05 6.19
searches finding a closure, % (rate) 12.4 13.6 0.91
searches killed unfinished, % (rate) 17.8 10.8 1.65
problems solved, majority of 3 (count) 389 381 1.02

problems closed. The quantities it does multiply describe the space each individual
search has to cover.

The two accounts describe the same mechanism. A closure search occupies the
only slot for a large part of the budget, 46.5 % of wall clock under the pool and 51.6 %
serial, and every check arriving while it runs is discarded, so searches are at once
expensive and infrequent and additional workers cannot make them more frequent.
Under the pool 595 checks are discarded for every search that runs, against 81 serial,
which at 8.21 is the quantity the pool moves furthest. Saturation is therefore present
with a single worker and is not produced by the wider frontier. What the pool
changes is what a search has to cover, 6.19 times as many candidates over 2.06 times
as many open branches, and 17.8 % of its dispatches are killed by the deadline before
finishing against 10.8 % serial.

The 46.5 % understates the cost, since csp_duration_us is recorded on the completion
path of the search task, so a search killed at the deadline contributes nothing and
killing is more common under the pool. The share is the fraction of the proof during
which a closure search was running rather than the fraction of the proof’s effort
diverted into one, because the search runs in its own supervised task.

Three changes to 𝒞𝒜 follow from these counters, and Chapter 9 takes them up
as future work. A per-search deadline set as a fraction of the remaining budget,
rather than the session deadline currently passed as deadline_us, would replace one
search that cannot finish with several that can, since only 12.4 % of dispatches find
a closure. Retaining the most recent suppressed trigger and running it when the
slot frees would recover one of the several hundred opportunities now discarded per
search. Allowing a small number of searches in flight over disjoint subsets of the
open branches would put the pool’s remaining schedulers on the step that decides
the verdict. On this evidence the wider pool is not otherwise worth its inference.
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Figure 8.2: Coverage on the structured problem set. Reference provers at a 10 s limit; Shot
at 5 s.

8.7 The Structured Problem Set
The matrix measures the prover’s components against one another. It says nothing
about how the prover stands against systems built on other substrates, and it does
not characterise the problem classes the search decides, since the TPTP corpus is
too heterogeneous for either question and 67 % of it reaches only a timeout. A
second and smaller study addresses both. ShotTx.Benchmark.HolSuite normalises
the structured higher-order problems of Appendix A into 130 self-contained THF
problems, run at the prover’s defaults with timeout (5000 ms), three times over the
whole set, each problem in a fresh runtime since state carried between proof sessions
would otherwise make a verdict depend on what ran before it. Reference verdicts for
the same problem text came from Vampire 5.0.1, E 3.5.1, Zipperposition 2.1 [BBT+21],
Leo-III 1.8.0 [SB21] and Satallax 3.5 [Bro12] through a public submission service at a
10 s limit on that service’s hardware.

As Figure 8.2 shows, the prover proved 76 of the 130 on all three runs and 79
on the best of them, returned three unknown answers, produced no countermodel,
and produced no answer contradicting the reference panel. Of the 130, 122 carry a
Theorem consensus across the five reference systems, so the prover decides roughly
two thirds of what the panel decides; the remaining eight are the designated non-
theorems, which no reference system refutes either.

Over the 79 problems it proves, its median self-reported solve time is 0.035 s,
against 0.012 s for E, 0.013 s for Zipperposition, 0.024 s for Vampire and 1.374 s for
Leo-III. Compared with the best reference time on each problem it is 2.7 times slower
at the median, 43 times at the ninth decile and 388 times at worst, and faster on 14
of the 79, which share a shape: small propositional or reflexivity-style goals that
close in a handful of rule applications, where the tableau reaches a contradiction
directly and a saturation-based system pays for a clausification it does not need.
This is the measurement Chapter 1 conceded would be needed, taken on an untuned
prototype, and read together with Section 8.5 the parallelism does not compensate
for the constant factor, since the pool multiplies inference rather than closure.

The comparison is loose in two ways that bound how it should be read. The systems
ran on different hardware, and the prover’s figure excludes runtime startup while
the service’s wall clock includes process launch. Differences below roughly a factor
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Table 8.5: The 130 problems by the class in which they are valid. Stable = proved on all
runs, Flip = proved on some, Never = never proved.

Model class Problems Stable Flip Never

𝔐𝛽 47 37 1 9
𝔐𝛽𝜂 1 1 0 0
𝔐𝛽𝔟 21 19 1 1
𝔐𝛽𝜂𝔟 1 0 0 1
𝔐𝛽𝜉 6 0 0 6
𝔐𝛽𝜉𝔟 14 2 1 11
𝔐𝛽𝔣 6 0 0 6
𝔐𝛽𝔣𝔟 9 3 3 3
property 𝔮 3 1 0 2
signature 13 12 0 1
non-theorem 8 0 0 8
warm-up 1 1 0 0

of two carry no signal; what the numbers support is an order of magnitude and the
question of which problems each side decides at all.

Six problems were proved on some runs and not others, and the distribution is
bimodal rather than borderline: one closes in 33 ms on two runs and exhausts 5000
ms on the third. The shared queue imposes no preference over which open branch a
free worker takes, so which worker reaches the productive primitive substitution
instance decides the verdict, which is the instability quantified at 2.5 % in Section 8.3.

8.8 Coverage by Model Class
Every example in the set carries the largest model class in which it is valid, over the
semantics of [BBK04], and validity in a larger class implies validity in every smaller
one. Appendix A sets out the two dimensions and works the examples individually.
Grouping the three runs by that annotation separates the prover’s coverage along
one line.

The properties the prover decides are 𝛽- and 𝜂-conversion together with Boolean
extensionality; the ones it does not are the two functional principles, the congruence
rule for abstractions and full functional extensionality. Of the 70 problems that
are valid without either functional principle, 57 are proved on all three runs. Of
the 35 that require one of them, five are. The class names in Table 8.5 are those of
Appendix A, which sets out the eight classes and the property each one adds.

The two pure cases are the sharpest. Example 13, extension with identity, requires
the congruence rule for abstractions and nothing else; Example 14, extension of
identity, requires full functional extensionality. Neither is proved in any of its six
variants on any of the three runs. At the other end 𝜂 costs nothing, since terms are
held in 𝜂-long 𝛽-normal form throughout, and Boolean extensionality costs little,
with 19 of the 21 problems that need it proved.

The calculus accounts for the line, and Appendix A states the commitment the
table measures: the renaming and instantiation rules give Boolean extensionality,
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the 𝜂-long 𝛽-normal representation of Chapter 2 gives 𝜂 without a rule firing, and the
equality-expansion rules give the functional principles. That last commitment is the
narrow one. An equality at a functional type expands into extensional equality, so
both functional principles are available to a formula that already is an equality, and
nothing in Chapter 3 turns a rigid-headed atom pair into a disequality goal, which
is the rule identified as absent in Section 3.11. A branch needing one of them to
separate two atoms saturates rather than closing, which is what the three unknown

answers do, while the variants of the same theorems that state the equality in the
conjecture are proved in under 60 ms.

The exceptions locate the line rather than blurring it. Of the nine problems
that need functional and Boolean extensionality together, the three proved include
Example 21, which states that there are exactly four functions of type 𝑜→𝑜 and which
finite_o_quantification (true) decides by finite expansion over a pure 𝑜-type
without any extensionality rule firing. A rule covering one class of extensionality
obligation decides the examples inside its scope and leaves the rest untouched, which
is the shape a rule for the congruence principle would have to take. The individual
problems are not worked here: Appendix A names each example, the class it belongs
to and the commitment it tests, and runs it.

8.9 Threats to Validity
Nothing was tuned, and one run was taken per configuration. Each delta therefore
carries the band of about ten problems established in Section 8.3, and the matrix
is a one-at-a-time ablation, so interactions between components are unmeasured.
The union of solves across all sixteen configurations is 905 problems against the
baseline’s 747, which bounds what a portfolio over them could reach and indicates
how far from tuned the baseline is. No figure here is this prover’s ceiling.

The countermodel verdict is inferred, not checked. Branch.model_certain?/2
tests pairwise syntactic non-complementarity over a saturated branch, without
enforcing congruence, using the two-element cardinality of 𝑜 or consulting the
unifier. Across the whole sweep 22 answers contradict the TPTP status, spanning
five problems whose conjectures hold only because 𝑜 has exactly two elements, and
every one is a countermodel claimed on a theorem; no refutation in 81,744 rows
contradicts the status. Countermodels are excluded from the scoring above for that
reason, which also leaves the 61 agreeing countermodel answers unattested. One
of the two defects behind them has since been corrected; the general one remains,
since the verdict is still a syntactic test rather than a satisfiability check.

The prover does not always answer identically on repeated runs. Workers
race, evidence reaches the agent in a nondeterministic order, and the budget cuts
wherever it falls. The instability also persists at worker_pool_size: 1, which is
presumably because the total term order of Section 5.7 uses :erlang.phash2/1 on
the nondeterministic Erlang references given as unique names to parameters.

The probe ran on a later tree and on other hardware. The counters of Section 8.6
and the estimate of run-to-run variation come from commit 4a9c4f3 with one instru-
mentation line added, while the matrix comes from 2a05f05. The two corrections
that landed between them, to Branch.distinguishable?/2 and to Proof.interior_

event/2, touch neither the calculus nor the agent’s scheduling, so the mechanism
described in that section is unaffected, but the two sets of absolute counters should
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not be combined, and the probe ran at sixteen schedulers against the matrix’s eight.
The budget is cooperative, and one problem in six never reached the prover. A

worker notices the deadline between steps, so a step entering a long pre-unification
enumeration overruns it: forty-five solves across the sweep were recorded past 2000
ms, as late as 6 s, with eager_unfold_defs accounting for eleven. Those solves are
counted here and would not be counted under a hard budget. The parse failures of
Section 8.3 bound every corpus-level statement, since the solved counts are counts
over what was attempted. Per-configuration wall clock is not comparable either,
because the baseline ran first and populated the shared parse cache, so per-problem
times are quoted and per-configuration totals are not. A further 57 results, about four
per configuration, were recorded as prover errors because ShotTx.Proof.interior_
event/2 had no clause for {:instantiate, ...} trace entries, and are counted as
unsolved.

The two studies were run under different conditions. The matrix ran at a 2000
ms budget on the full corpus with one run per configuration; the structured set ran
at 5000 ms over three runs with a fresh runtime per problem. Solved counts from
the two are not comparable, and the reference verdicts of Section 8.7 were obtained
on other hardware through a public service.





CHAPTER 9

Conclusion

9.1 Summary
This thesis has built Shot, a prover for classical higher-order logic consisting of
a free-variable tableau calculus over Church’s simple type theory [Chu40] with
primitive equality, a concurrent architecture for it on the BEAM, three optional
agents attached to a stream of closure evidence, and reconstruction of an ordinary
tableau proof from the traces a concurrent search leaves behind. The implementation
is four Hex packages, shot_ds for terms, types and the semantics of the type theory,
shot_un for pre-unification, shot_to for the term order and shot_tx for the calculus,
the architecture and proof objects, the first three usable without the prover. The
thesis itself is the set of Livebook notebooks in which that behaviour is executed
rather than paraphrased.

One property of free-variable tableaux organises the whole of it. A free variable
is rigid, so a value that closes one branch is a commitment on every branch, and
closure is therefore the single decision a branch cannot take on its own. Everything
else a branch does is local. The design pursued here separates those two things as
far as they can be separated: the calculus of Chapter 3 makes every branch-level rule
binding-free, so that branch expansion never commits to a value and never has to
withdraw one, and the architecture of Chapter 6 parallelises the local work while
leaving one serialised decision over the accumulated evidence.

9.2 Design Decisions and Assumptions
The system is the result of a small number of decisions, each of which buys a property
and assumes something in exchange. Collecting them is the more useful summary
of what has been built.

A tableau calculus, and no clausification. The input formula reaches the calculus
in the shape it was written in, decomposed by rules that mirror its connectives, so
the derivation is legible and the failure of a search says which branch remained open.
This is the property Chapter 1 argued for against the superposition systems that
outperform tableau provers on the same benchmarks, and it assumes that structure
preservation and a legible proof object are worth the coverage that clausification
and saturation would buy. Rigidity is what the assumption costs, since it is the one
global dependency a tableau has and a clausal system does not.

Binding-free rules, so that no branch commits. No rule of Chapter 3 applies
a substitution. A rule that finds two literals which could be made complementary
records the pair as closure evidence and continues, and the pre-unifiers computed
to test the pair are discarded. Branch expansion is then independent work with
no backtracking over instantiations, which is what makes it parallelisable at all.
The discipline is assumed throughout the term-level chapters and constrains them:
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rewriting admits only rules whose left-hand side matches with an empty matcher,
the term order of Chapter 5 is required to be stable under a substitution that has not
been computed, and a branch reporting itself open reports an under-approximation,
since a pair it could not separate syntactically may still be separable.

Global closure as one constraint satisfaction problem. What the branches
publish is a set of candidate closing pairs per branch, and closing the tableau means
choosing one pair from each open branch such that the chosen pairs admit a common
pre-unifier. Solving that once, in a dedicated process, gives a higher-order counterpart
to incremental closure [Gie01] and removes instantiation backtracking from the
search entirely. The assumption is that this single global step is small relative to
the local work. It is the assumption the measurements contradict, and the one place
where the design as built does not hold up.

A bounded worker pool over shared structures, rather than a process per
branch. Branches are values held in a shared ordered table, and a fixed pool of
long-lived workers takes one, applies a bounded number of rules to it and returns
it. The alternative, adopted at first order by Goéland [CRD+22], is one process
per branch, and it was rejected because branches are created faster than they are
closed, each retains its full formula set, and each would publish evidence to the
same single consumer. The pool assumes instead that a branch is cheap to hand
between processes, which is why the data structures are what they are: terms are
hash-consed into a global pool and referred to by identifier, intermediate terms are
built in process-local scratchpads and committed only when a result survives, and
the session’s state is held in public tables addressed by branch prefix so that closure,
tombstoning and hint lookup are single operations.

Evidence is published, not requested. A branch’s only outbound message about
closure is a broadcast of its candidate pairs, and the consumers subscribe. The
contradiction agent 𝒞𝒜 that solves the global constraint is one subscriber, and once
one exists a second costs close to nothing, which is what makes the suggestion agent
𝒮𝒜 and the model agent ℳ𝒜 of Chapter 7 available at all. Two properties are
assumed of every consumer: it cannot block the search, and it cannot be required for
soundness. Both hold, so each agent is switchable and the question of whether an
agent helps is a heuristic one rather than a question about the calculus. The direction
of control is the difference from the concurrent higher-order systems named in
Chapter 1, where agents advise a scheduler.

Boolean extensionality by decomposition, the functional principles by equality
expansion. An 𝑜-typed subterm in an argument position is opaque to rules that act
on heads, so renaming moves it onto the branch as an equation and instantiation
discharges the parameter left behind by case analysis over a finite domain, which
is the syntactic content of 𝒟𝑜 having two elements. The functional principles are
supplied by the rules that expand an equality at a functional type. The assumption
there is narrower than it looks: those rules apply to a formula that already is an
equality, and nothing turns a pair of rigid-headed atoms into a disequality goal, so
the calculus reaches the functional principles only where the problem states them as
equalities.

A complete propositional decision procedure inside the search loop. Every
formula is passed through a reduced ordered binary decision diagram [Bry86] before
a rule is chosen for it, which is not what provers in this family normally do. The
justification is a cost assumption specific to higher-order search: 𝛾 and primitive
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substitution exceed the propositional layer by orders of magnitude, so a procedure
that keeps a formula away from them repays itself, and a tautology or a propositional
contradiction is decided at cost zero. What the decision assumes in exchange is that
a normalised propositional form is an acceptable substitute for the one the problem
was written with, which sits awkwardly beside the first decision on this list and is
taken up as future work.

Bounds with iterative deepening in place of a completeness proof. Pre-
unification is semi-decidable and 𝛾 and primitive substitution do not terminate,
so each is bounded and the bounds are raised together when the search saturates,
with parked rules resumed where they left off rather than recomputed. Soundness is
argued rule by rule; the fairness of the schedule is what stands in for a completeness
argument, and Chapter 1 states that no Henkin completeness proof is given for the
combination of demodulation, extensionality and the bounds.

Refutation is the answer; a countermodel is a side effect. The prover re-
ports a countermodel when a branch saturates and its literals are pairwise non-
complementary by a syntactic test. That test is never checked against a model,
so a countermodel answer is unattested whether or not it is right, and the scor-
ing throughout treats refutations as the result and countermodels as a separate
uncertified count.

A monomorphic logic on a managed runtime. Rank-1 polymorphic input is
monomorphised during parsing, so no reasoning about type variables happens inside
the calculus. The BEAM was chosen for reduction-counted preemption, per-process
heaps, per-core scheduling and concurrent table access, and for supervision, which
lets a failing worker be restarted without the session losing its other branches. The
exchange is a constant factor against implementations in OCaml and C, accepted in
Chapter 1 on the argument that parallel search would compensate for it.

9.3 Measurement Results
The ablation study of Chapter 8 tests those decisions component by component, and
two of its results bear on the design rather than on the numbers.

The first confirms the partition. 𝒞𝒜 accounts for roughly half of all refutations,
and a prover deciding closure only locally answers a weaker question than the one
posed. Global closure is therefore where the search happens, which is what the
calculus predicts.

The second contradicts the assumption behind it. A pool of workers performs
about three times the inference of a single worker at equal wall clock and does
not increase the rate at which global closure is attempted, so the parallelism lands
on the side of the partition that does not decide the verdict. The follow-up probe
locates the reason in 𝒞𝒜 as implemented: it holds one search slot, a dispatched
search occupies it for about half the budget, every trigger arriving meanwhile is
discarded, and the search itself enumerates the cartesian product of the per-branch
candidate lists, so a wider frontier makes a dispatch less likely and a dispatched
search more expensive. 𝒞𝒜 is in its present form too weak for the architecture
built around it: the global step is not small relative to the local work, and until it is
given either a better method of solving for a global pre-unifier or concurrency of
its own, additional workers cannot help. This is the taxonomy of [Bon00] applied
to a higher-order tableau, and the deficiency lies in the global step rather than in
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the calculus, since nothing about rigidity requires the constraint to be solved by one
process enumerating combinations.

The qualitative study on the structured problems of [BB05] confirms the boundary
the extensionality decision predicts. Grouped by the model class of [BBK04] in which
each problem is valid, the classes needing only conversion or Boolean extensionality
are largely decided and those needing one of the functional principles are largely
not, which locates an absent rule rather than a general weakness.

9.4 Limitations
Nothing measured was tuned. Every configuration ran at the defaults of Chapter 6
with a uniform budget, one run each, and only two numeric parameters were swept
at all. No portfolio, no per-problem strategy selection, no schedule of parameters
and no tuning against the corpus took place, and the prover has never been run in
a competition setting. Three observations bound how the counts should be read.
Switching one non-default value, eager definition unfolding, improves on the baseline
by more than any component in the study contributes; the union of problems solved
across the sixteen configurations exceeds the baseline by a fifth; and both swept
parameters were left at their defaults because the sweep gave no reason to move
them, not because the space around them was explored. The absolute counts are
therefore a lower bound on what the calculus reaches, and no figure in Chapter 8
should be read as this system’s ceiling or compared against a tuned prover’s.

The performance figures measure an untuned prototype on amanaged runtime.
Against the reference systems on the structured set the prover is about a factor of
three slower at the median and two orders of magnitude at its extreme, and the
parallel search does not recover the difference, for the reason above. The constant
factor of the substrate and the deficiency in the global step are separate, and only
the second is a defect of the design.

The remaining limitations follow from the decisions rather than from the mea-
surement.

• Completeness is not established. Section 3.11 of Chapter 3 states as a conjecture
what a complete extension would require and names the rule the calculus lacks,
and the semantic layering of [BBK04] is used to state what is assumed rather
than to prove what is achieved.

• The functional principles are reachable only from a formula that is already an
equality, so a branch needing one of them to separate two atoms saturates.

• Transitivity of the term order is an open question and its soundness rests on a
workshop paper [NM25b], so the order is used only for pairwise orientation
decisions and never as a comparator over a set; the termination argument for
demodulation inherits that restriction.

• Countermodel answers are inferred from a syntactic test and never checked,
so those agreeing with the reference status are unattested as well.

• The choice operator is absent, and the fragment is narrower than that of
[BB11].
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• The logic is monomorphic, so a proof requiring an instance the monomorphi-
sation does not produce is out of reach.

• Corpus coverage is bounded by the parser rather than by the calculus: about
one problem in six was never read.

• Concurrency is confined to a single BEAM node.

• ℳ𝒜 was inert in every configuration of the study, so its cost and its contribu-
tion are unmeasured.

• Verdicts are not deterministic. Workers race, evidence reaches 𝒞𝒜 in a nonde-
terministic order, and a small proportion of problems answer differently across
identical repeats.

9.5 Future Work
The extensionality boundary comes first, since it is the one gap located in the calculus
rather than in the search, and Section 3.11 of Chapter 3 states the rule that would
close it. Finite 𝑜-quantification shows the shape such a rule would take: it decides the
examples inside its scope outright and leaves the rest of the class untouched. The rule
to try admits the arguments of a disagreeing atom pair as an extensionality goal rather
than only as a closure candidate, and the part needing care is its interaction with
the binding-free discipline, since such a goal introduces a formula whose provability
depends on a value the branch may not choose.

The global closure search comes second, since it is the one decision the measure-
ments overturn. Three changes follow from the probe counters and are stated in
Section 8.6: a per-search deadline set as a fraction of the remaining budget rather
than the session deadline, retention of the most recent suppressed trigger so that it
runs when the slot frees, and a bounded number of searches in flight over disjoint
subsets of the open branches.

Those redistribute work the agent already performs. The larger question is how
the global pre-unifier is computed. The present enumeration shares nothing between
two combinations that agree on all but one candidate pair, retains no partial solution,
and rejects a combination only after a unification call has failed on it. Two directions
are open and they are compatible. The first keeps the search serial and makes it
incremental in the sense of [Gie01]: retain the partial solutions of the combinations
already tried, propagate the constraint each newly published pair imposes on the
candidates of the other branches, and order the candidate lists so that a combination
extending no surviving partial solution is discarded without a unification call. The
second applies concurrency inside pre-unification itself, whose search branches
at every flex-rigid pair into independent subtrees, so a single combination can be
attempted across several schedulers. Either direction, or a different one that raises
the rate at which closure is attempted, is required before a wider pool is worth its
inference.

The third direction concerns the signature. ΣHOL of Chapter 2 carries ¬ at 𝑜→𝑜
and four of the sixteen Boolean functions at (𝑜, 𝑜)→𝑜, so a problem written with any
of the remaining ones reaches the calculus as a composition of those five. Since
a tableau performs neither clausification nor normalisation, the signature should
be maximal at both types: all four functions at 𝑜→𝑜 and all sixteen at (𝑜, 𝑜)→𝑜 as
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constants in their own right, each with its own rule and its own case split. Exclusive
disjunction is the clearest instance. Written as (𝜑 ∧ ¬𝜓) ∨ (¬𝜑 ∧ 𝜓) it reaches its two
branches in three rule applications through an intermediate formula in which both
arguments occur twice; as a constant of its own it is one 𝛽-rule. The interpretation
conditions of Chapter 2 extend to each added constant by its truth table, so the
semantics is unchanged, the general bindings of primitive substitution [And89]
draw from a larger head family at the same depth, and the proof object presents the
connective the problem was written with.

The preprocessing of Chapter 3 has to be adapted for that, and as it stands works
against it. The diagram readback emits ¬, ∧ and ∨ only, under the six short-circuit
identities of Section 3.9, so a formula written with ≡ or with any function outside
those three is returned in a normal form over them and the connective is lost where
the oracle rewrites the formula. The two extreme verdicts are unaffected, since ⊤
and ⊥ are canonical whatever the readback emits; everything in between, which is
the majority of what the oracle sees, is normalised more heavily than the calculus
requires. A readback over a maximal signature would recognise the node patterns
of the whole family, so that the diagram ⟨𝑣 , ⟨𝑤, ⊥, ⊤⟩, ⟨𝑤, ⊤, ⊥⟩⟩ is returned as an
exclusive disjunction of 𝑣 and 𝑤 rather than as its expansion, and canonicity is kept
without discarding structure. Which of the sixteen functions are worth recognising,
and whether recognition should be attempted below the root, are open questions.

The fourth direction concerns the choice operator, which was excluded in Chap-
ter 1 and should be investigated for this calculus. Backes and Brown [BB11] give
analytic tableaux for higher-order logic with choice over tableau objects of the same
kind used here. What this calculus adds to that setting is the deferred substitution,
so a choice rule would have to record the condition under which its witness exists as
evidence, in the way the renaming and instantiation rules record theirs, rather than
committing to a witness on the branch that introduced it.

The last direction reads the tableau as a clausification. A branch’s literal set is a
conjunction of literals, and the open branches of a tableau are a disjunction of those
conjunctions, so the analysis a tableau carries out on its input delivers something
close to a conjunctive normal form without a clausification step. A resolution or
superposition calculus can therefore be run on the literal set of a single branch,
where the term order and the equations of Chapter 3 are already available. The
condition such a calculus must meet is the one rigidity imposes: an inference has
to return a pre-unifier in the sense of Chapter 4, which the branch publishes as
evidence, rather than apply a substitution to the branch’s terms. Superposition with
lambdas [BBT+21] and the treatment of Boolean subterms in [NBTV21] state what
the higher-order side of such a calculus requires; what is open here is which of
its inferences survive the restriction to rewrite rules with an empty matcher, and
whether a branch-local saturation repays its cost on a branch the global search may
close at any moment.

Several smaller items were named where they arose. Dual instantiation is applied
to instantiation candidates in Chapter 3 and not to definitions, which is where TPS
applies it [BA98]: a branch could retain a defined atom alongside its expansion
instead of choosing between the two, and the choice could be made per definition
rather than per session, which is the third unfold_defs mode the eager row of
Chapter 8 argues for. The evidence stream admits further consumers at negligible
cost, and a lemma agent over the published clash candidates is the nearest one.
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The runtime’s distribution facilities are unused, and the closure search of the first
direction above is the component whose cost would justify a second node. The study
itself should be repeated with ℳ𝒜 enabled, with repeats per configuration, and with
the parameters tuned rather than left at their defaults, which is the one change that
would make its absolute counts comparable with a published system’s.
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APPENDIX A

Examples

A.1 Overview
The problems collected here are drawn from the structured set of Benzmüller and
Brown [BB05]. That set is meant to be applied to a calculus before its soundness and
completeness are analysed formally: the problems are individually small, and each
isolates one technical issue, so a system that fails one has a located defect rather
than a general weakness.

What makes the set worth using in place of a sample of TPTP is that its problems
are graded along two dimensions, and each problem is annotated with the weakest
assumptions under which it holds. The first dimension is extensionality. Four prop-
erties are involved: 𝜂-conversion, the congruence rule 𝜉 identifying two abstractions
with identical bodies, functional extensionality 𝔣 identifying two functions that agree
on every argument, and Boolean extensionality 𝔟 identifying two formulae with the
same truth value. Varying them over the semantics of [BBK04], which Chapter 2
builds on, yields eight classes of models, from 𝔐𝛽 where only 𝛽-equal terms are
identified up to 𝔐𝛽𝔣𝔟, which is Henkin semantics. Every example is labelled with
the largest class in which it is valid, and validity in a larger class implies validity in
every smaller one. A problem valid in 𝔐𝛽 therefore tests no extensionality principle
at all, and one valid only in 𝔐𝛽𝔣𝔟 tests all of them.

The second dimension is set comprehension. Which sets exist in a model depends
on which logical constants the signature supplies, and instantiating a set variable
during proof search is what the primitive substitution of Section 3.4 does. Examples
on that dimension are annotated with the signature they need rather than with a
model class.

The two dimensions are what turn a run of this appendix into a statement about
the calculus. Shot’s rules commit it to particular principles: the equality rules
give substitutivity, the renaming and instantiation rules of Section 3.5 give 𝔟, the
𝜂-long 𝛽-normal representation of Chapter 2 gives 𝜂 without any rule firing, and the
equality-expansion rules give the functional principles. Each section below names
the example, the class it belongs to, and which of those commitments it is testing.

Where a problem carries free constants, the ambient type environment is supplied
explicitly rather than left to inference. Where an example is meant to exercise the
rule loop rather than the preprocessing of Section 3.9, simplification is disabled for
that call, since the BDD would otherwise decide the propositional examples before
any tableau rule fires.

A.2 The Propositional and Quantifier Rules
The first three problems fix the shape of an entry and exercise the rules that carry
no higher-order content. 𝑝 ⊃ 𝑝 closes by one 𝛼-expansion and a ground clash, and
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runs with simplification disabled so that the rule loop performs the closure rather
than the BDD.

(1)  given  ¬(p ⊃ p)

(2)  p
(¬⊃  on  1)

(3)  ¬p

(¬⊃  on  1)

⊥

(3,  2)

Figure A.1: THM. The proof of 𝑝 ⊃ 𝑝.

Distribution of a universal quantifier over a conjunction exercises 𝛾 on the as-
sumption side and 𝛽 on the conclusion side. Each of the two conclusion branches
closes under its own instance, so the global pre-unifier of Chapter 6 has two con-
straints to satisfy together, and the 𝛾-rule fires twice because it is reinserted rather
than consumed.

(∀𝜄. 𝑝(1) ∧ 𝑞(1)) ⊃ ((∀𝜄. 𝑝(1)) ∧ (∀𝜄. 𝑞(1)))
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(1)  given  ¬((∀𝑋. (p 𝑋) ∧ (q 𝑋)) ⊃ ((∀𝑋. p 𝑋) ∧ (∀𝑋. q 𝑋)))

(2)  (∀𝑋. (p 𝑋) ∧ (q 𝑋)) ∧ ((¬(∀𝑋. p 𝑋)) ∨ (¬(∀𝑋. q 𝑋)))

(bdd⊢  on  1)

(3)  ∀𝑋. (p 𝑋) ∧ (q 𝑋)

(∧  on  2)

(4)  (¬(∀𝑋. p 𝑋)) ∨ (¬(∀𝑋. q 𝑋))

(∧  on  2)

(5)  (p 𝑌) ∧ (q 𝑌)

(∀  on  3)

(6)  p 𝑌
(∧  on  5)

(7)  q 𝑌
(∧  on  5)

(8)  ¬(∀𝑋. p 𝑋)

(∨  on  4)

(9)  ¬(p 𝑐)
(¬∀  on  8)

⊥

(9,  6)

(11)  ¬(∀𝑋. q 𝑋)

(∨  on  4)

(12)  ¬(¬(∀𝑋. p 𝑋))

(β-var  on  4)

(13)  ¬(q 𝑑)

(¬∀  on  11)

(14)  ∀𝑋. p 𝑋
(bdd⊢  on  12)

(15)  p 𝑋
(∀  on  14)

(16)  (p 𝑑) ∧ (q 𝑑)

(sug-inst  on  3)

(17)  (p 𝑐) ∧ (q 𝑐)
(sug-inst  on  3)

(18)  (q 𝑑) ∧ (p 𝑑)

(bdd⊢  on  16)

(19)  q 𝑑
(∧  on  18)

(20)  p 𝑑
(∧  on  18)

⊥

(19,  13)

Global  Substitution:
∙   𝑌   ↦   𝑐

Figure A.2: THM. The proof of the distribution of a universal quantifier over a conjunction.
The 𝛾-rule fires twice, once for each conclusion branch.

The 𝛿-rule applies where an existential is asserted or a universal denied. Here
the negated conclusion introduces a parameter and the assumption’s 𝛾-variable is
bound to it.
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(∀𝜄. 𝑝(1)) ⊃ (∃𝜄. 𝑝(1))

(1)  given  ¬((∀𝑋. p 𝑋) ⊃ (∃𝑋. p 𝑋))

(2)  (∀𝑋. p 𝑋) ∧ (¬(∃𝑋. p 𝑋))

(bdd⊢  on  1)

(3)  ∀𝑋. p 𝑋
(∧  on  2)

(4)  ¬(∃𝑋. p 𝑋)

(∧  on  2)

(5)  p 𝑋
(∀  on  3)

(6)  ¬(p 𝑌)

(¬∃  on  4)

⊥

(6,  5)

Global  Flex-Flex  Constraints:
∙   𝑌   =   𝑋

Figure A.3: THM. The proof of (∀𝜄. 𝑝(1)) ⊃ (∃𝜄. 𝑝(1)): the negated conclusion introduces the
parameter to which the assumption’s 𝛾-variable is bound.

A.3 Equality
Example 6 asks for reflexivity, symmetry and transitivity of equality, and Example 7
for its congruence properties. Both are valid in 𝔐𝛽, so neither tests extensionality;
they establish that equality reasoning works before the later examples load anything
onto it. Each is stated once for primitive equality and once for each definitional
encoding, so that a calculus which handles one and not the others is identified.
The primitive versions are decided by the equality rules of Section 3.6 without any
instantiation.

∀𝜄. 1 = 1 ∀𝜄, 𝜄. 2 = 1 ⊃ 1 = 2 ∀𝜄, 𝜄, 𝜄. (3 = 2 ∧ 2 = 1) ⊃ 3 = 1
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(1)  given  ¬(∀𝑋. 𝑋 = 𝑋)

(2)  ¬(𝑐 = 𝑐)

(¬∀  on  1)

⊥

(2)

Figure A.4: THM. The proof of reflexivity.
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(1)  given  ¬(∀𝑋. ∀𝑌. (𝑋 = 𝑌) ⊃ (𝑌 = 𝑋))

(2)  ¬(∀𝑋. ∀𝑌. (¬(𝑋 = 𝑌)) ∨ (𝑌 = 𝑋))

(bdd⊢  on  1)

(3)  ¬(∀𝑋. (¬(𝑑 = 𝑋)) ∨ (𝑋 = 𝑑))

(¬∀  on  2)

(4)  ¬((¬(𝑑 = 𝑐)) ∨ (𝑐 = 𝑑))

(¬∀  on  3)

(5)  (𝑑 = 𝑐) ∧ (¬(𝑐 = 𝑑))

(bdd⊢  on  4)

(6)  𝑑 = 𝑐

(∧  on  5)

(7)  ¬(𝑐 = 𝑑)

(∧  on  5)

(8)  ∀𝑃. (𝑃 𝑑) ≡ (𝑃 𝑐)
(=leib  on  6)

(9)  ∀𝑃. ((𝑃 𝑑) ∧ (𝑃 𝑐)) ∨ ((¬(𝑃 𝑑)) ∧ (¬(𝑃 𝑐)))
(bdd⊢  on  8)

(10)  ((𝑋 𝑑) ∧ (𝑋 𝑐)) ∨ ((¬(𝑋 𝑑)) ∧ (¬(𝑋 𝑐)))
(∀  on  9)

(11)  ((𝑋 𝑐) ∧ (𝑋 𝑐)) ∨ ((¬(𝑋 𝑐)) ∧ (¬(𝑋 𝑐)))
(demod  on  10)

(12)  ⊤
(bdd⊢  on  11)

(13)  ¬(∀𝑃. (𝑃 𝑐) ≡ (𝑃 𝑑))

(¬=leib  on  7)

(14)  ¬(∀𝑃. (𝑃 𝑐) ≡ (𝑃 𝑐))
(demod  on  13)

(15)  ¬(∀𝑃. ⊤)

(bdd⊢  on  14)

(16)  ¬⊤

(¬∀  on  15)

⊥

(16,  12)

Figure A.5: THM. The proof of symmetry.
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(1)  given  ¬(∀𝑋. ∀𝑌. ∀𝑍. ((𝑋 = 𝑌) ∧ (𝑌 = 𝑍)) ⊃ (𝑋 = 𝑍))

(2)  ¬(∀𝑋. ∀𝑌. ∀𝑍. (¬(𝑌 = 𝑍)) ∨ ((¬(𝑋 = 𝑌)) ∨ (𝑋 = 𝑍)))

(bdd⊢  on  1)

(3)  ¬(∀𝑋. ∀𝑌. (¬(𝑋 = 𝑌)) ∨ ((¬(𝑐 = 𝑋)) ∨ (𝑐 = 𝑌)))

(¬∀  on  2)

(4)  ¬(∀𝑋. (¬(𝑒 = 𝑋)) ∨ ((¬(𝑐 = 𝑒)) ∨ (𝑐 = 𝑋)))

(¬∀  on  3)

(5)  ¬(∀𝑋. (𝑐 = 𝑋) ∨ ((¬(𝑒 = 𝑋)) ∨ (¬(𝑐 = 𝑒))))

(bdd⊢  on  4)

(6)  ¬((𝑐 = 𝑑) ∨ ((¬(𝑒 = 𝑑)) ∨ (¬(𝑐 = 𝑒))))

(¬∀  on  5)

(7)  (𝑐 = 𝑒) ∧ ((¬(𝑐 = 𝑑)) ∧ (𝑒 = 𝑑))

(bdd⊢  on  6)

(8)  𝑐 = 𝑒

(∧  on  7)

(9)  (¬(𝑐 = 𝑑)) ∧ (𝑒 = 𝑑)

(∧  on  7)

(10)  ¬(𝑐 = 𝑑)

(∧  on  9)

(11)  𝑒 = 𝑑

(∧  on  9)

(12)  𝑐 = 𝑑

(demod  on  11)

⊥

(12,  10)

Figure A.6: THM. The proof of transitivity.

The encoded variants replace = by a defined relation, which turns a problem about
the equality rules into one about 𝛾 over a predicate variable. HolSuite carries six
variants of each part: primitive equality, the three Leibniz encodings obtained by
reading the definition with ⊃, ⊂ and ≡, the Andrews encoding, and the extensional
encoding. Transitivity is where the encodings separate, and it is also the problem on
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which the suggestion agent of Chapter 7 performs the most work.

A.4 Leibniz and Primitive Equality
Example 8 asks whether Leibniz equality implies primitive equality, and it is the
one problem in the set whose status as a theorem is argued rather than assumed. It
holds in every model satisfying property 𝔮, which is what makes Leibniz equality a
definition of equality at all, and Henkin’s original models do not satisfy it [BB05].
Chapter 2 takes the corresponding position by interpreting equality as identity and
making this direction a Proposition only in separating frames, and the tableau rule
that recovers it Skolemises the separating property. The problem is a direct test
of that rule, and Shot does not close it within the bounds reached under iterative
deepening.

(∀𝜄→𝑜. 1(𝑎) ≡ 1(𝑏)) ⊃ 𝑎 = 𝑏

Timeout

The verdict is Timeout and not :unknown. The last section of this appendix takes
up that distinction.

A.5 Extensionality: The Trivial Directions
Example 9 is the pair of directions of functional and Boolean extensionality that are
valid already in 𝔐𝛽, the largest class. They follow from substitutivity and need no
extensionality rule, which is what makes them useful: a system that fails here has
an equality-reasoning defect, and a failure on Example 10 or 11 can be attributed to
the extensionality rules only once Example 9 passes.

(𝜆𝜄. 𝑓 (1)) = (𝜆𝜄. 𝑔(1)) ⊃ ∀𝜄. 𝑓 (1) = 𝑔(1)
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(1)  given  ¬(((𝜆𝑋. f 𝑋) = (𝜆𝑋. g 𝑋)) ⊃ (∀𝑋. (f 𝑋) = (g 𝑋)))

(2)  ((𝜆𝑋. f 𝑋) = (𝜆𝑋. g 𝑋)) ∧ (¬(∀𝑋. (f 𝑋) = (g 𝑋)))

(bdd⊢  on  1)

(3)  (𝜆𝑋. f 𝑋) = (𝜆𝑋. g 𝑋)

(∧  on  2)

(4)  ¬(∀𝑋. (f 𝑋) = (g 𝑋))

(∧  on  2)

(5)  ¬((f 𝑐) = (g 𝑐))
(¬∀  on  4)

(6)  ¬((g 𝑐) = (g 𝑐))
(demod  on  5)

⊥

(6)

Figure A.7: THM. The proof of Example 9, the direction of functional extensionality that
follows from substitutivity alone.

A.6 Boolean Extensionality: The Non-Trivial Direction
Example 10 is the direction a calculus without a Boolean extensionality rule cannot
obtain. It is valid in 𝔐𝛽𝔟 and in no larger class, so it is the sharpest single test of
property 𝔟: two equivalent formulae must be equal at type 𝑜, which is a statement
about 𝒟𝑜 having two elements and does not follow from congruence.

∀𝑜, 𝑜. (2 ≡ 1) ⊃ 2 = 1
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(1)  given  ¬(∀𝑃. ∀𝑄. (𝑃 ≡ 𝑄) ⊃ (𝑃 = 𝑄))

(2)  ¬(∀𝑃. ∀𝑄. (𝑃 ∧ ((¬𝑄) ∨ (𝑃 = 𝑄))) ∨ ((¬𝑃) ∧ (𝑄 ∨ (𝑃 = 𝑄))))

(bdd⊢  on  1)

(3)  ¬(∀𝑃. (𝑐 ∧ ((¬𝑃) ∨ (𝑐 = 𝑃))) ∨ ((¬𝑐) ∧ (𝑃 ∨ (𝑐 = 𝑃))))

(¬∀  on  2)

(4)  ¬(∀𝑃. (𝑃 ∧ ((¬𝑐) ∨ (𝑐 = 𝑃))) ∨ ((¬𝑃) ∧ (𝑐 ∨ (𝑐 = 𝑃))))

(bdd⊢  on  3)

(5)  ¬((𝑑 ∧ ((¬𝑐) ∨ (𝑐 = 𝑑))) ∨ ((¬𝑑) ∧ (𝑐 ∨ (𝑐 = 𝑑))))

(¬∀  on  4)

(6)  (𝑐 ∧ (𝑑 ∧ (¬(𝑐 = 𝑑)))) ∨ ((¬𝑐) ∧ ((¬𝑑) ∧ (¬(𝑐 = 𝑑))))

(bdd⊢  on  5)

(7)  𝑐 ∧ (𝑑 ∧ (¬(𝑐 = 𝑑)))

(∨  on  6)

(8)  𝑐
(∧  on  7)

(9)  𝑑 ∧ (¬(𝑐 = 𝑑))

(∧  on  7)

(10)  𝑑
(∧  on  9)

(11)  ¬(𝑐 = 𝑑)

(∧  on  9)

(12)  ¬(𝑐 ≡ 𝑑)

(¬=ₒ  on  11)

(13)  (𝑐 ∧ (¬𝑑)) ∨ ((¬𝑐) ∧ 𝑑)

(bdd⊢  on  12)

(14)  𝑐 ∧ (¬𝑑)

(∨  on  13)

(15)  𝑐
(∧  on  14)

(16)  ¬𝑑
(∧  on  14)

⊥

(16,  10)

(18)  (¬𝑐) ∧ 𝑑

(∨  on  13)

(19)  ¬(𝑐 ∧ (¬𝑑))

(β-var  on  13)

(20)  ¬𝑐
(∧  on  18)

(21)  𝑑
(∧  on  18)

⊥

(20,  8)

(23)  (¬𝑐) ∧ ((¬𝑑) ∧ (¬(𝑐 = 𝑑)))

(∨  on  6)

(24)  ¬(𝑐 ∧ (𝑑 ∧ (¬(𝑐 = 𝑑))))

(β-var  on  6)

(25)  ¬𝑐
(∧  on  23)

(26)  (¬𝑑) ∧ (¬(𝑐 = 𝑑))

(∧  on  23)

(27)  ¬𝑑
(∧  on  26)

(28)  ¬(𝑐 = 𝑑)

(∧  on  26)

(29)  ¬(𝑐 ≡ 𝑑)

(¬=ₒ  on  28)

(30)  (¬𝑐) ∨ ((¬𝑑) ∨ (𝑐 = 𝑑))

(bdd⊢  on  24)

(31)  ¬𝑐
(∨  on  30)

(32)  (𝑐 ∧ (¬𝑑)) ∨ ((¬𝑐) ∧ 𝑑)

(bdd⊢  on  29)

(33)  𝑐 ∧ (¬𝑑)

(∨  on  32)

(34)  𝑐
(∧  on  33)

(35)  ¬𝑑
(∧  on  33)

⊥

(34,  25)

(37)  (¬𝑐) ∧ 𝑑

(∨  on  32)

(38)  ¬(𝑐 ∧ (¬𝑑))

(β-var  on  32)

(39)  ¬𝑐
(∧  on  37)

(40)  𝑑
(∧  on  37)

⊥

(40,  27)

(42)  (¬𝑑) ∨ (𝑐 = 𝑑)

(∨  on  30)

(43)  ¬(¬𝑐)

(β-var  on  30)

⊥

(43,  25)

Figure A.8: THM. The proof of Example 10, the direction of Boolean extensionality that no
calculus without a rule for it can obtain.

Examples 16 and 17 are also 𝔐𝛽𝔟, and both place a Boolean argument where no
connective governs it, which is the configuration the renaming and instantiation
rules of Section 3.5 exist to reach. In the first, 𝑎 ∧ 𝑏 occurs as an argument of 𝑝 and
the rules case-split on it; in the second, a formula is compared with its own negation.
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(𝑝(𝑎) ∧ 𝑝(𝑏)) ⊃ 𝑝(𝑎 ∧ 𝑏) ¬ (𝑎 = ¬𝑎)

Status: THM

Status: THM

(1)  given  ¬(¬(a = (¬a)))

(2)  a = (¬a)

(bdd⊢  on  1)

(3)  a ≡ (¬a)

(=ₒ  on  2)

(4)  ⊥
(bdd⊢  on  3)

⊥

(4)

Figure A.9: The proof of Example 17, ¬ (𝑎 = ¬𝑎).

Example 18 nests the Boolean argument one level further: the argument of
the outer ℎ is an equation between two applications of ℎ. It is again 𝔐𝛽𝔟, and the
argument for it is a case analysis on that equation. If ℎ(⊤) and ℎ(⊥) are equal the
argument reduces to the assumption, and if they are not it reduces to an instance of
reflexivity. The example runs with simplification disabled, since the BDD reduces it
before the rule loop is reached and the rule loop is the object of the example.

ℎ(ℎ(⊤) = ℎ(⊥)) = ℎ(⊥)
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(1)  given  ¬((h ((h ⊤) = (h ⊥))) = (h ⊥))

(2)  ¬(∀𝑃. (𝑃 (h ((h ⊤) = (h ⊥)))) ≡ (𝑃 (h ⊥)))

(¬=leib  on  1)

(3)  ¬((𝑐 (h ((h ⊤) = (h ⊥)))) ≡ (𝑐 (h ⊥)))

(¬∀  on  2)

(4)  ¬((𝑐 (h ((h ⊤) = (h ⊥)))) ⊃ (𝑐 (h ⊥)))

(¬≡  on  3)

(5)  𝑐 (h ((h ⊤) = (h ⊥)))

(¬⊃  on  4)

(6)  ¬(𝑐 (h ⊥))

(¬⊃  on  4)

(7)  𝑐 (h 𝑒)
(ren  on  5)

(8)  𝑒 = ((h ⊤) = (h ⊥))

(ren  on  5)

(9)  𝑒 ≡ ((h ⊤) = (h ⊥))

(=ₒ  on  8)

(10)  𝑒 ⊃ ((h ⊤) = (h ⊥))

(α  on  9)

(11)  ((h ⊤) = (h ⊥)) ⊃ 𝑒

(α  on  9)

(12)  𝑒 ⊃ 𝑒

(demod  on  10)

(13)  𝑒 ⊃ 𝑒

(demod  on  11)

(14)  𝑐 (h ⊥)

(inst  on  7)

(15)  𝑐 (h ⊥)

(unfold  on  7)

(16)  ⊥ = ((h ⊤) = (h ⊥))

(unfold  on  8)

(17)  ⊥ = 𝑒

(demod  on  16)

⊥

(14,  6)

(19)  𝑐 (h ⊤)

(inst  on  7)

(20)  𝑐 (h ⊤)

(unfold  on  7)

(21)  ⊤ = ((h ⊤) = (h ⊥))

(unfold  on  8)

(22)  ⊤ = 𝑒

(demod  on  21)

(23)  𝑐 (h ⊥)

(demod  on  19)

⊥

(23,  6)

(25)  ¬((𝑐 (h ⊥)) ⊃ (𝑐 (h ((h ⊤) = (h ⊥)))))

(¬≡  on  3)

(26)  ¬(¬((𝑐 (h ((h ⊤) = (h ⊥)))) ⊃ (𝑐 (h ⊥))))

(β-var  on  3)

(27)  𝑐 (h ⊥)

(¬⊃  on  25)

(28)  ¬(𝑐 (h ((h ⊤) = (h ⊥))))

(¬⊃  on  25)

(29)  (𝑐 (h ((h ⊤) = (h ⊥)))) ⊃ (𝑐 (h ⊥))

(¬¬  on  26)

(30)  ¬(𝑐 (h 𝑑))

(ren  on  28)

(31)  𝑑 = ((h ⊤) = (h ⊥))

(ren  on  28)

(32)  𝑑 ≡ ((h ⊤) = (h ⊥))

(=ₒ  on  31)

(33)  𝑑 ⊃ ((h ⊤) = (h ⊥))

(α  on  32)

(34)  ((h ⊤) = (h ⊥)) ⊃ 𝑑

(α  on  32)

(35)  𝑑 ⊃ 𝑑

(demod  on  33)

(36)  𝑑 ⊃ 𝑑

(demod  on  34)

(37)  𝑐 (h ⊥)

(⊃  on  29)

(38)  ¬(¬(𝑐 (h ((h ⊤) = (h ⊥)))))

(β-var  on  29)

(39)  ¬(¬(𝑐 (h 𝑑)))

(demod  on  38)

⊥

(39,  30)

(41)  ¬(𝑐 (h ((h ⊤) = (h ⊥))))

(⊃  on  29)

(42)  ¬(𝑐 (h 𝑑))

(demod  on  28)

(43)  ¬(𝑐 (h ⊥))

(inst  on  30)

(44)  ¬(𝑐 (h ⊥))

(unfold  on  30)

(45)  ⊥ = ((h ⊤) = (h ⊥))

(unfold  on  31)

(46)  ⊥ = 𝑑

(demod  on  45)

⊥

(43,  27)

(48)  ¬(𝑐 (h ⊤))

(inst  on  30)

(49)  ¬(𝑐 (h ⊤))

(unfold  on  30)

(50)  ⊤ = ((h ⊤) = (h ⊥))

(unfold  on  31)

(51)  ⊤ = 𝑑

(demod  on  50)

(52)  ¬(𝑐 (h ⊥))

(demod  on  48)

⊥

(52,  27)

Figure A.10: THM. The proof of Example 18, where the Boolean argument is an equation
between two applications of ℎ.

A.7 De Morgan by Degrees
Example 20 states one fact, De Morgan’s law, at four strengths, and each strength
is valid in a different class. It is the clearest illustration in the set of what the first
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dimension measures. Reading the two sides as equivalent needs nothing beyond 𝛽.
Asserting them equal at type 𝑜 needs 𝔟. Abstracting both sides and asserting the
abstractions equal needs 𝜉 as well. Replacing the left abstraction by the connective
itself needs full functional extensionality, which is Henkin semantics.

∀𝑜, 𝑜. (2 ∧ 1) ≡ ¬(¬2 ∨ ¬1)

(1)  given  ¬(∀𝑃. ∀𝑄. (𝑃 ∧ 𝑄) ≡ (¬((¬𝑃) ∨ (¬𝑄))))

(2)  ¬(∀𝑃. ∀𝑄. ⊤)

(bdd⊢  on  1)

(3)  ¬(∀𝑃. ⊤)

(¬∀  on  2)

(4)  ¬⊤

(¬∀  on  3)

⊥

(4)

Figure A.11: THM. The proof of De Morgan’s law at the first strength, read as an equivalence.

The same statement with primitive equality in place of the equivalence is valid
in 𝔐𝛽𝔟 and no larger class.

∀𝑜, 𝑜. (2 ∧ 1) = ¬(¬2 ∨ ¬1)
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(1)  given  ¬(∀𝑃. ∀𝑄. (𝑃 ∧ 𝑄) = (¬((¬𝑃) ∨ (¬𝑄))))

(2)  ¬(∀𝑃. ∀𝑄. (𝑃 ∧ 𝑄) = (𝑃 ∧ 𝑄))

(bdd⊢  on  1)

(3)  ¬(∀𝑃. (𝑐 ∧ 𝑃) = (𝑐 ∧ 𝑃))

(¬∀  on  2)

(4)  ¬(∀𝑃. (𝑃 ∧ 𝑐) = (𝑃 ∧ 𝑐))

(bdd⊢  on  3)

(5)  ¬((𝑑 ∧ 𝑐) = (𝑑 ∧ 𝑐))

(¬∀  on  4)

(6)  ¬((𝑐 ∧ 𝑑) = (𝑐 ∧ 𝑑))

(bdd⊢  on  5)

⊥

(6)

Figure A.12: THM. The proof of De Morgan’s law at the second strength, asserted as an
equality at type 𝑜.

Moving the binders outward turns the statement into an equation between two
abstractions, valid in𝔐𝛽𝜉𝔟. This is where the equality-expansion rules of Section 3.6
have to descend under a binder before the Boolean rules can act. Note that deep
simplification would close this instantly as de Morgan rules are solved by the BDD
normalisation of Section 3.9.

(𝜆𝑜, 𝑜. 2 ∧ 1) = (𝜆𝑜, 𝑜. ¬(¬2 ∨ ¬1))
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(1)  given  ¬((𝜆𝑃 𝑄. 𝑃 ∧ 𝑄) = (𝜆𝑃 𝑄. ¬((¬𝑃) ∨ (¬𝑄))))

(2)  ¬((𝜆𝑃. 𝑐 ∧ 𝑃) = (𝜆𝑃. ¬((¬𝑐) ∨ (¬𝑃))))

(¬=ext  on  1)

(3)  ¬((𝑐 ∧ 𝑑) = (¬((¬𝑐) ∨ (¬𝑑))))

(¬=ext  on  2)

(4)  ¬((𝑐 ∧ 𝑑) ≡ (¬((¬𝑐) ∨ (¬𝑑))))

(¬=ₒ  on  3)

(5)  ⊥
(bdd⊢  on  4)

⊥

(5)

Figure A.13: THM. The proof of De Morgan’s law at the third strength, as an equation
between two abstractions.

The fourth strength replaces the left abstraction by ∧ itself and is valid only in 𝔐𝛽𝔣𝔟.
HolSuite carries all four strengths in six encodings each. The pattern across them is
that the primitive-equality form is closed at every strength, while the definitional
encodings are closed at the two weaker strengths and time out at the two stronger
ones, which places the difficulty in the interaction between 𝛾 over a predicate variable
and the extensionality rules rather than in either alone.

A.8 Primitive Substitution and Finite Domains
Example 21 is valid in 𝔐𝛽𝔣𝔟 and in no larger class, so it is a direct test of Henkin
semantics: it states that a model has exactly four functions from truth values to
truth values, and it holds only where both functional and Boolean extensionality
are available. A witness for a variable of predicate type is a formula, and the (prim)
rule of Section 3.4 enumerates approximations to one by fixing the outermost logical
symbol [And89]. The problem supplies 𝑝 on the four elements of 𝒟𝑜→𝑜 and asks
for 𝑝 on every function of that type, so the witness has to be assembled rather than
found among the branch’s terms.
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(𝑝(𝜆𝑜. 1) ∧ 𝑝(𝜆𝑜. ¬1) ∧ 𝑝(𝜆𝑜. ⊥) ∧ 𝑝(𝜆𝑜. ⊤)) ⊃ ∀𝑜→𝑜. 𝑝(𝜆𝑜. 2(1))

(1)  given  ¬(((((p (𝜆𝑃. 𝑃)) ∧ (p (𝜆𝑃. ¬𝑃))) ∧ (p (𝜆𝑃. ⊥))) ∧ (p (𝜆𝑃. ⊤))) ⊃ (∀𝑃. p (𝜆𝑄. 𝑃 𝑄)))

(2)  (p (𝜆𝑃. 𝑃)) ∧ ((p (𝜆𝑃. ¬𝑃)) ∧ ((p (𝜆𝑃. ⊥)) ∧ ((p (𝜆𝑃. ⊤)) ∧ (¬(∀𝑃. p (𝜆𝑄. 𝑃 𝑄))))))

(bdd⊢  on  1)

(3)  p (𝜆𝑃. 𝑃)

(∧  on  2)

(4)  (p (𝜆𝑃. ¬𝑃)) ∧ ((p (𝜆𝑃. ⊥)) ∧ ((p (𝜆𝑃. ⊤)) ∧ (¬(∀𝑃. p (𝜆𝑄. 𝑃 𝑄)))))

(∧  on  2)

(5)  p (𝜆𝑃. ¬𝑃)

(∧  on  4)

(6)  (p (𝜆𝑃. ⊥)) ∧ ((p (𝜆𝑃. ⊤)) ∧ (¬(∀𝑃. p (𝜆𝑄. 𝑃 𝑄))))

(∧  on  4)

(7)  p (𝜆𝑃. ⊥)

(∧  on  6)

(8)  (p (𝜆𝑃. ⊤)) ∧ (¬(∀𝑃. p (𝜆𝑄. 𝑃 𝑄)))

(∧  on  6)

(9)  p (𝜆𝑃. ⊤)

(∧  on  8)

(10)  ¬(∀𝑃. p (𝜆𝑄. 𝑃 𝑄))

(∧  on  8)

(11)  ¬(p (𝜆𝑃. 𝑐 𝑃))

(¬∀  on  10)

(12)  ¬(p (𝜆𝑃. 𝑃))

(inst  on  11)

(13)  ¬(p (𝜆𝑃. 𝑃))

(unfold  on  11)

⊥

(12,  3)

(15)  ¬(p (𝜆𝑃. ¬𝑃))

(inst  on  11)

(16)  ¬(p (𝜆𝑃. ¬𝑃))

(unfold  on  11)

⊥

(15,  5)

(18)  ¬(p (𝜆𝑃. ⊥))

(inst  on  11)

(19)  ¬(p (𝜆𝑃. ⊥))

(unfold  on  11)

⊥

(18,  7)

(21)  ¬(p (𝜆𝑃. ⊤))

(inst  on  11)

(22)  ¬(p (𝜆𝑃. ⊤))

(unfold  on  11)

⊥

(21,  9)

Figure A.14: THM. The proof of Example 21, the four functions of type 𝑜→𝑜.

The same problem is where (∀fin) applies: 𝑜→𝑜 is a pure 𝑜-type, so Generation.gen_

o/1 enumerates its four elements and the quantifier expands linearly instead of
through a free variable. With finite_o_quantification off, the quantifier is in-
stantiated by the ordinary 𝛾-rule and the four instances have to be recovered by
(prim).
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Example 12 asks for the 𝜂-expanded form of a constant to be interchangeable
with the constant. It is valid in 𝔐𝛽𝜂 and not in 𝔐𝛽, so a calculus that identifies only
𝛽-equal terms must fail it. Shot passes it without applying a rule, because terms are
held in 𝜂-long 𝛽-normal form and 𝑓 is therefore stored 𝜂-expanded: the two sides of
the implication are the same term, as the display shows. The commitment to 𝜂 is
made by the representation of Chapter 2 rather than by an inference rule, which is
worth stating because it means the commitment cannot be ablated.

𝑝(𝜆𝜄. 𝑓 (1)) ⊃ 𝑝(𝜆𝜄. 𝑓 (1))

(1)  given  ¬((p (𝜆𝑋. f 𝑋)) ⊃ (p (𝜆𝑋. f 𝑋)))

(2)  ⊥
(bdd⊢  on  1)

⊥

(2)

Figure A.15: THM. The proof of Example 12: both sides are the same term, so the proof
closes without a rule firing on 𝜂.

A.9 Higher-Order Unification
Example 27 belongs to the second dimension. It asks for a binary connective satisfying
a specification, and it is valid provided the signature supplies ∨, or else ¬ and ∧
from which ∨ can be built; with a signature too poor to define disjunction it is not a
theorem at all. The existential ranges over a predicate of type (𝑜, 𝑜)→𝑜, so the witness
has to be built by (prim) and then confirmed by unification against both sides of the
equivalence, which exercises the enumeration of Chapter 4 where the flex side is
genuinely flexible.

∃(𝑜, 𝑜)→𝑜. ∀𝑜, 𝑜. 3(2, 1) ≡ (2 ∨ 1)

Status: THM

A.10 Cantor
Example 31, the surjective Cantor theorem, is the largest problem in this appendix
that Shot closes. It sits on both dimensions at once: it is valid in 𝔐𝛽𝔣𝔟 and needs ¬
in the signature, since the refutation goes through the diagonal predicate and (prim)
has to construct it. Its negation asserts a surjection from 𝜄 onto 𝜄→𝑜. This theorem
has a very small tableau proof in the core calculus.
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¬ ∃(𝜄, 𝜄)→𝑜. ∀𝜄→𝑜. ∃𝜄. (𝜆𝜄. 4(2, 1)) = (𝜆𝜄. 3(1))

(1)  given  ¬(¬(∃𝑅. ∀𝑃. ∃𝑋. (𝜆𝑌. 𝑅 𝑋 𝑌) = (𝜆𝑌. 𝑃 𝑌)))

(2)  ∃𝑅. ∀𝑃. ∃𝑋. (𝜆𝑌. 𝑅 𝑋 𝑌) = (𝜆𝑌. 𝑃 𝑌)

(¬¬  on  1)

(3)  ∀𝑃. ∃𝑋. (𝜆𝑌. 𝑐 𝑋 𝑌) = (𝜆𝑌. 𝑃 𝑌)

(∃  on  2)

(4)  ∃𝑋. (𝜆𝑌. 𝑐 𝑋 𝑌) = (𝜆𝑌. 𝑌 𝑌)

(∀  on  3)

(5)  (𝜆𝑋. 𝑐 (𝑑 (𝜆𝑌. 𝑌 𝑌)) 𝑋) = (𝜆𝑋. 𝑌 𝑋)

(∃  on  4)

(6)  ∀𝑋. (𝑐 (𝑑 (𝜆𝑌. 𝑌 𝑌)) 𝑋) = (𝑌 𝑋)

(=ext  on  5)

(7)  (𝑐 (𝑑 (𝜆𝑋. 𝑌 𝑋)) 𝑋) = (𝑌 𝑋)

(∀  on  6)

(8)  (𝑐 (𝑑 (𝜆𝑋. 𝑌 𝑋)) 𝑋) ≡ (𝑌 𝑋)

(=ₒ  on  7)

(9)  (𝑐 (𝑑 (𝜆𝑋. 𝑌 𝑋)) 𝑋) ⊃ (𝑌 𝑋)

(α  on  8)

(10)  (𝑌 𝑋) ⊃ (𝑐 (𝑑 (𝜆𝑋. 𝑌 𝑋)) 𝑋)

(α  on  8)

(11)  𝑌 𝑋
(⊃  on  9)

(12)  𝑐 (𝑑 (𝜆𝑋. 𝑌 𝑋)) 𝑋
(⊃  on  10)

⊥

(12,  11)

(14)  ¬(𝑌 𝑋)

(⊃  on  10)

⊥

(14,  11)

(16)  ¬(𝑐 (𝑑 (𝜆𝑋. 𝑌 𝑋)) 𝑋)

(⊃  on  9)

(17)  𝑐 (𝑑 (𝜆𝑋. 𝑌 𝑋)) 𝑋
(⊃  on  10)

⊥

(17,  16)

(19)  ¬(𝑌 𝑋)

(⊃  on  10)

⊥

(19,  16)

Global  Substitution:
∙   𝑌   ↦   𝜆𝑋. ¬(𝑐 𝑋 𝑋)

∙   𝑋   ↦   𝑑 (𝜆𝑋. ¬(𝑐 𝑋 𝑋))

Figure A.16: THM. The proof of Example 31, the surjective Cantor theorem.

Example 32, the injective form, asserts an injection from 𝜄→𝑜 into 𝜄 and is not
closed within the bounds reached. The problem is the hardest in the set, and its
difficulty is that the needed set instantiations occur beneath other set instantiations
[BB05]. Both forms are in HolSuite, and the pair states compactly what the search
bounds cost.

A.11 Countermodels
A saturated branch that is decidably open is reported with the literals describing the
model. The first problem is propositional and its countermodel is a truth assignment;
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it runs with simplification disabled so that the branch rather than the BDD produces
the assignment.

Status: CSA, model 𝑝, ¬𝑞, ¬𝑟

(1)  given  ¬((p ∨ q) ⊃ (q ∨ r))

(2)  p ∨ q

(¬⊃  on  1)

(3)  ¬(q ∨ r)

(¬⊃  on  1)

(4)  ¬q

(¬∨  on  3)

(5)  ¬r

(¬∨  on  3)

(6)  p
(∨  on  2)

(7)  ★  open
∙   p

∙   ¬q
∙   ¬r

(8)  q
(∨  on  2)

(9)  ¬p

(β-var  on  2)

⊥

(8,  4)

Figure A.17: The saturated branch behind the propositional countermodel.

The second is the primitive-substitution problem above with its conclusion
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negated. The reported model is the branch’s literal set, and the four applications of
𝑝 that survive are its content.

Status: CSA, model 𝑝(𝜆. 1), 𝑝(𝜆. ¬1), 𝑝(𝜆. ⊥), 𝑝(𝜆. ⊤)

(1)  given  ¬(((((p (𝜆𝑃. 𝑃)) ∧ (p (𝜆𝑃. ¬𝑃))) ∧ (p (𝜆𝑃. ⊥))) ∧ (p (𝜆𝑃. ⊤))) ⊃ (¬(∀𝑃. p (𝜆𝑄. 𝑃 𝑄))))

(2)  (p (𝜆𝑃. 𝑃)) ∧ ((p (𝜆𝑃. ¬𝑃)) ∧ ((p (𝜆𝑃. ⊥)) ∧ ((p (𝜆𝑃. ⊤)) ∧ (∀𝑃. p (𝜆𝑄. 𝑃 𝑄)))))

(bdd⊢  on  1)

(3)  p (𝜆𝑃. 𝑃)

(∧  on  2)

(4)  (p (𝜆𝑃. ¬𝑃)) ∧ ((p (𝜆𝑃. ⊥)) ∧ ((p (𝜆𝑃. ⊤)) ∧ (∀𝑃. p (𝜆𝑄. 𝑃 𝑄))))

(∧  on  2)

(5)  p (𝜆𝑃. ¬𝑃)

(∧  on  4)

(6)  (p (𝜆𝑃. ⊥)) ∧ ((p (𝜆𝑃. ⊤)) ∧ (∀𝑃. p (𝜆𝑄. 𝑃 𝑄)))

(∧  on  4)

(7)  p (𝜆𝑃. ⊥)

(∧  on  6)

(8)  (p (𝜆𝑃. ⊤)) ∧ (∀𝑃. p (𝜆𝑄. 𝑃 𝑄))

(∧  on  6)

(9)  p (𝜆𝑃. ⊤)

(∧  on  8)

(10)  ∀𝑃. p (𝜆𝑄. 𝑃 𝑄)

(∧  on  8)

(11)  p (𝜆𝑃. ¬𝑃)

(∀ₒ  on  10)

(12)  p (𝜆𝑃. 𝑃)

(∀ₒ  on  10)

(13)  p (𝜆𝑃. ⊤)

(∀ₒ  on  10)

(14)  p (𝜆𝑃. ⊥)

(∀ₒ  on  10)

(15)  ★  open

∙   p (𝜆𝑃. 𝑃)

∙   p (𝜆𝑃. ¬𝑃)

∙   p (𝜆𝑃. ⊥)

∙   p (𝜆𝑃. ⊤)

Figure A.18: The saturated branch behind the countermodel of Example 21’s negation.
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A.12 Bounds, Timeouts and the Unknown Verdict
Every problem of the structured set that Shot does not close is reported as Timeout,
and none is reported as :unknown. That follows from the search control rather
than from the calculus. Under iterative deepening the 𝛾-limit and the primitive-
substitution depth rise whenever the pool stalls, so the search never runs out of
work, and the wall clock set by timeout (5000 ms) is always the binding constraint.

The verdict :unknown is reachable with deepening disabled, which fixes the
bounds and lets the search exhaust them. Example 8 is the case: at initial_gamma_
limit 1 and initial_prim_limit 1 the search exhausts and reports :unknown, while
at 3 and 2 the space is large enough that the clock runs out first and the verdict
returns to Timeout.

[timeout: 60000] -> Timeout in 63847 ms

[timeout: 60000, iterative_deepening: false] -> UNK in 60001 ms

[timeout: 60000, iterative_deepening: false, initial_gamma_limit: 3,

initial_prim_limit: 2] -> Timeout in 64701 ms

The consequence for Chapter 8 is that a run scored by verdict alone cannot distinguish
a problem the calculus cannot reach from one it did not reach in time. Separating
the two takes a second run with iterative_deepening off at fixed bounds, and the
ablation reports both.
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